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DEDICATION 

To every warehouse operator who has walked miles of aisles to confirm what a system should 

already have known — and to every supply chain planner who has been handed a logistics network 

that no one could see from end to end. 

This book is for you. It is also an argument that neither of you should ever have had to work in the 

dark. 
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FOREWORD 

Supply chain management has spent forty years learning to move goods faster and thirty years learning to 

see where those goods actually are. For most of that time the two ambitions have pulled against each other. 

Operations teams optimized for throughput and treated visibility as overhead. Planning teams optimized for 

accuracy and treated the warehouse floor as a black box. Both were, in their way, correct, and the result 

was an industry that could ship quickly and account for its inventory poorly, or account for it carefully and 

ship late. 

What has changed is that both ambitions have run out of room. A distribution network moving millions of 

handling units a day cannot be reasoned about from spreadsheets. A warehouse with tens of thousands of 

bins, automated conveyors, and a dozen upstream and downstream interfaces cannot be run on tribal 

knowledge and paper pick lists. In logistics, as in every data-rich discipline, the evidence has outgrown the 

human capacity to process it, and the answer has turned out to be the same everywhere: instrument the 

operation, learn from the telemetry, and let machines make the routine decisions so that people can make 

the consequential ones. 

This book is written from inside that transition. Its author has spent more than two decades building the 

systems it describes — not prototypes, but production supply chain platforms serving medical-device, 

pharmaceutical, chemical, industrial, and retail enterprises that would notice immediately if they were 

wrong. That provenance shows. The chapters that follow are unusually specific about what worked, what it 

cost, and what it measured, and they are candid about where automated judgment must yield to a validated 

process in a regulated environment where a wrong answer is a recall. 

Read it as a practitioner's account rather than a survey. It will be most useful to the architect who suspects 

that a warehouse is slower and less visible than it should be, and to the supply chain leader who suspects 

that a transformation program is being run on assumption rather than evidence. Both suspicions are usually 

correct, and this book explains how to prove it — and what to build once you have. 
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PREFACE 

0.1 Why This Book? 

I have spent more than twenty-one years on both sides of a divide that should never have existed. I have 

designed the warehouse and transportation systems that move an enterprise's goods, and I have 

architected the analytics and intelligence that tell the enterprise what those goods are doing, and I have 

come to believe that they are the same discipline practiced by people who do not talk to each other. 

The evidence accumulated slowly, one program at a time. When I led a greenfield S/4HANA warehouse 

implementation for a medical-device manufacturer, the decisive work was not the configuration; it was 

visibility — knowing which processes were slow, which inventory was inaccurate, which steps added cost 

without adding value. When I engineered three automated warehouses for a global eye-care company, the 

difference between an automated warehouse and a fast one was again visibility: telemetry from the 

material-flow system, applied to an operation that had been managed on assumption. In every case the 

organization had been making expensive logistics decisions in the dark, and in every case the remedy was 

to turn on the light. 

0.2 The Gap This Book Fills 

There are excellent books on SAP Extended Warehouse Management and excellent books on supply chain 

analytics. There are very few that treat them as a single engineering problem, and almost none written from 

inside the production programs where the claims can be checked — where a design choice becomes a go-

live, and a go-live becomes a number on an operations dashboard. 

This book is deliberately specific. Where a chapter reports that an automated warehouse sustained 

continuous operation through kernel and release upgrades, or that a data-driven model improved a 

distribution-performance metric, those are outcomes from systems in enterprise production across the 

medical-device, pharmaceutical, chemical, industrial, and retail sectors — not projections. Where an 

approach failed, or where automated judgment had to defer to a validated manual process in a regulated 

environment, I have said so, because the constraints are more instructive than the successes. 

0.3 How to Use This Book 

Part I establishes the argument and the foundations and can be read on its own. Parts II and III are 

practitioner's accounts of SAP EWM and TM solution architecture and can be read by anyone with a specific 

warehouse or transportation problem. Part IV concerns greenfield S/4HANA delivery in regulated industries; 

Part V, automated warehousing and enterprise integration; Part VI, the AI and machine-learning layer that 

turns logistics telemetry into decisions. Part VII gathers retail, manufacturing, and global-rollout experience, 

and Part VIII concerns performance, leadership, research, and where the field is going. 

Every chapter closes with a summary, and the summaries are written to be read consecutively as an 

abbreviated version of the whole. 

0.4 A Note on Terminology 

I use warehouse to mean the physical and logical structure governed by a warehouse number in SAP EWM 

— storage types, sections, activity areas, and bins. I use handling unit to mean a physical unit of goods and 

its packaging tracked as one object, and wave to mean a grouped release of warehouse work for 

coordinated execution. On the transportation side, freight unit means the smallest independently planned 
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quantity of goods to be moved, and freight order the executable transportation document tendered to a 

carrier. 

On the analytics side, telemetry means the operational data emitted by the warehouse, the transportation 

network, and their interfaces; model means a trained statistical or machine-learning artifact that maps that 

telemetry to a prediction or a ranking; and decision support means presenting that output to a human 

operator who remains accountable for the outcome. Where an industry term is genuinely contested — 

autonomous is the worst offender in supply chain — I define it at first use and try not to lean on it. 
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Chapter 1 

Evolution of Enterprise Supply Chain Systems: From WM 1.0 

to Autonomous SCM 5.0 

1.1 Introduction 

Across twenty-one years of SAP work I have watched the warehouse move from a place we managed with 

clipboards to a node the enterprise steers with data. The supply chain did not change in one leap. It 

advanced in distinct generations, each solving the constraint the previous one exposed, and each leaving 

a residue of habits that the next had to unlearn [14]. Understanding that arc is the first step toward designing 

systems that will still hold ten years from now. 

I use a simple five-stage frame because it maps cleanly onto the SAP platforms my clients actually ran. 

Supply Chain 1.0 was manual and paper-based. 2.0 introduced SAP WM and system-directed tasks. 3.0 

brought Extended Warehouse Management and true process integration. 4.0 collapsed the stack into the 

S/4HANA digital core with embedded EWM. 5.0, now emerging, pairs human judgment with machine 

intelligence rather than replacing one with the other [35]. 

Each generation carried an implicit theory of where value came from: floor space, then labor productivity, 

then process integration, then real-time data, and now decision quality. Reading the history this way keeps 

us honest about what a new release genuinely delivers [22]. The chapters that follow trace this progression 

from architecture to execution, so we begin by walking the road that brought enterprise logistics to its current 

inflection point. 

I did not arrive at this five-stage frame from a textbook; it crystallised from two decades of watching the 

same clients outgrow one architecture and reach for the next. Each transition was driven by a constraint 

that had become intolerable, not by a vendor roadmap. Reading the literature on supply chain strategy 

alongside my own project notes convinced me that technology adoption follows need, and that a generation 

only sticks when it resolves a pain the previous one could no longer hide [19]. 

Throughout this book I keep returning to a practitioner's test: does a new capability change the decision 

someone actually makes on the floor, or does it merely rename an old one? That question separates 

genuine progress from marketing. My own work on AI-powered supply chains argues that the 5.0 shift is 

real precisely because it changes who decides and how, not just how fast the data moves [115]. The 

chapters ahead apply that test relentlessly to every generation. 

One habit I keep is to place a client on this arc before proposing anything. I walk the floor and ask one 

question at each station: where does the information come from, and how old is it before someone acts on 

it? The answers rarely land a warehouse cleanly in one generation; most straddle two, running S/4HANA 

transactions over habits inherited from paper. My supply-chain efficiency study taught me to quantify that 

straddle rather than assume it, because the gap between the platform a client owns and the generation 

they actually operate is where most of my design effort goes [13], [114]. 

1.2 Supply Chain 1.0: Manual Warehousing and Paper-Based Logistics 

In the earliest warehouses I supported, the system of record lived in a binder and in the memory of a few 

experienced stock keepers. Receiving meant a clerk matching a paper packing list against a purchase order 



Sciforce Publications  
www.sciforce.org 
 

18 | P a g e  

 

by hand. Putaway followed whatever bin the operator judged convenient, and that judgment was rarely 

written down anywhere a second person could recover it. The warehouse ran, but it ran on tacit knowledge 

that walked out the door at shift change [26]. 

Paper-based logistics made every count a negotiation. Physical inventories consumed days, discrepancies 

were reconciled after the fact, and the gap between book stock and shelf stock was simply accepted as a 

cost of doing business. Order picking relied on printed pick lists sequenced by a planner who could not see 

congestion on the floor [29]. Travel was long, errors were common, and throughput was capped by how 

fast people could walk and read [23]. 

The deeper limitation was informational, not physical. Management saw the warehouse only in arrears, 

through month-end reports, so decisions about staffing, slotting, and capacity were always late. There was 

no telemetry, no event stream, nothing to optimize against. When I later configured system-directed 

operations, the contrast was stark: 1.0 warehouses were not slow because people were slow, but because 

no shared, current model of the warehouse existed for anyone to act on [9]. 

I still remember annual stock takes that shut a distribution centre for two days while every aisle was counted 

twice. The variance reports that followed were less an audit than a confession, because no one could 

reconstruct when a discrepancy had actually occurred. Classic logistics texts describe this as the cost of 

decoupling the physical flow from its information flow, and on a paper floor that decoupling was total, which 

is why reconciliation was perpetual rather than exceptional [15]. 

What paper could never give me was a second opinion. If a stock keeper mis-shelved a pallet, the error 

stayed invisible until someone went looking for it, sometimes weeks later. The warehouse had no 

mechanism to challenge its own record because the record and the reality were maintained by the same 

fallible hand. Everything I later valued in system-directed operations was, at root, an answer to this single 

structural weakness of manual warehousing [24]. 

What rarely appears in the ledgers of that era is the training cost buried in tacit knowledge. A paper 

warehouse was only as good as its most experienced keeper, and every departure took a fraction of the 

operation's competence out the door with no way to reconstruct it. I watched sites carry weeks of reduced 

throughput after a single retirement, because the replacement had to relearn slotting logic that lived 

nowhere but in a predecessor's memory. Introductory logistics texts treat this dependence on individuals 

as organisational risk, and on a paper floor it was total, which made succession one of the largest exposures 

a manual warehouse carried [43], [22]. 

1.3 Supply Chain 2.0: SAP WM and System-Directed Operations 

SAP WM was the generation that gave the warehouse a digital nervous system. The transfer order became 

the atomic unit of work, and for the first time the system, not the operator, decided where stock should go 

and where it should be picked from. Storage types, storage sections, and bins turned the building into an 

addressable grid. On my ECC 6.0 engagements at clients like Bridgestone, that structure alone eliminated 

whole categories of guesswork [9]. 

System-directed operations changed the economics of accuracy. Putaway and removal strategies encoded 

rules that had previously lived in an operator's head, so fixed-bin, next-empty-bin, and FIFO logic became 

configuration rather than folklore. Radio-frequency terminals closed the loop, confirming each move against 
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the transfer order in near real time. The book-to-shelf gap narrowed because the system now expected a 

confirmation for every physical event on the floor [25]. 

WM still had real limits. It was tightly coupled to inventory management [8], its process depth for complex 

handling was shallow, and it struggled with automation and labor optimization at scale. But it established 

the principle that would define everything after: the warehouse should be modeled, not merely recorded. 

That principle is why WM 2.0 remains the conceptual foundation on which Extended Warehouse 

Management was later built. 

On the Bridgestone floor the change people felt first was the RF gun. A picker no longer carried a clipboard; 

the terminal told them the next bin and refused the confirmation if the scanned material did not match the 

transfer order. That single interlock converted accuracy from a matter of individual care into a property of 

the process. Warehouse management texts had long argued for this discipline, but WM is where I saw it 

become ordinary, everyday practice [26]. 

Yet WM taught me its own ceiling. Because storage bins carried little more than an address and a quantity, 

the system could not reason about nested packaging or a multi-step handling flow. When a client needed 

deconsolidation or value-added work, we bolted it on with custom development that later became a 

migration liability. The lesson I carried forward was that a data model, not a transaction, is what ultimately 

bounds what a warehouse system can be asked to do [24]. 

A configuration nuance from those WM years still shapes how I brief clients. WM leaned on interim storage 

bins, the 900-range areas for goods receipt, differences, and posting changes, to model movement it could 

not otherwise represent, and teams routinely misread these virtual bins as real locations. I spent more hours 

than I care to admit reconciling stock that had stalled in an interim area no one was watching. The lesson 

was that a thin data model forces the system to overload a few constructs, and those overloaded constructs 

become exactly where inexperienced operators lose the plot. It sharpened my later insistence on richer, 

purpose-built objects in EWM [9], [104]. 

1.4 Supply Chain 3.0: Extended Warehouse Management and Process 

Integration 

Extended Warehouse Management was a rebuild, not an upgrade. Where WM tracked bins, EWM modeled 

the whole execution flow: handling units, activity areas, work centers, waves, warehouse orders, and 

resources. The handling unit in particular let us track nested packaging as a first-class object through 

receiving, storage, and shipping. On the Alcon EWM 9.5 program I saw how much richer process control 

became once the warehouse had this vocabulary [1]. 

Integration was the real advance of 3.0. EWM introduced storage control, both layout-oriented and process-

oriented, so multi-step flows like deconsolidation, quality inspection, and value-added services could be 

orchestrated rather than improvised. Wave management and warehouse order creation rules turned raw 

demand into balanced, executable work packages. Labor management with engineered standards finally 

made productivity measurable against a defined baseline instead of gut feel [25]. 

Crucially, EWM could drive automation. The Material Flow System let the warehouse talk directly to 

programmable logic controllers and automated storage and retrieval systems through telegrams, without a 

separate middleware layer. At Alcon's three automated warehouses this meant the SAP system was the 
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control system, sequencing cranes and conveyors in real time [104]. That capability is what separated 3.0 

from everything before it and set up the digital-core consolidation to come. 

The handling unit was the abstraction I had been missing for years. On the Alcon program we could finally 

track a pallet, the cartons nested inside it, and the items inside those cartons as one linked structure that 

survived every movement. When a customer queried a shipment, the history was intact from receiving to 

dispatch. My later work on EWM in S/4HANA leans heavily on this object, because so much of a 

warehouse's traceability ultimately hangs from it [102]. 

Storage control is the feature I most often have to explain to newcomers. Process-oriented control 

sequences the logical steps a unit must pass, while layout-oriented control routes it through the physical 

stops the building imposes. Separating the two let us model genuinely complex flows without hard-coding 

them, and it is why EWM could absorb quality inspection and value-added services as first-class steps 

rather than awkward exceptions. That flexibility is the practical face of what I mean by process integration 

[3]. 

The advance of 3.0 came with a tax I learned to budget for: the core interface. Standalone EWM on its own 

stack meant material masters, customers, and vendors had to be distributed through CIF, and a single mis-

configured integration model could silently starve the warehouse of a product it needed to receive. On the 

Alcon program we built monitoring around the qRFC queues, because a blocked entry stayed invisible until 

a receipt failed at the dock. My cross-functional integration work catalogues these touchpoints because the 

richness of 3.0 was inseparable from the discipline of keeping its distribution channel healthy, a cost earlier 

generations never paid [4], [103]. 

1.5 Supply Chain 4.0: S/4HANA, Embedded EWM, and the Digital Core 

Supply Chain 4.0 is defined by consolidation onto the S/4HANA digital core. Embedded EWM runs inside 

the same client as the rest of the enterprise, so the boundary between warehouse execution and inventory 

management, sales, and finance becomes an internal call rather than an interface. On the greenfield 2020 

and 2021 programs I led for MicroVention, CuraScript SD, and Zimmer Biomet, that architecture removed 

an entire class of reconciliation problems we used to fight in decentralized landscapes [4]. 

The in-memory platform changed what the warehouse could show us. Aggregates that once ran overnight 

now resolve in seconds, so stock, delivery, and exception views are genuinely live. The simplified data 

model collapsed redundant tables and let a single document flow serve execution and analytics at once. 

Real-time visibility stopped being a report and became a property of the system itself, which is the practical 

meaning of a digital core [3]. 

Fiori completed the picture at the user layer. Role-based apps on the launchpad replaced dense transaction 

screens, and the same design language reached RF devices on the floor. When I ran the Fiori user-

experience work at Indorama Ventures across North America and Europe, the value was not cosmetic; 

consistent, task-focused interfaces cut training time and error rates [10]. Supply Chain 4.0, in short, made 

the whole enterprise legible from a single, current model. 

What the in-memory core changed for me operationally was the death of the overnight batch. Reports that 

once defined the rhythm of a warehouse, run at night, read in the morning, acted on by noon, collapsed 

into live queries against the same tables execution wrote to. Logistics on S/4HANA stopped being a 
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sequence of snapshots and became a continuous picture, and planners had to learn a new habit of steering 

the operation as it moved rather than after it had settled [6]. 

On the MicroVention and Zimmer Biomet greenfields, embedding EWM in the digital core meant a goods 

receipt updated warehouse stock, inventory management, and the financial view in a single posting. There 

was no queue to monitor, no interface to reconcile, and no window in which two systems could disagree. 

My conference work on warehouse efficiency in S/4HANA returns to this point because, in regulated 

distribution, the absence of a reconciliation gap is itself a compliance asset, not merely an efficiency gain 

[102]. 

Consolidation onto one client carries a risk I make clients name out loud: blast radius. When warehouse 

execution, finance, and sales share a system, a poorly tested transport or a careless kernel patch can touch 

all of them at once, which the old decentralized boundary used to contain. So on the greenfields I paired 

the architectural simplification with far stricter regression discipline, a maintained automated test suite over 

the critical goods-receipt-to-invoice path, run before every change window. The digital core's great virtue, 

that nothing has to be reconciled, is also why nothing can be allowed to break unnoticed, and quality-

management practice makes that trade explicit [3], [90]. 

1.6 Supply Chain 5.0: The Human-AI Collaboration Era 

Supply Chain 5.0 is not automation for its own sake; it is the deliberate pairing of human judgment with 

machine intelligence. The digital core of 4.0 produced a continuous stream of clean telemetry, and that 

stream is exactly what machine learning needs. My own research on ensemble and kernel-based 

regression for warehouse and distribution performance grew directly out of watching how much predictive 

signal these live systems generate once they are properly instrumented [115]. 

In this generation the system proposes and the human disposes. Models forecast demand, predict putaway 

and picking performance, and rank alternatives, but an experienced planner still owns the decision, 

especially in regulated, high-value environments like specialty pharmaceutical distribution. Multi-criteria 

decision methods such as TOPSIS, WASPAS, MOORA, and ARAS give that collaboration a rigorous 

structure, turning a fuzzy trade-off into a scored, explainable comparison the operator can trust [72]. 

Explainability is the hinge of 5.0. A recommendation a warehouse manager cannot interrogate is a 

recommendation they will eventually ignore, so the work is as much about transparency as accuracy [84]. 

This is why my patents and publications emphasize AI-driven optimization that remains auditable [105]. 

The autonomous supply chain is not a warehouse without people; it is a warehouse where people spend 

their attention on the decisions that actually need it. 

I am wary of the word autonomous because it promises more than any regulated warehouse should want. 

In the operations I run, the machine's job is to narrow the field, forecasting a picking time, flagging an 

anomaly, ranking three slotting options, while a person makes the call that carries accountability. The 

research literature on artificial intelligence in supply chains increasingly frames this as augmentation rather 

than replacement, which matches everything I have seen deliver durable value on the floor [71]. 

The decision methods matter because judgment needs structure to be defensible. When I paired WASPAS 

and ARAS with explainable scoring on a cybersecurity evaluation, the point was never the ranking alone; it 

was that a reviewer could see why one option beat another, criterion by criterion. Bringing that same 
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transparency to carrier and slotting choices is, to me, the whole promise of 5.0: not a smarter black box, 

but a clearer conversation between the analyst and the algorithm [75]. 

One question I now ask before any model reaches a warehouse floor is who owns it after go-live. A 

predictive model is not a fixed asset; its accuracy decays as demand patterns, suppliers, and product mixes 

shift, so a 5.0 operation needs a monitoring cadence that a validated environment can evidence. In my 

healthcare-distribution research the harder discipline was never training the model but re-checking it, 

defining the metric that would trigger a retrain and the review that would approve it. Risk-based validation 

practice treats a self-learning system as something to be controlled across its life, not certified once, and I 

hold warehouse AI to that same standard [98], [88]. 

1.7 The Visibility Bottleneck: A Persistent Supply Chain Constraint 

One constraint survives every generation: visibility. In 1.0 it was absent, in 2.0 it was delayed, in 3.0 it was 

rich but siloed, and even in 4.0 it can be undermined by poor master data or broken integration. Whenever 

a program underperforms, I find the root cause is almost never raw capacity. It is that someone had to act 

without a current, trustworthy picture of what the warehouse actually held [13]. 

Visibility is a chain, and it breaks at its weakest link. An advanced shipping notification that arrives late 

poisons inbound planning. A handling unit scanned incorrectly propagates a phantom into stock. A queue 

that no one monitors quietly starves a work center. Each is a local failure, but because execution is 

integrated, the effect is global, and the symptom usually shows up far from the cause [37]. 

This is why I treat visibility as a design goal rather than a reporting feature. Clean master data, disciplined 

confirmation at every physical event, and real-time exception handling are what make the digital core's 

promise real on the floor [4]. The technologies change every generation; the bottleneck does not. Every 

later chapter in this book returns, in some form, to the same question of how to keep the model and the 

physical warehouse in agreement. 

I have learned to diagnose a struggling programme by tracing its visibility chain rather than its throughput 

numbers. Where does someone first act on stale information? The answer is almost never the bottleneck 

everyone is staring at. Supply chain scholarship has long argued that information latency, not physical 

capacity, governs responsiveness, and my project experience agrees emphatically: the warehouses that 

recovered fastest were the ones that fixed their data flow before touching their material flow [14]. 

Visibility also has a measurement dimension that teams neglect. If you cannot see a queue building, you 

cannot manage it; if you cannot attribute an error to its origin, you cannot prevent its recurrence. 

Performance-oriented supply chain frameworks insist that what is not measured drifts, and on the floor that 

drift is exactly how a small confirmation lapse becomes a stock figure no planner believes [21]. 

Concretely, I close the visibility gap by instrumenting the exception, not the average. On recent programs I 

configured the EWM warehouse monitor with alert thresholds on queue depth and open warehouse tasks, 

so a work center starving for input raises a signal before a supervisor smells smoke. The point is to make 

latency itself observable: a task that should have confirmed in minutes and has not is the earliest honest 

indicator that the model and the floor are drifting apart. My regression work on warehouse performance 

leans on exactly these telemetry streams, which only exist if someone deliberately builds the monitoring to 

emit them [100], [37]. 
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Table 1.1 Five generations of enterprise supply chain systems and their defining SAP capabilities 

Generation Primary SAP platform Defining capability Binding constraint addressed 

1.0 None / paper Manual records and tacit knowledge No shared model of the warehouse 

2.0 SAP WM (ECC) System-directed transfer orders, bin grid Guesswork in putaway and picking 

3.0 SAP EWM (decentralized) HU, storage control, MFS automation Shallow process depth and no 

automation 

4.0 S/4HANA embedded 

EWM 
In-memory digital core, live visibility Reconciliation across siloed systems 

5.0 S/4HANA + AI/ML Explainable, multi-criteria decision 

support 
Late, low-quality operational decisions 

 

1.8 Chapter Summary 

This chapter traced enterprise logistics through five generations, each resolving the prior one's binding 

constraint. Supply Chain 1.0 ran on paper and tacit knowledge, with no shared model of the warehouse. 

WM 2.0 introduced system-directed transfer orders and an addressable bin structure. EWM 3.0 modeled 

the full execution flow, integrated multi-step processes through storage control, and drove automation via 

the Material Flow System. S/4HANA 4.0 consolidated everything onto an in-memory digital core with 

embedded EWM and Fiori, making the enterprise legible in real time. The emerging 5.0 pairs human 

judgment with explainable machine intelligence and multi-criteria decision methods [115]. Throughout, 

visibility remained the persistent constraint, framing the architectural and execution chapters that follow 

[35]. 



Sciforce Publications  
www.sciforce.org 
 

24 | P a g e  

 

Chapter 2 

Digital Transformation and the S/4HANA Supply Chain Era 

2.1 Introduction to Digital Transformation in Enterprise Logistics 

Digital transformation is an overused phrase, so I keep a working definition close: it is the point at which a 

company stops treating its systems as a ledger of what already happened and starts treating them as a live 

model it can steer. In logistics that shift is concrete. It means the warehouse, the transportation network, 

and the order book share one current version of the truth that the business can act on immediately [35]. 

S/4HANA is the platform that made this practical for my clients. The in-memory architecture, the simplified 

data model, and embedded EWM together removed the latency and the interfaces that used to keep the 

enterprise a step behind its own operations. On greenfield programs at Zimmer Biomet and CuraScript SD 

I saw transformation succeed only where the technology was paired with deliberate process redesign, never 

where it was treated as a lift-and-shift [38]. 

This chapter is about that pairing. It examines the move from ECC to S/4HANA, the embedded EWM data 

model, the Fiori and mobility experience, and the change management without which none of it ever really 

lands. The technology is necessary but not sufficient, and the difference between a genuine transformation 

and an expensive upgrade lives almost entirely in the human decisions that follow [36]. 

When people ask me what digital transformation actually means in a warehouse, I point them to the Industry 

4.0 literature, which frames it as the fusion of physical operations with a live digital representation. That 

framing is useful because it resists the temptation to equate transformation with a software upgrade. A 

cyber-physical warehouse is one whose digital twin is accurate enough to steer by, and reaching that state 

is far more about data discipline and process design than about any single technology purchase [41]. 

My own account of an ERP implementation in a regulated environment taught me how unforgiving this is. 

We could install the technology in months, but changing how people trusted and used it took far longer, 

and the compliance stakes left no room for a half-adopted process. Transformation, in that setting, was 

measured not by go-live but by the point at which the old paper workarounds finally disappeared, which is 

a human milestone more than a technical one [99]. 

The framing I push hardest is that transformation has to be scoped to a decision the business will actually 

make differently, or it drifts into an endless platform project. On one program we resisted the urge to digitize 

everything at once and targeted the receiving-to-putaway loop, where a cleaner information flow visibly 

changed how the supervisor staffed the dock each morning. Anchoring the effort to one changed behaviour 

gave us a concrete measure of progress the sponsor could see. The Industry 4.0 logistics literature warns 

that transformation without a targeted operational outcome becomes technology for its own sake, and I 

have watched that failure mode consume budgets [39], [99]. 

2.2 The Move from ECC to S/4HANA 

The ECC-to-S/4HANA decision usually reduces to brownfield conversion versus greenfield 

reimplementation. A conversion preserves history and configuration but carries forward accumulated 

complexity and technical debt. A greenfield build lets an organization redesign processes against current 

best practice at the cost of migrating master and open data cleanly. Every program I have led end-to-end 

at Zimmer Biomet, CuraScript SD, MicroVention, and Indorama was a greenfield, chosen deliberately [99]. 
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Greenfield suited these clients because they operated in regulated, high-stakes domains where legacy 

process cruft was a liability, not an asset. Orthopedic devices, specialty pharmaceuticals, and 

neurovascular products demand traceability and compliance that are easier to build correctly from a clean 

core than to retrofit. The trade-off is discipline: cutover, data migration, and reconciliation must be rehearsed 

until they are boring, because there is no fallback to the old configuration [40]. 

Whichever path a client takes, S/4HANA forces confrontation with the simplified data model. Redundant 

aggregate and index tables are gone, the material and business partner models are unified, and custom 

code written against old structures must be remediated. I treat that remediation as an opportunity, not a 

chore. It is the moment to retire enhancements that never earned their keep and to align the landscape with 

a supportable standard [8]. 

The part of a greenfield that clients underestimate is data. Migrating open purchase orders, deliveries, and 

stock into a clean warehouse model forces every ambiguity in the legacy data to the surface, and it is better 

to face that during a rehearsed load than during hypercare. On the S/4HANA warehouse conversions I 

have guided, we treated migration as a product in its own right, versioned, tested, and signed off, because 

a warehouse that starts with a wrong stock figure never fully earns back trust [3]. 

Brownfield conversion has its place, and I do not dismiss it. For an organisation whose processes are sound 

and whose appetite for disruption is low, carrying configuration forward and remediating custom code can 

be the responsible choice. What I refuse to do is let the migration approach be decided by inertia. Logistics 

texts on transformation stress fitting the method to the business's risk profile, and that is exactly the 

conversation I force before a single system is provisioned [6]. 

A third path clients rarely hear until I raise it is selective data transition, where you carry chosen 

configuration and a slice of history into a fresh core. On a landscape too complex for a clean greenfield yet 

too encumbered for a straight conversion, it let us leave decades of dormant customizing behind while 

preserving the master data an audit trail required. The work is to run the readiness checks honestly, the 

simplification-item list and a custom-code analysis, and to decide object by object what earns its passage. 

I treat that catalogue as a chance to shed technical debt rather than migrate it by default [8], [99]. 

2.3 Embedded EWM and the Simplified Data Model 

Embedded EWM is the design choice that most changed how I architect warehouses on S/4HANA. Instead 

of a separate decentralized system connected by the core interface, EWM runs inside the same client as 

inventory management. Deliveries, goods movements, and stock updates no longer traverse a qRFC queue 

between two systems; they are internal, synchronous, and immediate. For most single-site and moderate-

throughput warehouses this is the right default [3]. 

The simplified data model amplifies the benefit. A single stock model serves both MM inventory 

management and EWM execution, so the reconciliation jobs that used to police the boundary largely 

disappear. On the CuraScript SD and Zimmer Biomet programs this meant compliance-critical stock, 

including temperature-sensitive and traceable material, stayed consistent by construction rather than by 

nightly comparison. Fewer moving parts is itself a quality attribute in regulated distribution [4]. 

Embedded does not mean unconditional. Very high-volume automated sites, or landscapes that must 

decouple warehouse uptime from ERP maintenance windows, may still justify decentralized EWM. I make 

that call on throughput, automation depth, and independence requirements, not on fashion. The Material 
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Flow System runs in either deployment, so choosing embedded rarely costs automation capability; it costs 

a degree of operational isolation that only some sites genuinely need [1]. 

On the CuraScript SD build, embedding EWM meant the temperature-sensitive stock that dominated the 

operation lived in a single model shared with inventory management. There was no nightly job asking 

whether the warehouse and the ledger agreed, because they could not disagree. My published work on 

warehouse efficiency in S/4HANA keeps returning to this structural property, since in cold-chain distribution 

the reconciliation window is precisely where compliance risk used to hide [102]. 

I still walk clients carefully through the decentralized exception. When a site must survive ERP downtime, 

or drives such heavy automation that its uptime cannot be hostage to a finance patch, the isolation of a 

separate EWM system earns its keep. The internal process model does not change; deliveries, warehouse 

tasks, and the Material Flow System behave identically. Only the integration boundary and the stock 

synchronisation move, and that is the single axis on which I make the call [8]. 

A consequence of embedding that I make architects weigh is lifecycle coupling. Because embedded EWM 

ships as part of the S/4HANA release, its innovations arrive on the core's upgrade cadence rather than on 

a separate schedule, a benefit for consistency and a constraint for a warehouse wanting a new EWM feature 

ahead of a finance-driven upgrade window. On single-site regulated builds I have found the coupling 

healthy, since one validated stack is simpler to keep compliant than two drifting ones. But for a client running 

many warehouses on a shared core, I flag it early, because the release calendar becomes a negotiation 

across very different stakeholders [3], [1]. 

2.4 Fiori, Mobility, and the Warehouse User Experience 

Fiori is where transformation becomes visible to the people doing the work. Role-based apps on the 

launchpad replace the dense, transaction-code screens that forced every user to learn the whole system 

to do one job. When I led the SAP Fiori user-experience work at Indorama Ventures across North America 

and Europe, the goal was to give each role a focused task surface and nothing more, which is what actually 

reduces errors [10]. 

Mobility carries that principle onto the floor. The RF framework delivers guided receiving, putaway, picking, 

and packing on handheld and vehicle-mounted devices, confirming each transfer order step against the 

physical event. Pick-by-voice extends the same discipline hands-free where throughput and safety demand 

it. The interface is thin, but the value is not; consistent, prompted workflows are what keep floor data honest 

at the moment of execution [1]. 

The user experience is also a change-management lever. A warehouse operator who trusts the screen in 

front of them confirms accurately and reports exceptions instead of working around them. A cluttered, 

ambiguous interface teaches people to guess. I therefore treat UX design as part of the control system, not 

decoration, because the quality of every downstream analytic depends on the quality of the confirmation 

that a floor user provides [102]. 

The RF framework deserves more respect than it usually gets. It is not merely a small screen; it is the 

enforcement point where a physical event either matches the system's expectation or is rejected. Guided 

receiving, putaway, picking, and packing each confirm against the warehouse task, so the data behind 

every later analytic is captured at the exact moment the work happens. Logistics practitioners who skimp 

on this layer are, without realising it, deciding to trust the floor less [6]. 
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I also judge an interface by how it handles the exception, not the happy path. A well-designed Fiori or RF 

flow makes reporting a short pick or a damaged handling unit as easy as confirming a clean one, so 

operators surface problems instead of hiding them. When I compared manual and automated processes in 

EWM, the warehouses that captured exceptions cleanly were invariably the ones whose data could later 

support prediction at all [104]. 

One design detail decides whether a mobile rollout survives contact with a real warehouse: what happens 

when the network drops. Concrete floors have dead zones, and an RF transaction that hangs mid-

confirmation teaches operators to distrust the device faster than training can rebuild. So I test the RF layer 

against deliberate signal loss, verifying that a warehouse task either commits or cleanly rolls back rather 

than leaving a phantom, and I size the wireless survey as seriously as the screen design. When I compared 

manual and automated processes, the operations whose mobility held up under poor coverage were the 

ones whose floor data stayed trustworthy enough to analyze [104], [10]. 

2.5 Change Management in Supply Chain Transformation 

Technology rarely fails these programs; adoption does. A greenfield S/4HANA go-live changes how every 

warehouse role does its job, and if the organization is not prepared, people will recreate the old process 

inside the new system. On each program I have led I treat change management as a parallel workstream 

with its own plan, not as training bolted on during the final month before cutover [90]. 

The mechanics matter. Structured testing through unit test, system integration test, and user acceptance 

test builds both quality and confidence, because the users who sign off on UAT become the advocates who 

defend the design on the floor. A rehearsed cutover with clear roles removes the fear that surrounds go-

live weekend. Hypercare then keeps experts close to the operation while new habits set, catching drift 

before it hardens [99]. 

Regulated clients raise the stakes further. In specialty pharmaceutical and medical-device environments, a 

process shortcut is not just inefficiency; it can be a compliance failure. So the change effort has to explain 

not only how the new process works but why the controls exist. When people understand the purpose of a 

quality-inspection step or a traceability scan, they stop treating it as friction and start treating it as their own 

safeguard [93]. 

In medical-device distribution the change effort has a regulatory spine. A quality management system does 

not merely recommend that people follow the validated process; it requires evidence that they were trained 

and that the process was verified. So on the Zimmer Biomet programme, change management and 

validation were the same workstream, producing the training records and test evidence that an auditor 

would later expect to see, rather than treating documentation as an afterthought bolted onto adoption [96]. 

I have learned to recruit my fiercest sceptics early. The operator who most distrusts the new picking flow, 

brought into user acceptance testing, becomes the most credible advocate once the design answers their 

objection. Risk-based validation practice calls this documented user involvement; I call it the difference 

between a process people tolerate and one they defend. Either way, structured testing is not a gate to pass 

but the mechanism by which the organisation actually comes to believe in its own new system [88]. 

The structure I rely on most is a super-user network seeded months before go-live, one respected operator 

per shift and function who learns the design deeply enough to coach peers in their own language. During 

hypercare these people, not the consultants, are the first line, and I track a simple floor metric, the ratio of 
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exceptions resolved locally versus escalated, as the real signal that adoption is taking hold. When 

escalations fall week over week, the organization is internalizing the process; when they plateau, something 

in the design is fighting the work. Quality-management practice frames this as building competence into the 

operation rather than renting it [90], [99]. 

Table 2.1 Transformation dimensions from ECC to the S/4HANA supply chain era 

Dimension ECC baseline S/4HANA target Architect's consideration 

Data model Redundant aggregate/index tables Simplified single source Custom code remediation 

Warehouse 

deployment 
WM or decentralized EWM via 

CIF 
Embedded EWM in the core Throughput and isolation 

needs 

User interface SAP GUI transaction codes Fiori role-based apps + RF Training time and error rates 

Migration approach Long-lived configuration Greenfield or brownfield Regulatory and process debt 

Adoption Ad hoc training Structured OCM 

workstream 
UAT advocates and hypercare 

 

2.6 Chapter Summary 

This chapter framed digital transformation as the shift from recording operations to steering them, made 

practical by S/4HANA. It examined the ECC-to-S/4HANA decision, contrasting brownfield conversion with 

the greenfield reimplementations I led at Zimmer Biomet, CuraScript SD, MicroVention, and Indorama, and 

stressed the discipline that greenfield demands. Embedded EWM and the simplified data model unify 

warehouse execution with inventory management, removing interfaces and reconciliation while leaving 

decentralized deployment for genuinely high-volume or isolated sites [3]. Fiori and RF mobility put focused, 

error-resistant task surfaces in front of every role. Above all, change management, structured testing, 

rehearsed cutover, and hypercare determine whether a transformation lands or becomes an expensive 

upgrade [99]. 
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Chapter 3 

Artificial Intelligence in Supply Chain and Logistics: Concepts 

and Taxonomy 

3.1 Defining AI in the Supply Chain Context 

Artificial intelligence in the supply chain is easy to oversell, so I define it narrowly. It is the use of 

computational methods to turn operational data into decisions that are better, faster, or more consistent 

than a human could produce unaided. That definition rules out neither statistics nor optimization; it simply 

insists that the output be a decision the business can act on, not a dashboard that admires the problem 

from a distance [115]. 

The supply chain is an unusually good fit for these methods because it produces structured, high-volume, 

repeatable events. Every goods receipt, putaway, pick, and shipment is a labeled observation. My own 

research applying ensemble and kernel-based regression to warehouse and distribution performance rests 

on exactly this property: the data is not scarce, and its structure is well understood, which is precisely the 

environment where machine learning earns its keep rather than merely decorating a slide [60]. 

I distinguish three layers that later sections develop. Descriptive analytics reports what happened, predictive 

analytics estimates what will happen, and prescriptive analytics recommends what to do about it. Machine 

learning and multi-criteria decision methods span these layers. Keeping the layers separate matters 

because most disappointment with AI in logistics comes from expecting a predictive model to make a 

prescriptive decision it was never designed to make [61]. 

I insist on the narrow definition because it disciplines investment. A model that predicts picking time 

superbly but is never wired into wave planning has produced insight, not value. The systematic reviews of 

machine learning in supply chain management make the same point from the other side: the field is rich in 

accurate models and poor in deployed ones. My rule on every engagement is that an analytic must 

terminate in a decision someone owns, or it does not belong in the roadmap [71]. 

The three-layer frame also sets expectations honestly with clients. Descriptive dashboards are cheap and 

comforting, prediction is harder and genuinely useful, and prescription is where most of the difficulty and 

most of the payoff live. In my healthcare-distribution research I found that the leap from predicting a 

performance metric to prescribing an intervention required far more attention to constraints than to 

algorithms. Naming the layers keeps a programme from paying for prescription and quietly receiving a 

dashboard [98]. 

A point I make early with skeptical clients is that the hardest part of applied AI here is not the algorithm but 

assembling the feature set from SAP's own document flow. The signal for a picking-time model lives across 

the warehouse task, the resource, the handling unit, and the wave, joined on keys designed for transactions, 

not analytics. My regression research on warehouse performance spent more effort shaping that feature 

table than fitting any model to it. I tell clients to budget for the data engineering honestly, because a narrow, 

decision-focused definition of AI is worthless if the operation cannot first extract the observations the 

definition quietly presumes [100], [60]. 
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3.2 Machine Learning for Logistics Telemetry 

Machine learning becomes useful the moment a warehouse emits clean telemetry. Confirmed transfer 

orders, resource movements, queue depths, and wave completions form a time-stamped record of how the 

operation actually behaves. My published work on ensemble and kernel-based regression treats this stream 

as a training set for predicting performance, and the reliability of any such model depends first on the 

discipline of the confirmations that produce it [100]. 

The problems worth modeling are concrete. Predicting picking and putaway times supports realistic wave 

planning. Forecasting inbound volume from advanced shipping notifications smooths labor scheduling [66]. 

Anomaly detection on resource and queue telemetry flags a developing bottleneck before it starves a work 

center. In each case the model does not replace the planner; it sharpens the estimate the planner already 

has to make, and it does so continuously rather than at month end. 

Method choice should follow the data, not the headline. In my financial-forecasting research comparing 

linear and tree-based models, the tree ensembles won where relationships were non-linear and interactions 

mattered, which is often the case in warehouse throughput [47]. Regularized linear models still win where 

interpretability and stability dominate [109]. The engineering discipline is to match model complexity to the 

signal actually present, and to resist reaching for a heavier method than the telemetry can support. 

Random forests are usually where I start, because they tolerate the messy, mixed-type features a 

warehouse throws off, resist overfitting through bagging, and rank feature importance in a way an 

operations manager can read. On warehouse throughput data their averaged trees capture the non-linear 

interaction between wave size, resource count, and congestion without my having to specify it in advance. 

When they underperform, it is almost always the data that is thin, not the method that is wrong [45]. 

Where the signal is smoother, I reach for support vector regression, which fits a margin around the trend 

and often generalises well from modest samples. The trade-off is interpretability and tuning cost: kernel 

choice and regularisation reward careful cross-validation. My practice is to run a tree ensemble and a kernel 

method side by side and let the validation error, not my preference, decide, because the honest answer to 

which model wins depends entirely on the telemetry in front of me [50]. 

The mistake I often catch in others' warehouse models is validating them the wrong way. Warehouse 

telemetry is a time series, so a random train-test split lets tomorrow leak into yesterday and flatters the 

model into a confidence it has not earned. I insist on time-ordered validation, training on earlier weeks and 

testing on later ones, which usually deflates the headline accuracy and is exactly why it matters. In my 

forecasting research the gap between a naive split and an honest temporal one was large enough to change 

which model I deployed. A number that cannot survive time is not a prediction; it is a memory [109], [67]. 

3.3 Multi-Criteria Decision Methods: TOPSIS, WASPAS, MOORA, and ARAS 

Many supply chain decisions are not predictions at all; they are choices among alternatives measured on 

several conflicting criteria. Selecting a carrier, ranking slotting options, or prioritizing warehouses for 

automation weighs cost against service against risk. Multi-criteria decision methods give this a rigorous 

structure, and I have published on TOPSIS, WASPAS, MOORA, and ARAS precisely because practitioners 

need defensible ranking rather than intuition dressed up as analysis [72]. 

The methods share a skeleton but differ in mechanism. TOPSIS ranks alternatives by their distance from 

an ideal and an anti-ideal solution. WASPAS blends weighted sum and weighted product models to stabilize 
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the ranking. MOORA uses a ratio system to keep the computation transparent [74], and ARAS scores each 

option against an optimal reference [75]. Running several in parallel and comparing their orderings is a 

practical check on the robustness of a recommendation. 

What makes these methods valuable in the 5.0 era is explainability. A carrier or slotting choice produced 

by a scored, weighted comparison can be shown to an auditor or a warehouse manager and defended 

criterion by criterion. My work joining WASPAS with explainable AI aims at exactly this: keeping the 

recommendation auditable so the human who owns the decision can interrogate it, adjust the weights, and 

retain accountability rather than deferring blindly to a black box [105]. 

The reason I run several methods in parallel is that each encodes a different notion of what best means. 

TOPSIS rewards proximity to an ideal, VIKOR seeks a compromise that bounds individual regret, and a 

weighted-product model punishes poor performance on any single criterion. When their rankings agree, I 

trust the top choice; when they diverge, the divergence itself is diagnostic, telling me which criterion is really 

driving the decision and whether my weights deserve a second look [79]. 

Weighting is where these methods live or die, and it is also where they invite abuse. Analysts can quietly 

tune weights until a preferred option wins, which is why I document weight derivation as carefully as the 

scores. In my WASPAS-based healthcare work the weighting rationale was part of the deliverable, exposed 

for review, because a ranking whose weights cannot be defended is no more auditable than the gut feel it 

was meant to replace [110]. 

Beyond documenting weights, I run a sensitivity pass that clients find more persuasive than any single 

ranking. I perturb each criterion weight within a defensible band and watch whether the top choice holds; if 

a carrier only wins under one precise weighting, that fragility is itself the finding. Normalization deserves 

the same scrutiny, because a vector versus a linear scheme can quietly reorder close alternatives. In my 

work measuring test-management roles with these methods, exposing how stable a ranking stayed under 

reasonable perturbation was what turned a contestable score into a decision a review board would actually 

stand behind [76], [111]. 

3.4 Predictive and Prescriptive Analytics 

Predictive analytics answers what is likely to happen; prescriptive analytics answers what we should do 

about it. The distinction is not academic. A forecast of tomorrow's inbound volume is predictive. A 

recommended wave structure and labor allocation that accounts for that forecast, bin availability, and 

service commitments is prescriptive, and it is far harder to build because it must respect the warehouse's 

real constraints, not merely estimate a number [62]. 

In practice the two work as a pipeline. A demand or performance forecast feeds an optimization or decision 

method that produces an actionable plan. In transportation this is visible in the planning optimizer that turns 

freight units into freight orders under cost and capacity constraints [5]. In the warehouse it appears in slotting 

and replenishment recommendations that anticipate demand rather than react to a stockout after it has 

already disrupted picking. 

Prescriptive systems demand humility about constraints and data quality. A recommendation built on stale 

master data or an incomplete constraint set will be confidently wrong, which is more dangerous than being 

obviously uncertain. I therefore insist that prescriptive analytics remain advisory in regulated environments, 
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with the planner empowered to override. The point of these methods is to widen human judgment, not to 

launder a weak input into an authoritative-looking output [67]. 

A good forecast is not the one with the lowest error on paper; it is the one whose error structure the 

downstream decision can absorb. Modern forecasting practice stresses matching the method to the 

demand pattern, seasonal, intermittent, trended, and to the horizon the decision actually needs. I have seen 

teams chase a marginally better accuracy figure while ignoring that their replenishment logic could not act 

on a daily forecast anyway. The forecast exists to serve the decision, not to win a competition [63]. 

Building the prescriptive layer taught me humility about constraints. In my financial-forecasting research the 

predictive model was the easy half; encoding the real limits, capacity, service commitments, regulatory 

holds, so the recommendation was executable took most of the effort. A prescription that violates a 

constraint is worse than no prescription, because it looks authoritative while being unusable. So I treat 

constraint modelling, not forecast accuracy, as the true measure of whether a prescriptive system is ready 

[109]. 

The discipline that separates a prescriptive system that improves from one that merely runs is the feedback 

loop. A recommendation is a hypothesis, and unless the operation captures what actually happened, the 

plan versus the realized pick time, the served versus the promised level, the system never learns whether 

its advice was any good. I insist on instrumenting that comparison from day one, because in my healthcare-

distribution work the measurable gains came only after we could see where the prescription and reality 

diverged and feed that gap back into the weights and constraints. Advanced-planning literature frames this 

closed loop as the difference between decision support and decision theater [98], [17]. 

3.5 A Taxonomy of AI-Assisted Supply Chain Operations 

It helps to organize AI applications by the operational domain they serve rather than by algorithm. In inbound 

logistics, models forecast receipts and optimize putaway. In storage, they drive dynamic slotting and 

predictive replenishment. In outbound, they support wave optimization, pick-path efficiency, and carrier 

selection. In the automated warehouse, they tune Material Flow System sequencing. Grouping this way 

keeps the conversation anchored to a process a warehouse manager recognizes [71]. 

A second axis is the degree of autonomy. At the lowest level the system informs, presenting a prediction 

the human interprets. Next it recommends, ranking options through methods like TOPSIS or ARAS. Higher 

still it acts under supervision, executing within guardrails a human sets. Full autonomy, where the system 

decides and acts unsupervised, remains rare and, in regulated distribution, usually undesirable. Most real 

value today sits in the inform-and-recommend band. 

A third axis is explainability, which cuts across the others. A convolutional network for automated label 

detection, which I have researched, can be highly accurate yet opaque [113], while a MOORA ranking is 

transparent by construction [84]. Mapping an application on all three axes, domain, autonomy, and 

explainability, tells an architect where it can responsibly be deployed and how much human oversight the 

deployment must retain. That mapping is the practical output of any taxonomy. 

The autonomy axis is where I am most conservative in regulated distribution. Deep learning has delivered 

striking accuracy in perception tasks, and the field's own reviews trace how far it has come, but accuracy 

is not the same as accountability. A system that acts unsupervised must also fail safely and explain itself 

afterward, and few perception models clear that bar. So I map most warehouse AI into the inform-and-
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recommend band deliberately, reserving unsupervised action for narrow, well-bounded, low-consequence 

tasks [51]. 

My own perception research makes the explainability tension concrete. Segmenting flood-affected terrain 

with encoder-decoder networks produced excellent masks that I still could not fully explain pixel by pixel, 

and the same opacity would attach to a label-detection model on a packing line. That is precisely why I 

place such applications high on the autonomy axis only when a transparent check sits downstream. The 

taxonomy is not academic; it tells me where a human must remain in the loop [108]. 

In practice I use these three axes as a roadmap, not just a filing system. I steer clients to begin where 

autonomy is low, explainability high, and the operational domain forgiving, an informing model on inbound 

volume, say, whose errors cost a little rescheduling and nothing more. Early wins there build the data 

discipline and the organizational trust that harder, higher-autonomy applications will later demand. Opening 

with an unsupervised actor in a consequential domain is how AI programs earn a reputation they never 

quite recover from. The systematic reviews say much the same: deployment maturity, sequenced 

deliberately, matters more than algorithmic ambition [61], [115]. 

Table 3.1 Analytic layers and representative supply chain applications 

Analytic layer Question answered Representative method Warehouse application 

Descriptive What happened? Aggregation, KPI reporting Throughput and accuracy dashboards 

Predictive What is likely? Ensemble / kernel regression Picking and inbound volume forecasts 

Prescriptive What should we do? Optimization, MCDM Wave structure and slotting plans 

Decision ranking Which option is best? TOPSIS, WASPAS, MOORA, ARAS Carrier and automation prioritization 

Perception What is this? Deep CNN Automated label and image detection 

 

3.6 Chapter Summary 

This chapter defined AI in supply chain terms as computation that yields actionable decisions, and 

organized it into descriptive, predictive, and prescriptive layers. It showed why clean warehouse telemetry 

makes machine learning viable, drawing on ensemble and kernel-based regression for performance 

prediction, and stressed matching model complexity to the signal present [60]. It surveyed the multi-criteria 

decision methods TOPSIS, WASPAS, MOORA, and ARAS as rigorous, explainable tools for choices 

among conflicting criteria such as carrier and slotting selection [105]. Predictive and prescriptive analytics 

were distinguished as a pipeline that must respect real constraints and data quality. Finally, a taxonomy 

across domain, autonomy, and explainability was offered to guide responsible, human-supervised 

deployment in regulated logistics. 
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Chapter 4 

Foundations of SAP Extended Warehouse Management 

4.1 The Warehouse as a System of Record 

Before EWM optimizes anything, it must first be an honest system of record. Every unit of stock has to have 

a known quantity, status, and location that the system and the shelf agree on. That agreement is not a 

given; it is engineered through disciplined confirmation of every physical event. When I architect a 

warehouse, this is the foundation I lay first, because no analytic or automation survives contact with 

unreliable stock data [26]. 

EWM earns the title through the handling unit and the storage bin. The handling unit tracks physical 

packaging, including nested cartons and pallets, as a first-class object with its own identity and history. The 

storage bin gives every location an address. Together they let the system answer, at any instant, what is 

where and in what condition, which is the minimum a warehouse must provide before it can be called a 

system of record at all [1]. 

Stock in EWM also carries status, and that status is part of the record. Available, quality-inspection, and 

blocked stock are distinct, and confirmed movements transition material between them under rules rather 

than by manual reclassification. In regulated settings like the CuraScript SD pharmaceutical program, this 

status discipline is not a convenience; it is how the system enforces that non-conforming or unreleased 

material cannot be picked for a customer order [102]. 

I spend the first weeks of any EWM design proving that the system can tell the truth about a single pallet. 

Where is it, how much is there, what status does it carry, and does the shelf agree? Classic warehouse 

management practice treats this reconciliation between record and reality as the foundational task, and I 

have never seen a warehouse skip it and prosper. Everything clever comes later; an honest stock record 

comes first, or nothing built on it holds [9]. 

The handling unit is what lets that honesty scale beyond a single item. Because a pallet, its cartons, and 

their contents form one linked, uniquely identified structure, a single scan can move or query the whole 

nested package without losing the relationships inside it. World-class warehousing depends on exactly this 

kind of physical-to-digital fidelity, and in EWM the handling unit is the object that carries it from receiving 

through storage to dispatch without a break [23]. 

Keeping a record honest is not a one-time proof but a maintained practice, and in EWM the instrument is 

cycle counting. Rather than shutting the building for an annual count, I configure continuous counting 

weighted toward high-velocity and high-value bins, so the locations most likely to drift are verified most 

often. Each count is a small, confirmed audit that catches divergence while it is still cheap to explain. 

Inventory-management theory has long favored this risk-weighted, perpetual approach over the periodic 

upheaval it replaces, and on regulated programs the steady stream of counting evidence doubles as exactly 

the audit trail an inspector expects to see [64], [26]. 

4.2 EWM Architecture and Deployment Options 

EWM can be deployed embedded within S/4HANA or as a decentralized system, and the architecture 

follows from the warehouse's demands rather than from preference. Embedded EWM shares the S/4HANA 

client and stock model with inventory management, making delivery and goods-movement integration 
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internal and synchronous. Decentralized EWM runs as its own system, connected to one or more ERPs, 

and integrates through the core interface and delivery-based messaging [4]. 

The decision hinges on throughput, automation depth, and operational independence. A site that must keep 

running through ERP maintenance windows, or that drives heavy automation at very high volume, may 

justify decentralized deployment for its isolation. A single regulated distribution center with moderate volume 

is usually better served embedded, where fewer interfaces mean fewer failure points. On my greenfield 

programs the embedded pattern was the right default given the compliance and consistency requirements 

[3]. 

Whichever deployment, the internal architecture is the same. Delivery documents drive inbound and 

outbound execution, warehouse tasks and warehouse orders carry the work, and the Material Flow System 

connects directly to automation. Understanding that this layered model is deployment-independent is what 

lets an architect choose embedded or decentralized on operational grounds without redesigning the 

warehouse processes themselves. The process model is portable; only the integration boundary moves [1]. 

The cross-functional reach of EWM is what makes the deployment choice consequential. In my work 

integrating EWM with sales, materials management, third-party logistics, production, and quality, every one 

of those touchpoints crosses the integration boundary. Embedded deployment turns those crossings into 

internal calls; decentralized deployment turns them into monitored messages. Neither is wrong, but the 

number and criticality of these interfaces is exactly what I weigh when a client asks which pattern their 

warehouse should adopt [103]. 

I encourage architects to separate the question of where EWM runs from the question of how the warehouse 

works. The layered model, delivery documents driving execution, warehouse tasks and orders carrying the 

work, the Material Flow System speaking to automation, is identical in both deployments. That portability is 

liberating, because it means a decision made on throughput and isolation grounds does not ripple into 

process redesign. The warehouse people experience stays the same; only the plumbing behind the stock 

model changes [102]. 

A distinction worth making concrete is how stock updates actually travel in each deployment. Embedded 

EWM posts to inventory management synchronously, in the same logical unit of work, so a failure fails the 

whole transaction visibly. Decentralized EWM confirms back through queued RFC, which means a stuck 

queue can leave the warehouse and the ERP briefly out of step in a way no user sees until later. I brief 

support teams on this deliberately, because it dictates where you look first when stock disagrees. My cross-

functional integration work maps these confirmation paths precisely, since the deployment choice quietly 

determines the entire failure taxonomy a run team must learn [103], [4]. 

4.3 Organizational Structure: Warehouse Number, Storage Type, and Activity 

Area 

The warehouse number is the top of the EWM organizational hierarchy and the boundary within which all 

execution occurs. Beneath it, storage types partition the building by function and physical character: high-

rack storage, bulk, fixed-bin picking, staging, and so on. Storage sections then group bins within a storage 

type by a shared attribute, such as fast-moving versus slow-moving, giving putaway strategies something 

meaningful to sort against [1]. 
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Storage bins are the addressable leaves of this structure, and their coordinates should encode the physical 

layout so that travel and sequencing logic can reason about distance. On the MicroVention program, where 

storage areas, activity areas, and bins had to support regulated outbound goods issue, getting this hierarchy 

right was the precondition for everything downstream. A sloppy bin scheme cannot be optimized later; it 

has to be designed correctly from the start [102]. 

The activity area is the organizational element that most people underestimate. It groups bins for the 

purpose of work, cutting across storage types to define the scope within which warehouse order creation 

rules assemble tasks into efficient orders. Activity areas are how the same physical warehouse can be 

organized differently for putaway than for picking. Designing them deliberately is what separates a 

warehouse that merely stores from one that executes efficiently [3]. 

When I lay out the storage-type structure I am really doing facilities planning inside the software. The 

building's zones, high-rack, bulk, fixed-bin pick, staging, each have distinct physics, and the classic 

facilities-planning discipline of matching storage medium to product characteristic maps almost directly onto 

EWM storage types. Getting that mapping right means each area can carry a strategy suited to its geometry 

and velocity rather than being forced into a compromise that quietly wastes travel on every move [31]. 

Activity areas are the element I most often have to defend in design reviews, because their value is invisible 

until picking starts. By grouping bins for the purpose of work rather than for physical storage, they let 

warehouse order creation assemble tasks into tours that minimise travel. The same building can then be 

organised one way for putaway and another for picking. I have seen a good activity-area design cut walking 

distance more than any conveyor a client was tempted to buy [26]. 

One unglamorous decision repays itself for the life of a multi-site network: a disciplined naming and 

numbering convention for storage types, sections, and bin coordinates. When every warehouse encodes 

aisle-rack-level the same way and reserves consistent number ranges for high-rack, bulk, and staging, a 

support engineer or a report written for one site reads correctly at the next. I have inherited landscapes 

where each warehouse invented its own scheme, and the cost surfaced not at go-live but years later, in 

every cross-site analytic that had to special-case a convention. Facilities-planning discipline treats this 

standardization as part of the design, not clerical tidiness [31], [102]. 

4.4 Master Data: Product, Packaging, and Storage Bin 

EWM master data is where design intent becomes executable. The warehouse product master extends the 

material with warehouse-specific parameters: putaway control, stock removal control, storage type 

indicators, and the data that slotting consumes. If this master data is thin or wrong, the system will still run, 

but it will make poor placement and removal choices continuously, and no amount of downstream 

optimization will recover what a bad master record gives away [1]. 

Packaging specification master data governs how material is handled and built into handling units. It defines 

packaging levels, quantities, and the physical characteristics that value-added services and automation 

depend on. Accurate packaging specifications are what let deconsolidation, VAS, and Material Flow System 

sequencing operate on real dimensions rather than assumptions. I treat packaging data with the same rigor 

as the product master because automation is unforgiving of a wrong pallet quantity or dimension [3]. 

Storage bin master data completes the picture by describing each location's type, dimensions, and capacity. 

Bin capacity checking depends on it, and so does any strategy that must respect physical limits. Across 
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every program I have led, master data quality was the single strongest predictor of go-live success. It is 

unglamorous work, but a warehouse is only ever as intelligent as the master data on which its strategies 

stand [8]. 

The warehouse product master is where I encode intent that the system will execute thousands of times a 

day. Putaway control, stock-removal control, storage-type indicators, and the slotting-relevant fields 

together decide where a material lands and how it is picked. A single wrong indicator does not crash 

anything; it just makes a slightly poor choice on every transaction, which compounds into real cost. 

Integrating this data cleanly across MM and EWM is, in my experience, the least glamorous and most 

decisive part of a build [4]. 

Packaging specifications earn the same scrutiny because automation acts on physical numbers. An AS/RS 

crane and the Material Flow System do not interpret a carton dimension charitably; a wrong pallet quantity 

becomes a jam or a rejected load, not a rounding error. On regulated programmes the packaging data also 

carries serialisation and handling constraints that compliance rides on. I therefore govern product and 

packaging master data as one paired responsibility, validated before go-live and maintained with discipline 

afterward [102]. 

The failure I have learned to prevent is not wrong master data at go-live but its slow decay afterward. A 

warehouse product record created cleanly during the project degrades the first time a new material is set 

up in a hurry with default indicators no one questioned. So I insist on a governed creation workflow, defined 

ownership, a validation checklist, and a gate before the record can be used in execution. My account of a 

regulated ERP implementation dwells on this because a single mis-flagged putaway control is not just 

inefficiency; it can route controlled material somewhere the process never intended [8], [99]. 

4.5 EWM Maturity and Automation Readiness 

Not every warehouse should automate, and readiness is a property that can be assessed before capital is 

committed. I look first at process maturity: are confirmations disciplined, is master data clean, are 

exceptions handled rather than worked around? A warehouse that cannot keep its stock record honest 

manually will not be rescued by conveyors and cranes; automation amplifies whatever discipline, or lack of 

it, already exists on the floor [23]. 

The next dimension is process standardization. Automation rewards predictable, repeatable flows and 

punishes exceptions, so the more a warehouse relies on human improvisation, the harder automation is to 

justify. My Alcon experience across three fully automated warehouses taught me that the Material Flow 

System, with its telegram-level dialogue to PLCs and AS/RS, demands processes defined tightly enough 

that a machine can execute them without a human filling in the gaps [25]. 

Finally I weigh volume, volatility, and the value of the goods. High, stable throughput justifies fixed 

automation; volatile or low volume often favors flexible, labor-led operation supported by RF and voice. In 

regulated, high-value distribution the calculus shifts toward automation that improves traceability and 

reduces handling error. Assessing maturity across these dimensions turns the automation question from 

an aspiration into an engineering decision grounded in the warehouse's actual behavior [44]. 

I assess automation readiness the way an engineer assesses a foundation before adding floors. Facilities-

planning practice insists that material-handling investment follow from demonstrated flow stability, not from 

ambition, and my Alcon experience confirmed it: the automated warehouses that ran well were the ones 
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whose manual processes had already been disciplined. Where a client hopes automation will impose the 

order they never established by hand, I have learned to counsel patience, because the machine only 

hardens the process it inherits [31]. 

Volume, volatility, and value form the second half of my assessment. High and stable throughput rewards 

fixed automation; volatile or low volume usually favours flexible, labour-led operation supported by RF and 

voice. In high-value regulated distribution the calculus tilts toward automation that improves traceability and 

reduces handling error even at modest volumes. When I compared manual and automated EWM 

processes, no single factor decided it; readiness was always a weighing of these dimensions against the 

warehouse's real behaviour [104]. 

Because readiness spans several incommensurable dimensions, I have started scoring it explicitly rather 

than arguing it. Process discipline, master-data quality, volume stability, and value-at-risk become criteria 

in a structured comparison that ranks candidate areas for automation and, just as usefully, exposes why 

one lost. An analytic-hierarchy weighting forces the sponsors to state how much each dimension really 

matters before they see the answer, which disarms the temptation to reverse-engineer a justification for the 

conveyor someone already wanted. When I compared manual and automated EWM processes, the sites 

that scored their readiness honestly up front were the ones whose automation actually paid back [104], 

[73]. 

Table 4.1 Core EWM organizational elements and their design purpose 

Element Level Design purpose Example 

Warehouse number Top Bounds all execution Single distribution center 

Storage type Functional area Partitions by function/physics High-rack, bulk, fixed-bin pick 

Storage section Grouping Sorts bins by attribute Fast-moving vs slow-moving 

Storage bin Location Addressable stock location Coordinate-encoded rack position 

Activity area Work scope Scopes WOCR task assembly Picking area spanning storage types 

 

4.6 Chapter Summary 

This chapter established EWM's foundations, beginning with the warehouse as an honest system of record 

built on handling units, storage bins, and disciplined stock status [1]. It contrasted embedded and 

decentralized deployment, showing that the layered process model is portable while only the integration 

boundary moves, and that throughput, automation depth, and independence drive the choice. It walked the 

organizational hierarchy of warehouse number, storage type, storage section, bin, and the often-

underestimated activity area that scopes warehouse order creation. It stressed that warehouse product, 

packaging specification, and storage bin master data turn design intent into executable behavior and predict 

go-live success. Finally, it framed automation readiness as an engineering assessment of process maturity, 

standardization, volume, volatility, and goods value [104]. 
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Chapter 5 

Limitations of Legacy WM and Manual Logistics Execution 

5.1 The Inventory-Accuracy Gap 

The most expensive defect in legacy warehousing is the gap between book stock and shelf stock. In paper-

based and lightly systematized operations this gap is chronic, because physical events and their records 

are separated in time. A pick happens now and is recorded later, or a putaway lands in a bin the system 

never learns about. Every such divergence seeds a future stockout, mispick, or emergency count [64]. 

Legacy WM narrowed the gap without closing it. System-directed transfer orders and RF confirmation tied 

many events to records, but WM's shallow handling of complex packaging and its looser status model still 

left room for divergence. Where confirmations were deferred or batched, the record drifted, and the 

warehouse compensated with buffer stock and periodic physical inventories that were themselves costly 

and disruptive to throughput [9]. 

The accuracy gap is corrosive because it undermines trust in the system itself. Once planners stop believing 

the stock figure, they revert to walking the floor and to informal buffers, which defeats the purpose of the 

system entirely. The lesson I carry into every EWM design is that accuracy is not a reporting outcome but 

an execution discipline, enforced at the instant each physical event occurs, or it is not enforced at all [26]. 

Inventory theory quantifies what the floor feels intuitively: uncertainty in the stock record forces safety stock, 

and safety stock is money standing still. When the book figure cannot be trusted, planners inflate buffers to 

cover a phantom variability that is really just measurement error. Production-and-inventory texts treat record 

accuracy as a precondition for any rational stocking policy, and I have watched clients carry six-figure 

excess inventory whose true cause was nothing more than an undisciplined confirmation habit [65]. 

The corrosive part is behavioural. Once a planner catches the system lying twice, they stop believing it 

entirely and revert to walking the aisles, which defeats the very purpose of the system. Warehouse-science 

practice is blunt about this: an inventory record has value only to the degree it is trusted, and trust is 

destroyed far faster than it is rebuilt. Every accuracy control I design is aimed at protecting that trust at the 

moment of the physical event, not at reporting the loss afterward [24]. 

What I add to every remediation is a way to see the gap rather than merely suffer it. I establish an inventory-

record-accuracy measure at the bin level and, more importantly, categorize each variance by suspected 

cause, deferred confirmation, unrecorded damage, mis-scan, so the pattern points at a process defect 

instead of a vague unease. A warehouse that only knows its aggregate accuracy cannot improve; one that 

knows where and why it drifts can. My healthcare-distribution research made this concrete: the measurable 

gains followed only once variance was attributed to its origin, because you cannot engineer out a cause 

you have never named [64], [98]. 

5.2 Paper Picking and the Erosion of Throughput 

Paper picking quietly caps a warehouse's throughput. A printed pick list is a snapshot the moment it prints 

and stale immediately after; it cannot re-sequence around congestion, cannot enforce bin-level 

confirmation, and cannot detect a short pick until reconciliation. The picker becomes the only feedback 

loop, and that loop is slow, error-prone, and invisible to the planner who needs to balance work across the 

floor in real time [28]. 
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The errors are as damaging as the delay. Without confirmation at the bin, a wrong-item or wrong-quantity 

pick propagates downstream to packing and shipping, where it is far more expensive to catch. The 

customer, in a regulated pharmaceutical or medical-device context, may receive the consequence directly. 

Paper offers no systemic guard against these failures because it externalizes the entire verification burden 

onto a human reading a sheet [33]. 

RF and pick-by-voice break this ceiling by closing the loop at the point of action. Each pick is confirmed 

against the warehouse task, quantities are validated, and exceptions are captured immediately rather than 

discovered later. Just as importantly, the planner regains real-time visibility of progress and congestion, 

enabling wave and resource adjustments on the fly. Removing paper is not a cosmetic upgrade; it converts 

picking from an unmonitored activity into a controlled, measurable process [104]. 

Order-picking research has spent decades on the routing problem, how to sequence a tour so the picker 

walks the least distance, and the striking thing is that paper cannot use any of it. A printed list freezes a 

sequence the instant it prints, blind to congestion and to reslotting. The published routing heuristics for 

multi-aisle warehouses only pay off when the system can direct the picker dynamically, which is exactly the 

capability paper structurally denies [32]. 

When I replace paper with RF or voice, the gain is not only speed but observability. Suddenly the planner 

can see progress bin by bin, detect a picker falling behind, and rebalance a wave before a cut-off is missed. 

World-class warehousing treats real-time visibility of work-in-progress as a core lever, and paper simply 

cannot provide it. The picker stops being the only feedback loop, and the operation gains a nervous system 

it never had on paper [23]. 

Paper also forecloses a gain that operators feel immediately once it appears: interleaving. A system 

directing work in real time can hand a putaway on the way back from a pick, collapsing the empty return 

trips that paper's separate, pre-printed lists guarantee. On the floor this is often a larger saving than shaving 

the pick path itself, because deadheading is pure waste a static list cannot even see. Warehouse-

management practice treats task interleaving as a signature benefit of system-directed operation, and when 

I retired paper the recovered return trips showed up in throughput before any of the fancier optimizations 

did [25], [104]. 

5.3 Siloed Systems and Integration Debt 

Legacy landscapes accumulate integration debt. A warehouse system talks to an ERP, which talks to a 

transportation system, which talks to a shipping platform, each through its own interface built at a different 

time by a different team. Every boundary is a place where data can lag, drop, or diverge, and the 

reconciliation jobs that police these boundaries are pure overhead that produces nothing but the absence 

of error [6]. 

I have inherited these landscapes often enough to know the pattern. A decentralized warehouse connected 

by the core interface, IDoc and EDI links to partners, a separate XPS for parcel, and a nightly batch that 

tries to keep stock figures aligned. It works until it does not, and when it breaks, the symptom appears far 

from the cause, in a mis-shipped order or a stock figure no one trusts, days after the actual failure [103]. 

This integration debt is precisely what the S/4HANA digital core and embedded EWM were designed to 

retire. When warehouse execution and inventory management share one client and one stock model, an 

entire class of interfaces simply ceases to exist. On my greenfield programs the reduction in interface count 
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was one of the quieter but most durable wins, because every interface removed is a failure mode removed 

and a reconciliation job that no longer has to run [4]. 

I have inherited landscapes where a single mis-shipment touched five systems before anyone could say 

which one was wrong. My account of an ERP implementation in a regulated setting dwells on this, because 

each legacy interface had been built by a different team at a different time, encoding assumptions no one 

had written down. Integration debt is not a metaphor; it accrues interest as every added connection 

multiplies the pairs of systems that can silently fall out of step [99]. 

The cure is architectural, not heroic. When warehouse execution and inventory management share one 

client and one stock model, an entire category of interface simply ceases to exist, and with it the 

reconciliation jobs and their failure modes. Transportation and parcel systems still sit at the edge, so I do 

not pretend integration vanishes, but collapsing the warehouse-to-ERP boundary removes the connections 

that broke most often. On my greenfields that quiet reduction in interface count was among the most durable 

wins [2]. 

The form of integration debt clients notice last is duplicated master data. In a siloed landscape the same 

material, customer, and vendor exist in the warehouse system, the ERP, and the parcel platform, each 

maintained by a different team, and they drift apart quietly until a mismatch surfaces as a rejected label or 

a blocked shipment. Collapsing systems does not automatically fix this; someone has to decide which store 

is authoritative and retire the copies. On the consolidations I have led, agreeing the single source of a 

record was harder politically than technically, but every duplicate we eliminated removed one more way for 

two systems to disagree [8], [103]. 

5.4 Static Slotting in a Dynamic Demand Environment 

Slotting decides which product lives in which bin, and in legacy operations it is usually set once and left 

alone. That worked when demand was stable, but modern demand is not. A product that was slow-moving 

at design time becomes a fast mover in a season or a promotion, yet it stays in a distant, hard-to-reach bin 

because no process revisits the placement. The result is avoidable travel baked permanently into every 

pick [23]. 

Static slotting also ignores the physical relationships that make picking efficient. Items frequently ordered 

together should be slotted near one another; heavy or hazardous items belong in ergonomically and 

regulatorily appropriate locations. A one-time slotting exercise cannot keep pace with shifting affinities and 

velocities, so the warehouse slowly drifts out of alignment with its own demand until someone notices the 

degraded productivity and orders a disruptive re-slot [34]. 

EWM slotting and re-slotting turn placement into a maintained process rather than a one-time event. Driven 

by warehouse product master data and demand history, slotting recommends storage parameters that 

reflect current velocity and handling requirements, and replenishment keeps forward pick faces stocked 

against that plan. This is exactly the surface where predictive analytics adds value, anticipating velocity 

shifts so the warehouse re-slots ahead of demand rather than reacting after productivity has already 

suffered [24]. 

Slotting is fundamentally a forecasting problem wearing a warehouse costume. To place a product well I 

need to anticipate its velocity, and velocity is exactly the demand signal that shifts with season, promotion, 

and product life cycle. The literature on intermittent and volatile demand warns how badly a static 
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assumption ages, and a bin assignment frozen at design time is a static assumption by another name. 

Reslotting is simply the act of letting placement track the forecast rather than the launch-day guess [69]. 

Good slotting also respects relationships a one-time exercise ignores. Items ordered together should sit 

together to shorten pick tours; heavy or hazardous goods belong in ergonomically and legally appropriate 

bins. Picking-and-storage-policy research shows these affinities materially affect travel, yet they drift 

constantly as the assortment changes. That is why I treat slotting as a maintained process driven by 

warehouse product master data, and the natural place where predictive velocity models reach the physical 

floor [33]. 

The barrier to dynamic slotting is rarely the recommendation; it is the cost and risk of executing the moves. 

A re-slot that reshuffles hundreds of bins in one weekend disrupts picking and invites error, so I phase it, 

letting EWM trickle re-slotting moves into normal replenishment and interleaved tasks rather than staging 

a disruptive event. Sequencing the churn matters as much as computing the target. Picking-policy research 

shows that the theoretical gain from better placement erodes fast if the transition itself degrades service, 

and on the floor I would rather capture most of the benefit smoothly than chase all of it through an upheaval 

operators come to dread [33], [104]. 

5.5 The Case for AI-Driven, Integrated Supply Chains 

Taken together, these limitations make the argument for integrated, intelligent supply chains almost by 

subtraction. The accuracy gap, paper's throughput ceiling, integration debt, and static slotting are not 

independent problems; they share a root cause, which is the absence of a single, current, trustworthy model 

of the warehouse that both people and algorithms can act on. Fix that foundation and each symptom 

becomes tractable in a way it never was before [35]. 

Integration supplies the foundation and AI exploits it. Once embedded EWM removes the interfaces and 

keeps stock honest by construction, the warehouse emits the clean telemetry that machine learning and 

multi-criteria methods require. The predictive and prescriptive techniques from Chapter 3 then have 

something reliable to stand on. Without the integrated core they would be building on sand; with it, they can 

genuinely widen the planner's judgment rather than automate a guess [115]. 

This is the throughline of the book. The generations traced in Chapter 1 converge on a digital core that 

finally closes the visibility bottleneck, and on that core an intelligent, human-supervised supply chain 

becomes practical rather than aspirational. The remaining chapters descend into the execution detail, 

inbound, storage, outbound, and transportation, where these principles either hold up under real operational 

pressure or reveal that the foundation was never solid to begin with [37]. 

My healthcare-distribution research is, in a sense, this whole argument in miniature. Only once the 

operation emitted clean, integrated telemetry could data-driven optimisation improve its performance 

measurably; before that, the models had nothing trustworthy to stand on. The sequence matters and is not 

negotiable: integrate first so the data becomes honest, then apply analytics that the honest data can 

support. Reverse the order and you get sophisticated models confidently amplifying the errors in a broken 

record [98]. 

This is the throughline I want readers to carry into the execution chapters. The digital core is not interesting 

for its own sake; it is interesting because it finally closes the visibility gap that every earlier generation left 

open, and a closed visibility gap is what makes intelligent, human-supervised supply chains practical rather 
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than aspirational. Reviews of machine learning in supply chain management keep reaching the same 

verdict: data quality, not algorithmic novelty, decides whether the promise lands [60]. 

If there is a single sequencing rule I would hand a client, it is that you earn the right to each layer by 

mastering the one beneath it. Integrate before you predict, predict before you prescribe, and never let 

ambition skip a rung. I have watched programs buy a prescriptive optimizer while their stock record was 

untrustworthy, and the sophisticated recommendations amplified the underlying lie faster. My book on AI-

powered supply chains argues this order is a dependency, not a preference, and the reviews of AI in supply 

chain management keep confirming that the organizations which sequenced patiently are the ones whose 

intelligence holds up in production [115], [71]. 

Table 5.1 Legacy execution limitations and their integrated, intelligent remedies 

Limitation Root cause Operational cost EWM / AI remedy 

Inventory-accuracy 

gap 
Events recorded after the fact Stockouts, buffers, counts Real-time confirmation discipline 

Paper picking No point-of-action 

verification 
Errors, capped throughput RF framework, pick-by-voice 

Siloed systems Interfaces between systems Reconciliation, hidden 

failures 
Embedded EWM digital core 

Static slotting One-time placement Excess travel, low 

productivity 
Slotting and predictive re-slotting 

Reactive planning No live telemetry Late decisions Predictive and prescriptive 

analytics 

 

5.6 Chapter Summary 

This chapter catalogued the limitations that legacy WM and manual execution impose. The inventory-

accuracy gap, born of separating physical events from their records, corrodes trust and forces costly buffers 

and counts. Paper picking caps throughput and externalizes verification onto the picker, a ceiling that RF 

and pick-by-voice break by confirming at the point of action. Siloed systems accumulate integration debt 

whose failures surface far from their cause, precisely what embedded EWM retires [4]. Static slotting drifts 

out of alignment with dynamic demand, whereas EWM slotting and predictive re-slotting keep placement 

current. Together these failures share one root cause, the absence of a single trustworthy warehouse 

model, and make the case for integrated, AI-driven supply chains [115]. 
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Chapter 6 

Warehouse Structure and Master Data Architecture 

6.1 Designing the Warehouse Organizational Model 

Designing the organizational model is the first irreversible decision of an EWM implementation. The 

warehouse number bounds execution, and everything, storage types, sections, bins, and activity areas, is 

defined within it. I begin from the physical building and the process flows it must support, not from a 

reference template, because the model has to mirror how goods actually move through this specific site 

under its real service and compliance obligations [34]. 

The discipline is to separate physical reality from process organization. Storage types and bins describe 

where things physically are; activity areas describe how work is scoped over those bins. Conflating the two 

produces a model that looks tidy on a diagram but resists optimization on the floor. On the greenfield 

programs I led, we spent deliberate design time here because rework to the organizational model after go-

live is enormously disruptive and rarely fully successful [3]. 

A good organizational model also anticipates growth and automation. Bin coordinate schemes should 

encode layout so travel logic can reason spatially, and storage types should be granular enough to isolate 

automated areas that the Material Flow System will later control. Designing with these futures in mind costs 

little at the start and saves a great deal later. The model is the skeleton; if it is wrong, every process hung 

on it inherits the defect [102]. 

A structured approach to warehouse design begins long before configuration, with flow, volume, and the 

building's constraints. The design literature lays out an explicit sequence, define requirements, then flows, 

then areas, then detailed layout, and EWM's organizational model is simply where that sequence is finally 

encoded. When I skip straight to storage types without walking the flow first, I invariably discover an activity-

area boundary in the wrong place after go-live, which is exactly the rework a disciplined design avoids [31]. 

I hold the line between physical reality and process organisation because conflating them produces a model 

that looks tidy and optimises poorly. Storage types and bins describe where things physically sit; activity 

areas describe how work is scoped over them. Keeping the two separable lets me reorganise picking 

without relaying the racks. On the greenfields I led, protecting this separation in the org model was what 

preserved our freedom to tune the operation later without touching the warehouse's physical skeleton [1]. 

On multi-warehouse programs I now invest early in a governed organizational template, a reference model 

of storage-type roles, activity-area patterns, and naming that each site inherits and then adapts only where 

its physics genuinely differ. The discipline is to make the common parts truly common, so reports, roles, 

and support skills travel across sites, while giving each warehouse a bounded license to diverge where its 

building or regulatory profile demands. Left ungoverned, every site reinvents the model and the network 

fragments into bespoke warehouses no shared team can operate. A structured design method extended to 

the network level is what keeps that fragmentation from setting in [102], [34]. 

6.2 Storage Types, Sections, and Bin Structures 

Storage types are the primary partition of the warehouse, each defined by its function and physical 

character. High-rack storage, bulk floor storage, fixed-bin picking, staging, and returns each behave 

differently and warrant their own type with its own putaway and removal control. Getting this partition right 
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means each area can carry strategies appropriate to its physics rather than being forced into a one-size 

compromise that serves none of them well [31]. 

Storage sections subdivide a storage type to give strategies something to sort against. A common pattern 

separates fast-moving from slow-moving stock so that putaway can steer high-velocity items to accessible 

bins. Sections are lightweight but powerful, because they let a single storage type express placement 

preferences without proliferating types. I use them to encode the velocity and handling distinctions that 

slotting will later act on continuously [26]. 

Bin structure is where physical discipline pays off. Bins carry type, dimensions, and capacity, and their 

coordinates should reflect the real geometry of the rack and aisle. Bin capacity checking depends on 

accurate dimensions, and any distance-aware sequencing depends on honest coordinates. A bin scheme 

designed carelessly cannot be optimized after the fact; it constrains every putaway, pick, and replenishment 

for the life of the warehouse, so it deserves careful, up-front engineering [24]. 

Storage sections are lightweight but I lean on them heavily. By subdividing a storage type, typically fast-

moving from slow-moving, they give putaway strategies something meaningful to sort against without 

proliferating storage types. A single high-rack type can then steer high-velocity items to its most accessible 

bins purely through section logic. It is a small modelling device with an outsized effect on travel, and clients 

are often surprised how much productivity hides in getting these boundaries right [1]. 

Bin coordinates are the detail I refuse to let anyone rush. If the coordinates honestly encode aisle, rack, 

and level, then any distance-aware sequencing can reason about travel; if they are arbitrary labels, that 

intelligence is forever out of reach. Warehouse-science practice ties picking efficiency directly to how well 

the addressing scheme mirrors the physical geometry. A bin scheme laid out carelessly cannot be optimised 

after the fact, so it earns the up-front engineering I insist on [23]. 

A storage-type decision newcomers overlook is whether it is handling-unit managed. Making a high-rack 

type HU-managed lets the system track the pallet as a unit with its own contents and history, which is 

essential for traceability but adds handling steps a simple bulk or fixed-pick area may not need. I match the 

choice to the area's purpose rather than applying one rule everywhere, HU management where nested 

packaging and traceability matter, lighter modeling where they do not. Getting this wrong forces operators 

to build or unpack handling units where the process never wanted them, and the friction shows up as 

confirmations people quietly begin to skip [1], [24]. 

6.3 Activity Areas and Work Center Design 

Activity areas organize bins for the purpose of work, and they are the element that most directly shapes 

execution efficiency. Because an activity area can span storage types, the same physical warehouse can 

be organized one way for putaway and another for picking. Warehouse order creation rules operate within 

activity areas to assemble warehouse tasks into balanced, efficient warehouse orders, so their design 

directly governs how much travel each operator incurs [1]. 

Work centers are the physical and logical stations where defined activities happen: deconsolidation, 

packing, value-added services, and quality inspection. Each work center is configured for its purpose, with 

the layout, printers, and confirmations its process requires. On the MicroVention outbound work, well-

designed packing and staging work centers were essential to a controlled goods-issue flow that fed the 

shipping ERP and XPS without introducing handling errors at the boundary [103]. 



Sciforce Publications  
www.sciforce.org 
 

46 | P a g e  

 

The interplay between activity areas and work centers is where a warehouse becomes efficient or clumsy. 

Activity areas determine how tasks are grouped and routed; work centers determine how the fixed-position 

activities are executed and confirmed. Designing them together, against the actual process flow and 

volume, is what lets warehouse orders arrive at a work center as a coherent package of work rather than a 

stream of disconnected tasks that force constant context switching [3]. 

Warehouse order creation rules are the quiet engine behind activity areas. Operating within an area, they 

gather individual warehouse tasks into balanced orders sized to a tour, a wave, or a resource's capacity. 

Tune them well and an operator receives a coherent package of nearby work; tune them poorly and the 

same operator zig-zags the building. My conference work on cross-functional EWM stresses that this 

assembly logic, more than raw layout, is where day-to-day picking productivity is actually won or lost [102]. 

Work centers deserve the same care as the picking areas that feed them. A packing, deconsolidation, VAS, 

or quality-inspection station has to be laid out with the printers, scanners, and confirmations its process 

demands, or it becomes the bottleneck every upstream efficiency piles into. I design activity areas and work 

centers together, against the real flow and volume, so that warehouse orders arrive as coherent work rather 

than a scatter of tasks that force constant, wasteful context switching [26]. 

Behind activity areas sits a resource-and-queue design that decides whether work actually reaches the 

right operator. In EWM I assign resources to queues that draw from specific activity areas, so a forklift driver 

qualified for high-rack does not get handed a ground-level pick, and urgent work can be prioritized within a 

queue rather than waiting behind a long tail. Tuning these queue assignments is where a warehouse 

balances its labor in real time. My cross-functional work stresses that the elegant activity-area map is inert 

until the queue and resource model routes the right task to the right person, which is where picking 

productivity is genuinely realized [103], [28]. 

6.4 Product and Packaging Specification Master Data 

Product master data is the substrate on which every warehouse strategy runs. In EWM the material's 

warehouse-relevant parameters, putaway control, stock removal control, storage type indicators, and the 

attributes slotting consumes, determine how the system places and picks it. Thin or inaccurate product data 

does not stop the warehouse; it degrades every decision the warehouse makes, silently and continuously, 

which is far harder to diagnose than an outright failure [1]. 

Packaging specification master data defines how a product is packed and built into handling units. It 

captures packaging levels, quantities per level, and physical characteristics that value-added services, 

deconsolidation, and automation all depend on. Because the Material Flow System and AS/RS act on 

physical dimensions, an incorrect pallet quantity or carton dimension in the packaging specification 

translates directly into a jam or a rejected load, not merely a reporting discrepancy [8]. 

I treat these two master data objects as a paired responsibility, governed and validated before go-live and 

maintained deliberately after. Across regulated programs like Zimmer Biomet and CuraScript SD, product 

and packaging data also carry compliance weight, since traceability and handling constraints ride on them. 

The recurring lesson is that master data quality is not a data-team afterthought; it is a first-order determinant 

of whether the warehouse executes intelligently or merely functions [4]. 

In regulated distribution the packaging specification carries identification standards, not just dimensions. 

GS1 structures, the GTIN and its serialised extensions, ride on the packaging hierarchy, so a level defined 
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wrongly can break the very scans that traceability depends on downstream. I therefore validate packaging 

data against the identification standard as well as the physical reality, because in a serialised supply chain 

an incorrect packaging level is a compliance defect waiting to surface at the customer, not merely an internal 

inconvenience [87]. 

I govern product and packaging master data as a single paired responsibility, validated before go-live and 

maintained deliberately afterward. On regulated programmes like Zimmer Biomet and CuraScript SD, 

traceability and handling constraints ride directly on these records, so their quality is a compliance matter 

as much as an efficiency one. The recurring lesson across every build is the same: master data is not a 

data-team afterthought but a first-order determinant of whether the warehouse behaves intelligently or 

merely runs [102]. 

The master-data defect that has bitten me most often is a wrong unit-of-measure conversion. When the 

base unit, the order unit, and the pallet unit do not reconcile, the warehouse cheerfully computes bin 

capacity, putaway quantity, and picks in quantities that are physically wrong, and because each transaction 

looks plausible the error hides until a bin overflows or a customer is shorted. So I validate UoM conversions 

as rigorously as dimensions, tracing a material from purchase order through handling unit to pick. A single 

inverted conversion propagates silently through every downstream calculation the warehouse makes, 

which is why it earns explicit sign-off before go-live [8], [102]. 

6.5 Warehouse Product Master and Slotting Strategy 

The warehouse product master is where a material meets a specific warehouse. It extends the product with 

warehouse-number-specific parameters and is the record slotting reads to decide storage type, section, 

and bin assignment. Because it is warehouse-specific, the same material can be slotted differently across 

sites according to each warehouse's layout, velocity profile, and handling constraints, which is exactly the 

flexibility a multi-site distribution network requires [102]. 

Slotting strategy turns this master data into placement decisions. Driven by demand history, physical 

characteristics, and handling requirements, slotting recommends the storage parameters that minimize 

travel and respect capacity and safety. Fast movers move forward and accessible; heavy and hazardous 

items go to appropriate locations; items with ordering affinity are placed to shorten pick paths. Re-slotting 

then keeps these recommendations current as velocities shift rather than freezing them at design time [23]. 

This is the natural interface between EWM and the analytics of Chapter 3. Predictive models that anticipate 

velocity change let a warehouse re-slot ahead of demand, and multi-criteria methods can rank slotting 

alternatives against competing objectives of travel, capacity, and ergonomics. The warehouse product 

master is thus not a static reference but the living surface through which intelligence reaches the physical 

placement of stock, closing the loop between forecast and floor [33]. 

Slotting is where a forecast finally touches a shelf. Because the recommendation depends on anticipated 

velocity, the forecasting method matters: a good slotting run needs demand estimates matched to each 

item's pattern, seasonal, trended, or intermittent. Modern forecasting practice would recognise this 

immediately as a horizon-and-pattern matching problem. When I connect a velocity forecast to the 

warehouse product master, reslotting stops being a periodic upheaval and becomes a continuous 

adjustment that keeps placement aligned with demand as it actually moves [63]. 
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Slotting is also naturally a multi-criteria problem, which is why I like to expose it as one. Travel distance, bin 

capacity, ergonomics, and handling safety pull in different directions, and a structured design method can 

weigh them explicitly rather than burying the trade-off in a single heuristic. Warehouse-design research 

frames placement as exactly this kind of balanced optimisation. Treating the warehouse product master as 

the living surface for these decisions is what lets analytics reach the physical floor without bypassing the 

planner [34]. 

Slotting is only half a placement strategy; replenishment is the other half, and the warehouse product master 

governs both. Deciding a forward-pick face for a fast mover implies a maximum and minimum that trigger 

replenishment from reserve, and if those levels are set carelessly the pick face either starves mid-wave or 

hoards stock a slow mover never needs. I tune slotting and replenishment together, because a beautifully 

slotted item that runs dry during a pick tour has simply relocated the disruption. When I compared manual 

and automated operations, the warehouses that treated forward-pick replenishment as part of the slotting 

decision were the ones whose pickers rarely waited [24], [104]. 

Table 6.1 Master data objects and the warehouse behavior they govern 

Master data object Scope Key parameters Behavior governed 

Product master Cross-site material Base UoM, dimensions, batch Identity and global controls 

Warehouse product master Warehouse-specific Putaway/removal control, slotting data Placement and removal strategy 

Packaging specification Material / packaging Levels, quantities, dimensions HU build, VAS, automation 

Storage bin Location Type, dimensions, capacity Bin capacity checking 

Activity area Work scope Bin ranges, sort sequence Warehouse order creation 

 

6.6 Chapter Summary 

This chapter detailed how warehouse structure and master data architecture are engineered together. The 

organizational model, bounded by the warehouse number, must mirror physical flow while keeping physical 

reality separate from process organization, because rework after go-live is disruptive [1]. Storage types 

partition by function and physics, sections sort bins by velocity, and coordinate-encoded bins enable 

capacity checks and spatial sequencing. Activity areas scope warehouse order creation across storage 

types, and work centers execute fixed-position activities like packing and quality inspection. Product and 

packaging specification master data turn design into executable, compliance-bearing behavior, and the 

warehouse product master drives slotting. Together these elements form the living surface through which 

predictive analytics and multi-criteria methods reach the physical placement of stock [34]. 
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Chapter 7 

Inbound Logistics: Receiving, Putaway, and Quality Integration 

7.1 Advanced Shipping Notification and Inbound Delivery 

Inbound execution begins before the truck arrives, with the advanced shipping notification. The ASN, 

arriving by EDI or IDoc from the supplier, tells the warehouse what to expect, in what quantities, and often 

at what handling-unit level. In EWM it becomes an inbound delivery, the document that drives receiving, 

putaway, and any intermediate steps. A timely, accurate ASN is the difference between a planned receipt 

and a reactive scramble at the dock [4]. 

The inbound delivery is more than a manifest; it is the plan for the goods' journey through the warehouse. 

From it, the system can pre-stage putaway, reserve capacity, and anticipate labor, turning receiving into a 

scheduled activity rather than an interruption. Where suppliers transmit handling-unit detail, the warehouse 

can even pre-build the HU structure, so scanning at the dock confirms an expectation instead of creating a 

record from scratch [6]. 

ASN quality is therefore a supply chain visibility issue, not a clerical one. A late or inaccurate notification 

poisons everything downstream, forcing the warehouse to receive blind and to reconcile afterward. On 

regulated programs the ASN also carries batch, expiry, and traceability data that compliance depends on, 

so I treat supplier ASN discipline as part of the warehouse design, not as an external variable the warehouse 

simply has to tolerate [103]. 

An ASN is only as trustworthy as the standards behind it. When suppliers transmit GS1-structured 

identifiers, the handling-unit hierarchy on the notification maps cleanly to what my scanners expect at the 

dock, and receiving becomes confirmation rather than transcription. Where identification is loose or non-

standard, every advantage of the ASN erodes into manual keying and error. So I treat supplier onboarding 

to shared identification standards as part of inbound design, not as someone else's problem upstream of 

my warehouse [87]. 

On the regulated programmes I have run, the ASN carries batch, expiry, and serialisation data that 

compliance depends on, so its quality is a patient-safety issue long before it is an efficiency one. Healthcare 

identification standards define how that serialised data must be structured, and a weak link at the notification 

propagates through putaway, inspection, and dispatch. Getting supplier ASN quality right is the cheapest, 

highest-leverage investment in the entire inbound flow [95]. 

An ASN reaches its value only when tied to a dock appointment, and that link is where many inbound 

designs stop short. Knowing what is coming is useful; knowing when, against a scheduled door and a 

staffed window, turns receiving into a planned flow instead of a queue of trucks competing at the dock. I 

connect ASN data to appointment scheduling so labor and door capacity are reserved against expected 

volume, and a supplier who arrives off-window becomes a measurable pattern rather than a surprise. My 

cross-functional work treats this scheduling boundary as part of inbound design, since an unmanaged yard 

undoes every upstream efficiency [6], [103]. 

7.2 Goods Receipt, Deconsolidation, and Value-Added Services 

Goods receipt is the moment stock legally and physically enters the warehouse, and in embedded EWM it 

updates inventory management in the same breath. Posting against the inbound delivery confirms what 
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actually arrived versus what the ASN promised, capturing discrepancies at the point of entry. Handling units 

are identified or created here, giving each physical package the identity it will carry through storage and, 

eventually, out through shipping [1]. 

Deconsolidation addresses the reality that goods rarely arrive packed the way they need to be stored. A 

mixed inbound handling unit is broken down at a deconsolidation work center and its contents regrouped 

for efficient putaway into their proper storage types. This step, orchestrated by storage control, is what 

keeps a high-rack area from being polluted with mixed pallets that would defeat both capacity checking and 

orderly removal later [3]. 

Value-added services extend inbound processing into light transformation: labeling, kitting, repackaging, or 

compliance marking performed at a VAS work center before putaway. In regulated distribution these 

services often carry traceability significance, such as applying serialized labels that downstream processes 

will scan. Modeling VAS as a controlled step in the inbound flow, rather than an informal aside, ensures the 

work is confirmed, sequenced, and visible like any other warehouse activity [95]. 

Goods receipt is the moment the warehouse tests the ASN's promise against physical reality, and posting 

against the inbound delivery captures every discrepancy at the point of entry rather than in a later count. 

Handling units are identified or created here, and where GS1-standard labels already carry the identifiers, 

the scan simply adopts them. Building each package's identity correctly at receipt is what lets everything 

downstream, storage, picking, dispatch, reason about it without re-establishing what it is [87]. 

Value-added services blur the line between logistics and light manufacturing, and in regulated distribution 

they often carry the serialisation step itself. Applying serialised labels at a VAS work center, under 

confirmation, is what lets later processes scan and verify each unit, so I model VAS as a controlled, 

sequenced step rather than an informal aside. When I compared manual and automated inbound handling, 

the sites that treated VAS as first-class warehouse work were the ones whose traceability actually held up 

under audit [104]. 

What separates a controlled goods receipt from a messy one is how it handles the delivery that does not 

match its ASN. Over-deliveries, shortages, and unexpected materials are the norm, not the exception, so I 

configure tolerances and a clear discrepancy path, deciding what the system accepts silently, what it blocks, 

and what it routes to a supervisor, rather than leaving each dock clerk to improvise. Capturing the mismatch 

as a structured, confirmed event at entry is what lets procurement and finance see the real variance later. 

My warehouse-efficiency work returns to this, because the receipt is where data quality for the stock record 

is won or lost [8], [102]. 

7.3 Putaway Strategies and Storage Control 

Putaway is where inbound stock finds its home, and the strategy that governs it determines how efficient 

the warehouse will be for the rest of that stock's life. EWM putaway strategies, driven by the warehouse 

product master, steer material to appropriate storage types and bins: fixed bin for predictable pickers, next-

empty-bin for bulk, and capacity- or section-based logic that respects velocity and physical limits. The right 

strategy per storage type is a design decision, not a default [1]. 

Storage control choreographs multi-step inbound flows. Process-oriented storage control sequences the 

logical steps a receipt must pass through, deconsolidation, quality inspection, value-added services, before 

final putaway. Layout-oriented storage control handles the physical reality that goods may need to route 
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through intermediate stops dictated by the building itself. Together they let complex inbound processes 

execute as a defined sequence of warehouse tasks rather than as improvised handoffs between areas [3]. 

The strategies and storage control only perform as well as the master data beneath them. Accurate bin 

capacities, correct storage type indicators, and clean packaging specifications are what let putaway place 

stock optimally and let capacity checking prevent overfills. This is the practical payoff of the master data 

discipline from earlier chapters: a putaway that lands the right quantity in the right bin the first time, without 

the rework that a poorly configured strategy invites [102]. 

Choosing a putaway strategy per storage type is applied warehouse science. Fixed-bin placement suits 

predictable fast movers where a picker learns the location; next-empty-bin maximises density in bulk; 

capacity- and section-based logic respects velocity and physical limits. World-class warehousing frames 

this as matching the storage policy to the product's velocity and handling profile, and EWM lets me encode 

exactly that per area rather than imposing one rule the whole building must awkwardly share [23]. 

Storage control is what turns a complex receipt into a choreographed sequence. Process-oriented control 

orders the logical steps, deconsolidation, inspection, value-added services, before final putaway, while 

layout-oriented control routes the goods through the physical stops the building imposes. Separating the 

logical from the physical is what lets me model genuinely intricate inbound flows without hard-coding them. 

Warehouse-science practice treats this decoupling as essential to handling variety, and in EWM it is the 

difference between orchestration and improvisation [24]. 

A putaway strategy is only as good as its behavior when the ideal bin is unavailable, and that exception is 

where I spend design attention. When capacity checking rejects the first-choice location, the system must 

fall back gracefully, to the next section, an overflow area, or a supervisor decision, rather than stranding a 

pallet in an interim bin no one revisits. I model these fallbacks explicitly per storage type, because an 

unhandled full-bin case becomes exactly the parked stock that erodes the accuracy the whole design 

depends on. When I compared manual and automated putaway, the operations that had engineered the 

overflow path kept their staging areas clear [23], [104]. 

7.4 Quality Inspection and Blocked-Stock Handling 

Quality inspection is a first-class inbound step in regulated environments, not an afterthought. When an 

inbound delivery requires it, EWM directs received material into quality-inspection stock, a status distinct 

from available stock, so it cannot be picked for a customer order while under review. The inspection itself 

integrates with quality management, and the outcome, release or rejection, governs the stock's next 

transition under rules rather than manual reclassification [88]. 

Blocked stock handles material that must be held back, whether it failed inspection, is damaged, or is 

quarantined for investigation. Keeping blocked stock as a distinct, non-available status is a control, not a 

convenience. In the CuraScript SD pharmaceutical context, where cold-chain and compliance are non-

negotiable, this separation is exactly what prevents non-conforming or temperature-excursed material from 

reaching a patient-facing order, and it does so by system enforcement rather than human vigilance [93]. 

Modeling these statuses correctly is what makes the warehouse's stock record trustworthy for compliance. 

Every transition between available, quality-inspection, and blocked stock is a confirmed, auditable event, 

so the system can always answer not just how much stock exists but how much is actually releasable. That 
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distinction is central to regulated distribution, where the difference between on-hand and available-to-

promise can be the difference between compliant fulfillment and a serious quality event [96]. 

Modelling stock status correctly is, in my healthcare-distribution research, one of the clearest levers on 

measured performance and compliance alike. Because every transition between available, quality-

inspection, and blocked stock is a confirmed, auditable event, the system can always answer not just how 

much stock exists but how much is genuinely releasable. That distinction, on-hand versus available-to-

promise, is where regulated fulfilment succeeds or fails, and the data-driven optimisation I published 

depends on the status record being trustworthy by construction [98]. 

Blocked stock is a control, not a bin. Material that failed inspection, arrived damaged, or is quarantined for 

investigation must be held in a distinct non-available status the picking logic physically cannot reach. 

Quality-system regulation for medical devices demands exactly this kind of enforced segregation of non-

conforming product, and EWM delivers it by system rule rather than by human vigilance. On the CuraScript 

SD cold-chain operation, that enforced separation was the safeguard standing between an excursion and 

a patient [92]. 

The mechanism beneath this segregation is the inspection lot, and getting its configuration right is where 

compliance is earned. When a receipt requiring inspection posts, EWM and quality management create an 

inspection lot whose sampling procedure, characteristics, and usage decision govern whether stock 

releases, partially releases, or is rejected, each a confirmed, signed event. I design the sampling and the 

decision workflow with the quality organization, not around it, so the electronic record satisfies the reviewer 

as much as the operation. My account of a regulated ERP implementation stresses that a validated usage-

decision path is what makes blocked-stock control defensible rather than merely functional [88], [99]. 

7.5 Integration with Inventory Management (MM) 

Inbound execution is only complete when EWM and inventory management agree. In embedded EWM that 

agreement is structural: goods receipt against the inbound delivery updates MM stock in the same system 

and the same posting, so there is no interface to lag or fail and no reconciliation job to police the boundary. 

The stock the warehouse sees and the stock finance sees are, by construction, the same figure [8]. 

In decentralized deployments the same logical outcome is achieved through the core interface and delivery-

based messaging, with EWM confirming receipts back to the ERP. This works reliably when the integration 

is monitored, but it reintroduces the queue and the possibility of drift that embedded deployment eliminates. 

Understanding which model a client runs is essential to diagnosing inbound stock discrepancies, because 

the failure modes are entirely different between the two [4]. 

The integration also carries the data that compliance and downstream planning depend on. Batch, serial, 

expiry, and valuation information flows with the goods receipt, so material becomes both physically located 

in EWM and financially and legally recorded in MM. On my greenfield programs the tight MM integration 

was a core reason for choosing embedded EWM, because in regulated distribution the cost of a stock figure 

that two systems disagree about is simply too high to accept [86]. 

The MM integration also carries the data that makes stock legally and financially real, not merely physically 

located. Batch, serial, expiry, and valuation information flows with the goods receipt, so in the same instant 

a pallet becomes findable in EWM it becomes recorded in inventory management and finance. My cross-
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functional EWM work maps every one of these touchpoints, because a receipt that updates the warehouse 

but not the batch or valuation view leaves a gap that regulated distribution cannot tolerate [103]. 

In embedded EWM this agreement is structural; in decentralized deployments it is achieved, reliably but 

conditionally, through the core interface and delivery-based confirmation back to the ERP. That difference 

is the first thing I check when diagnosing an inbound stock discrepancy, because the queue that 

decentralized deployment reintroduces is a failure mode embedded deployment simply does not have. 

Understanding which model a client runs tells me where to look before I have examined a single document 

[6]. 

A test case teams skip until it bites them is the reversal. A goods receipt gets posted in error, and unwinding 

it must roll back the warehouse task, the handling unit, the inventory update, and the financial posting 

together, or the two views part company where a clean receipt kept them aligned. In embedded EWM the 

reversal is one consistent transaction; in decentralized deployments it is a coordinated dance across the 

interface that must be tested deliberately. My account of a regulated ERP implementation treats correction 

and cancellation as first-class scenarios, because the honesty of the stock record is proven on how faithfully 

the system undoes a mistake [8], [99]. 

Table 7.1 Inbound process steps, driving documents, and stock outcomes 

Inbound step Driving document / element Key activity Stock outcome 

Notification ASN via EDI/IDoc Inbound delivery creation Expected receipt planned 

Goods receipt Inbound delivery Post GR, identify HUs Stock entered, MM updated 

Deconsolidation / VAS Storage control, work center Regroup, label, kit Stock prepared for putaway 

Quality inspection Inspection lot, QM Inspect and decide Quality-inspection or blocked stock 

Putaway Warehouse task/order Strategy-driven placement Available stock in bin 

 

7.6 Chapter Summary 

This chapter walked the inbound flow from expectation to settled stock. The advanced shipping notification 

becomes an inbound delivery that plans receiving, putaway, and labor, making ASN quality a visibility issue 

that regulated traceability depends on. Goods receipt enters stock and, in embedded EWM, updates 

inventory management in one posting, while deconsolidation and value-added services reshape and enrich 

material through controlled work centers. Putaway strategies and process- and layout-oriented storage 

control choreograph placement, performing only as well as the underlying master data. Quality inspection 

and blocked-stock statuses enforce compliance by keeping non-releasable material out of customer orders 

[98]. Finally, tight MM integration, structural in embedded EWM, keeps warehouse and financial stock in 

agreement, a decisive advantage in regulated distribution [3]. 
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Chapter 8 

Outbound Logistics: Picking, Packing, Staging, and Shipping 

8.1 Outbound Delivery and Warehouse Order Creation 

Outbound logistics begins the moment a sales order or stock transport order pushes an outbound delivery 

from SD into EWM. In every greenfield program I have led, from Zimmer Biomet to CuraScript SD, that 

delivery replicates through the core interface and becomes the request the warehouse actually executes 

against. The delivery carries the ship-to, requested quantity, route, and delivery priority, and EWM interprets 

those attributes to determine which activity areas, storage types, and process steps the goods must pass 

through before they leave the door [23]. 

Once the outbound delivery order exists in EWM, the system generates warehouse tasks for picking and 

then groups them into warehouse orders through warehouse order creation rules. A warehouse order is the 

executable work package a resource receives, and its shape depends on limit values, filters, and sort rules 

I configure per activity area. Getting this grouping right is the difference between an operator walking a 

coherent pick path and one criss-crossing the warehouse chasing scattered tasks [102]. 

Storage control governs the sequence of activities between stock removal and goods issue. Process-

oriented storage control lets me insert packing, staging, or a value-added step, while layout-oriented 

storage control handles mandatory intermediate bins dictated by the physical building. At MicroVention, 

where regulated neurovascular devices demanded a disciplined outbound flow, I used process-oriented 

storage control to force a packing and inspection stop before staging so nothing reached the loading dock 

unverified. 

The design principle I return to is that the delivery defines intent and the warehouse order defines work. 

Keeping that separation clean allows the same delivery to be re-planned, split, or reprioritized without 

disturbing tasks already in flight. Chapter 9 examines how wave management orchestrates the timing of 

these warehouse orders, but the foundation is always a well-structured outbound delivery order feeding 

disciplined warehouse order creation. 

A subtlety I stress with new architects is that the EWM outbound delivery order is a document distinct from 

the ERP delivery, linked yet independently statused through delivery distribution. When a sales order splits 

by route or ship-to, each resulting delivery replicates as its own message, and the core interface must 

sequence them so no warehouse order is ever built against a half-formed request [4]. On CuraScript SD I 

hardened that queue handling so a delayed replication never stranded a picking wave [103]. 

Warehouse order creation deserves the same scrutiny as the delivery feeding it. I set limit values on item 

count, weight, and estimated picking time so a single order matches the cart and the operator's reach, then 

sort by activity area and bin coordinate to produce a coherent walk [24]. The economics are unforgiving: 

unproductive travel dominates pick labor, so disciplined grouping is the cheapest throughput I can buy, and 

clean slotting compounds every gram of that gain [26]. 

One configuration detail I always nail down early is warehouse process type determination, the condition 

logic that maps document type, item type, and stock category to the process type steering the whole 

outbound flow. A subtle pitfall is a determination access sequence too coarse to distinguish a return or a 

cross-dock item, which then silently routes it down the standard pick path. On CuraScript SD I extended 
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that access with stock-category and route fields so cold-chain items always drew a temperature-aware 

process type, and I now test every document combination against a determination matrix before go-live 

rather than trusting the defaults [102][4]. 

8.2 Picking Strategies and Stock Removal 

Stock removal strategies decide which quant EWM proposes when a pick task is created, and the choice 

carries real business consequences. FIFO protects against aging, while strict FEFO is non-negotiable in 

the pharmaceutical and medical-device warehouses I have built, where shelf life and expiration dating drive 

compliance. In the CuraScript SD program the removal strategy had to honor batch expiration first, then 

partial-quantity and full-pallet logic, so that temperature-sensitive medications always shipped with the most 

defensible shelf life [3]. 

Beyond the strategy itself, the removal rule interacts with stock types, storage-type search sequences, and 

the availability of blocked or quality-inspection stock. EWM will skip a quant tied up in inspection and step 

to the next eligible storage type in the sequence. I spend considerable configuration effort on storage-type 

search so that picking pulls from a reserve area only when the fixed-bin forward pick face is exhausted, 

keeping the fast-moving profile intact and replenishment predictable. 

Picking is rarely a single motion. Two-step picking lets me consolidate demand across many deliveries, 

pick in bulk, and then deconsolidate to the individual outbound orders, which is powerful when small-

quantity orders dominate [28]. Pick-point and pick-and-pass approaches suit different building layouts. The 

strategy I select always reflects the order profile: a distribution center serving thousands of small specialty 

orders needs different mechanics than one shipping full pallets of orthopedic implant kits. 

Removal efficiency is where labor and accuracy meet. A poorly sequenced pick path inflates travel time 

and invites errors, so I tune warehouse order creation and queue assignment to keep operators in coherent 

zones. My published work on machine learning for warehouse performance grew directly out of watching 

removal patterns in live operations, and the lesson is consistent: disciplined removal strategy is the single 

largest lever on outbound throughput. 

FEFO in EWM rests on batch determination reading shelf-life and expiration attributes at task creation, and 

in Good Distribution Practice environments that logic is auditable, not advisory [93]. I layer partial-quantity 

and full-pallet rules beneath it so the strategy fetches a broken case before cracking a fresh pallet, and I 

confirm the routing the removal produces walks the operator sensibly, because a compliant quant reached 

by an incoherent path still burns the labor the order-picking literature warns about [33]. 

Storage-type search is where I encode the forward-versus-reserve discipline that keeps a warehouse 

honest. Picking pulls from the fixed forward face until it is exhausted, then steps to reserve, triggering 

replenishment on a predictable rhythm rather than a scramble [29]. My study of manual versus automated 

removal patterns began precisely here, watching how search-sequence choices shaped travel and 

accuracy across live shifts, and it convinced me that removal configuration outranks almost every 

downstream tweak [104]. 

A governance point I insist on is validating FEFO against deliberately seeded expiry data during system 

integration testing, not merely trusting the configuration. I build a test batch matrix with staggered shelf-life 

dates and confirm the removal task always proposes the earliest-expiring eligible quant, then re-run it after 

every transport request that touches batch determination. On the CuraScript SD program this seeded-data 
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regression caught a stock-removal control indicator that quietly preferred a full pallet over a nearer-dated 

broken case, a defect no volume test would ever have surfaced on its own [3][104]. 

8.3 Packing, Handling Units, and Value-Added Services 

The handling unit is the backbone of outbound packing in EWM. An HU binds packaging material to product 

and creates a trackable, scannable entity that carries its own identifier through staging, loading, and goods 

issue. When I pack picked stock into an HU, the system records nesting, weight, and volume, and that 

hierarchy becomes the basis for the shipping label, the packing list, and ultimately the advanced shipping 

notification the customer receives [1]. 

Packing can be automatic or interactive. Automatic packing driven by packaging specifications is efficient 

for stable, repeatable product, and I lean on packaging specification determination to propose the right 

carton or pallet without operator judgment. Interactive packing at a work center suits mixed orders, fragile 

goods, or the regulated devices where an operator must confirm each item. The work center layout, its 

determination logic, and the RF or desktop packing screens all get designed around the order profile [25]. 

Value-added services extend the warehouse's role beyond move-and-ship. Kitting, labeling, price ticketing, 

and compliance documentation are all modeled as VAS activities that storage control inserts as discrete 

steps with their own work centers. In the medical-device programs I led, VAS covered lot labeling and 

regulatory documentation that had to travel with the shipment, and treating those as first-class warehouse 

steps kept them auditable rather than buried in manual side processes. 

Handling units and VAS together let the warehouse ship a finished, customer-ready unit. Because the HU 

persists, it can be handed cleanly to Transportation Management as a freight-relevant object, which is 

exactly the linkage Chapter 14 develops for advanced shipping and receiving. The design goal is that 

everything done at the pack bench, physical and informational, is captured in the HU so downstream 

systems inherit a complete, trustworthy record. 

When stock is packed into a handling unit, EWM records the nesting hierarchy, weight, and volume, and 

packaging-specification determination proposes the carton or pallet without operator judgment on stable 

product [31]. I design the specification level of detail carefully, because an overly generic spec fills trailers 

poorly while an overly precise one is unmaintainable. The HU that results is the same physical object 

facilities-planning texts treat as the unit of material flow, which is why I insist its master data be governed 

rigorously [1]. 

Value-added services I model as first-class storage-control steps with their own work centers, so kitting, lot 

labeling, price ticketing, and compliance documentation are executed and confirmed, never improvised 

[103]. In the medical-device programs, serialized labeling had to conform to healthcare identification 

standards and travel with the shipment as auditable evidence [95]. Treating VAS as discrete warehouse 

tasks rather than manual side processes is what let quality auditors trace every regulated touch back to a 

system record [26]. 

A packing-bench detail that repays attention is the handling-unit type and its packaging-material 

assignment, because the HU type carries the flags that make it freight-relevant and load-plannable 

downstream. I have seen go-lives where an HU type lacked its dimension and tare data, so TM later refused 

to plan the load, a failure that traces straight back to master data nobody governed. On MicroVention I 
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coupled serialized carton labeling to packaging-specification content so each scanned HU inherited its GS1 

identifier automatically, eliminating a manual keying step and the error rate that came with it [1][95]. 

8.4 Staging, Loading, and Goods Issue 

Staging positions completed handling units where they can be loaded efficiently, and in EWM it is a modeled 

movement, not an afterthought. Storage control routes packed HUs to a staging area assigned to a door or 

a route, so the physical accumulation of freight mirrors the transportation plan. At MicroVention I designed 

staging so that outbound goods issue for regulated devices was preceded by a clean staging confirmation, 

giving the dock a reliable picture of what was ready to load. 

Loading is the step where HUs are assigned to a transportation unit or vehicle and confirmed onto it. EWM 

can track loading at the HU level, which matters when a shipment must be verified piece by piece against 

the delivery. Door determination ties the loading activity to a specific dock door, and when yard and door 

management are in scope, the vehicle and transportation unit provide the physical anchor for the whole 

loading sequence [2]. 

Goods issue is the financial and logical close of the outbound process. Posting goods issue reduces 

inventory, triggers the material document, and relieves stock in both EWM and the connected S/4HANA or 

ECC system through the core interface. Until goods issue is posted, the stock still belongs to the warehouse; 

after it, ownership and accounting have moved. I treat the goods-issue posting as a controlled gate, never 

something an operator triggers casually. 

The sequence of staging, loading, and goods issue must stay synchronized with the actual physical events, 

or the digital twin drifts from reality. I build validations so goods issue cannot post before loading is complete 

and the delivery is fully picked and packed. That discipline is what lets a customer's ASN be accurate the 

moment the truck leaves, and it is the operational contract every downstream partner depends on [37]. 

Staging-area determination is what turns a packed HU into freight positioned for its vehicle, and I tie it to 

the door or route so accumulation mirrors the transportation plan rather than convenience [3]. At 

MicroVention a clean staging confirmation preceded goods issue for regulated devices, giving the dock a 

trustworthy picture of readiness. Coordinating this with warehouse order creation kept the final move short, 

which is exactly the efficiency I have argued EWM should engineer deliberately [102]. 

Goods-issue posting control is the gate I guard most jealously, because posting relieves inventory, 

generates the material document, and updates the connected ERP through the core interface in one 

irreversible step [8]. I build validations so goods issue cannot fire before loading is complete and the delivery 

is fully picked and packed, and I monitor the interface so a failed posting is visible immediately [4]. That 

discipline separated the smooth go-lives from the ones that bled reconciliation effort in my experience [104]. 

Goods-issue reversal governance is a control I write into the design rather than leave to chance, because 

an operator who reverses a posted goods issue can desynchronize EWM and the ERP delivery in seconds. 

I restrict the reversal transaction by role, require a documented reason, and monitor the reversal queue as 

closely as the original posting. At Zimmer Biomet the reversal path was where reconciliation errors 

originated until we gated it, and I now treat post-goods-issue correction as a supervised exception with its 

own audit trail rather than a routine floor action [8][103]. 
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8.5 Integration with Sales and Distribution (SD) 

EWM does not create demand; SD does. The outbound delivery originates from the sales order or stock 

transport order in S/4HANA, and the delivery document is the contract EWM fulfills. Understanding SD 

delivery processing, route determination, and delivery scheduling is essential, because the requested 

delivery date, shipping condition, and route all constrain how and when the warehouse must act. I have 

always insisted that EWM architects understand the SD side rather than treating the delivery as an opaque 

input [6]. 

The integration runs through the core interface and delivery distribution, keeping the ERP delivery and the 

EWM outbound delivery order in a controlled two-way conversation. Status changes, quantity adjustments, 

and confirmations flow back so SD sees picking and goods-issue progress in real time. When goods issue 

posts in EWM, the ERP delivery is updated, billing is enabled, and the accounting entries follow. Keeping 

these documents consistent is the heart of a stable outbound landscape [4]. 

Split and consolidation logic often lives at the SD boundary. A single sales order may split into multiple 

deliveries by route or ship-to, and EWM must honor those splits without merging work incorrectly. In the 

CuraScript SD program the delivery splits reflected cold-chain and compliance requirements, and the 

warehouse execution had to respect them precisely so that each shipment carried the right documentation 

and temperature handling. 

Billing, output determination, and shipment documentation all ultimately depend on a clean goods-issue 

posting flowing back from EWM to SD. I design the interface monitoring, typically through qRFC queues 

and the delivery interface, so that a stuck message is visible and recoverable rather than silently stranding 

a shipment. The outbound process is only as reliable as this SD-EWM handshake, and hardening it is time 

well spent on every implementation. 

The delivery distribution channel keeps the ERP delivery and the EWM outbound delivery order in a 

governed two-way conversation, propagating status, quantity adjustments, and confirmations in both 

directions [8]. When goods issue posts, the ERP delivery updates, billing is enabled, and accounting 

follows, so the handshake is financial as well as logistical [10]. I map exactly which status transition in one 

system drives which in the other, because an unmapped status is precisely where a shipment silently stalls 

between two owners. 

Interface monitoring is unglamorous work that repays itself on every implementation. I instrument the qRFC 

queues and the delivery interface so a stuck message raises an alert rather than stranding a shipment, and 

where EDI and IDocs carry the traffic I extend the same discipline outward [103]. On the regulated ERP 

programs I supported, that cross-functional interface hardening was the difference between a validated, 

defensible flow and one that failed audit the first time a queue backed up [99]. 

On the outbound edge I pay particular attention to the DESADV IDoc that carries the advanced shipping 

notification to the customer, because its structure must mirror the handling-unit hierarchy EWM built or the 

trading partner rejects the message. A recurring pitfall is a mismatch between the packing hierarchy and 

the IDoc segment nesting after a late repack, which I mitigate by triggering the ASN only on confirmed 

goods issue. On the regulated programs I supported, aligning this EDI message to the partner's 

implementation guideline was as much integration work as the internal core interface itself [4][99]. 
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Table 8.1 Outbound process steps and their governing EWM configuration 

Process step Governing configuration Key document/object Primary integration 

point 

Delivery creation Delivery distribution / core interface Outbound delivery 

order 
SD delivery 

Warehouse order 

creation 
Warehouse order creation rules (WOCR) Warehouse order EWM internal 

Stock removal Removal strategy (FIFO/FEFO), storage-type 

search 
Pick warehouse task MM inventory 

Packing / VAS Packaging specification, work center, storage 

control 
Handling unit Shipping label / ASN 

Staging and loading Door and staging-area determination Transportation unit TM / yard 

Goods issue Goods-issue posting control Material document SD billing, FI 

 

8.6 Chapter Summary 

This chapter traced the outbound flow from an SD-generated outbound delivery through warehouse order 

creation, stock removal, packing, staging, loading, and goods issue. I argued that the delivery defines intent 

while the warehouse order defines executable work, and that removal strategies such as FEFO carry direct 

compliance weight in the pharmaceutical and medical-device warehouses I have built [1]. Handling units 

and value-added services produce a customer-ready, trackable shipment, while storage control sequences 

every intermediate step. Goods issue is the controlled financial gate that relieves inventory and updates 

SD. Throughout, the reliability of the SD-EWM integration through the core interface determines whether 

the digital record stays faithful to physical reality on the dock [102]. 
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Chapter 9 

Wave Management, Labor, and Resource Optimization 

9.1 Wave Creation, Templates, and Release Strategies 

Wave management is how I convert a flood of outbound deliveries into an orchestrated flow of work. A 

wave groups warehouse tasks by shared characteristics, so that picking happens in deliberate batches 

aligned to cut-off times, routes, and carrier schedules rather than in the random order deliveries arrive. 

Without waves, a warehouse simply reacts; with them, it plans. In every high-volume distribution center I 

have configured, wave management is the control layer that makes throughput predictable [102]. 

Waves can be assigned automatically through wave templates or created manually for exception handling. 

A wave template carries the conditions, wave options, and time attributes that determine which items fall 

into which wave, and I tie those templates to activity areas and delivery priorities. Automatic wave 

assignment at delivery creation keeps routine work flowing, while planners retain the ability to build ad hoc 

waves when an urgent order or a late carrier change demands intervention. 

Release strategy determines when the grouped work actually reaches the floor. A wave can be released 

immediately, at a scheduled time, or manually after a planner reviews capacity and stock availability. I 

frequently stagger releases so that packing and staging areas are not overwhelmed, matching the release 

cadence to the physical throughput of downstream work centers. Timing the release well is as important as 

the grouping itself. 

The art of wave design is balancing completeness against agility. Large waves maximize pick-path 

efficiency but reduce flexibility; small, frequent waves respond quickly but sacrifice consolidation. I tune 

wave size, capacity limits, and release timing against the order profile and the labor plan, and I revisit that 

tuning as volumes shift. Wave management is not set-and-forget; it is a living control that a well-run 

warehouse adjusts continuously [28]. 

A wave template carries the conditions, wave options, and time attributes that decide which items fall into 

which wave, and I bind those templates to activity areas and delivery priorities so routine work assigns itself 

at delivery creation [1]. The planner then intervenes only for genuine exceptions. Getting the condition logic 

right is what lets a warehouse plan its day rather than merely react to whatever the order feed happens to 

deliver in whatever sequence [26]. 

I stagger releases deliberately so packing and staging are fed at a rate their work centers can absorb, 

matching release cadence to downstream physical throughput rather than dumping work all at once [104]. 

A larger early wave only helps if the pack bench can receive its output without backing up, so I tune wave 

size against real capacity. This is the travel-and-flow balancing that world-class warehousing treats as the 

core of throughput engineering [23]. 

A wave-configuration nuance I tune carefully is the interplay between wave option, activity area, and the 

assignment of picking to a subsequent packing wave, because a two-step wave that releases pick and pack 

in lockstep can either starve the pack bench or flood it. I model wave capacity limits against the measured 

throughput of each downstream work center rather than a nominal figure, and I schedule automatic release 

through the post-processing framework so cut-off timing is deterministic. In high-volume distribution this 

scheduling discipline is what keeps a promised carrier cut-off from becoming a nightly scramble [102][26]. 
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9.2 Warehouse Order Creation Rules 

Warehouse order creation rules translate individual warehouse tasks into work packages a resource can 

execute in one coherent trip. A WOCR combines a creation rule, limit values, filters, and sort rules, and the 

combination decides how tasks bundle. I configure limit values on the number of items, weight, volume, or 

picking time so that a single warehouse order fits a cart, a picker's shift segment, or an equipment capacity 

without overloading it [102]. 

Filters and sorts inside the rule shape the operator's path. Sorting by activity area and bin coordinate 

produces a walk that moves logically through the aisles instead of doubling back, and filtering separates 

work that must not mix, such as ambient and cold-chain picks. In the temperature-sensitive CuraScript SD 

environment I used filters to keep refrigerated picking in its own warehouse orders so that cold-chain 

product was never left exposed while an operator finished ambient tasks. 

Subsystem and consolidation-group logic let WOCR support two-step picking and packing-oriented 

grouping. When I run consolidated picking followed by deconsolidation, the creation rules on the removal 

side and the packing side must agree, or work fragments in ways that defeat the consolidation. I treat 

WOCR design as a system, checking that the bulk pick and the later split into outbound deliveries stay 

coherent from end to end [103]. 

WOCR is one of the highest-leverage configurations in EWM because it directly sets the size and shape of 

every unit of work. A change to a limit value ripples straight into travel time, congestion, and labor balance. 

Because of that sensitivity, I validate creation rules against real order data during SIT and again in a pilot 

wave before go-live, since the theoretically elegant rule sometimes behaves poorly against the actual mix 

on the floor. 

Limit values are the lever I reach for first, because they set whether a warehouse order fits a cart, a shift 

segment, or an equipment capacity, and a single number ripples straight into congestion and labor balance 

[24]. Sorting by activity area and bin coordinate then shapes the operator's path so the walk moves logically 

through the aisles instead of doubling back, which facilities-planning practice identifies as the dominant 

lever on pick labor [31]. 

Consolidation-group logic is what lets WOCR support two-step picking, and the removal-side and packing-

side rules must agree or the consolidation fragments into wasted moves [26]. I validate creation rules 

against real order data in SIT and again in a pilot wave, because the theoretically elegant rule sometimes 

behaves poorly against the live mix. That empirical discipline, mirrored from order-picking research, is what 

keeps an attractive design from failing quietly on the floor [33]. 

One WOCR detail that trips up new architects is the packing profile attached to the creation rule, which 

decides whether picked stock is packed into a target handling unit during the pick itself or at a later work 

center. Choosing pick-and-pack when the order profile really needs a separate pack step forces operators 

to juggle cartons on the cart and slows the walk. I model this against the physical process observed on the 

floor, not the ideal on the whiteboard, and I revisit it whenever the order mix shifts, because a rule tuned to 

last year's profile quietly throttles today's throughput [102][24]. 

9.3 Labor Management and Engineered Standards 

Labor management gives EWM a quantitative view of the work it dispatches. By capturing executed 

warehouse tasks as processed activities, the system measures the time operators actually spend picking, 
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packing, and moving. That measurement is the foundation for planning, incentive schemes, and continuous 

improvement. In the automated and semi-automated warehouses I have supported, labor data turned 

vague impressions of productivity into something a supervisor could manage against real numbers. 

Engineered standards are the yardstick. An engineered labor standard breaks a task into travel, handling, 

and fixed components and assigns a calculated expected time, so that performance can be compared to a 

defensible benchmark rather than a guess. Building good standards requires understanding the physical 

process intimately, which is why I involve floor supervisors when setting them. A standard nobody on the 

floor believes is worse than no standard at all [45]. 

Labor management integrates with the warehouse's executable objects so that measurement is automatic 

rather than a separate clerical burden. Direct labor tied to warehouse tasks flows in naturally, while indirect 

labor is captured through defined activities. I connect this data to planning so that expected workload can 

be forecast from the open delivery pipeline, giving supervisors a credible head-count picture before a shift 

rather than after it. 

My research interest in machine learning for distribution performance grew out of exactly this data. Once 

engineered standards and actuals accumulate, ensemble and kernel-based regression can predict 

throughput and flag emerging bottlenecks before they cascade [104]. I am careful, though, to treat models 

as decision support layered on top of solid labor-management configuration; the analytics are only as 

trustworthy as the underlying activity capture and the standards feeding them. 

Once engineered standards and actuals accumulate, ensemble methods such as gradient boosting can 

predict throughput per activity area and flag emerging bottlenecks before they cascade into missed cut-offs 

[46]. My work on ensemble models for performance measurement grew directly from this data, and it taught 

me that a model is only as trustworthy as the activity capture beneath it [100]. Aggregating indicators without 

disciplined labor configuration produces confident predictions of the wrong thing [98]. 

I treat labor analytics as decision support layered on solid configuration, never a substitute for it. Regression 

against travel, handling, and fixed components lets a supervisor forecast workload from the open delivery 

pipeline, but the standards feeding it must be believed by the floor first [53]. The statistical-learning caution 

I keep returning to is that overfit models flatter the analyst and mislead the operation, so I validate against 

held-out shifts before anyone plans head count against a prediction [45]. 

When labor data feeds an incentive scheme, I treat the fairness and explainability of the underlying model 

as a first-order design concern rather than an afterthought. A gradient-boosted throughput predictor that 

operators cannot interrogate breeds mistrust the moment a bonus is disputed, so I layer feature-attribution 

methods over the model to show which travel or handling components drove each expected time [83]. In 

practice I also ring-fence indirect activities, breaks, training, and replenishment support, so they never 

distort a picker's measured productivity, a governance boundary I have learned matters as much as the 

algorithm feeding the standard [98]. 

9.4 Resource Management and Queue Assignment 

Resource management in EWM models the people and equipment that execute work and controls how 

tasks reach them. A resource logs on with a resource type and a qualification, and the system dispatches 

warehouse orders that match that resource's capabilities and current location. This is what turns a pile of 
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warehouse orders into a coordinated assignment, sending the right work to the right operator on the right 

equipment at the right moment [102]. 

Queues are the mechanism that routes work to resources. I assign warehouse orders to queues by activity 

area, process type, or equipment requirement, and then map queues to resource types so that a reach-

truck operator receives reach-truck work and an RF picker receives ground-level picks. Queue 

determination is where much of the operational tuning lives, because a well-designed queue map keeps 

specialized equipment busy and prevents mismatched dispatching. 

Resource management supports both system-guided and manual work selection. In system-guided mode 

the resource simply asks for the next task and EWM decides, applying queue sequence and priority, which 

maximizes discipline and minimizes cherry-picking. Manual selection suits supervisors and exception 

handling. I usually run high-volume picking system-guided so the floor follows the plan, while reserving 

manual selection for the flexibility that supervisors legitimately need. 

Bundling resource management with queue assignment and labor standards produces a closed loop: work 

is grouped by WOCR, routed by queue, executed by a resource, and measured by labor management. At 

Alcon, where three automated warehouses ran demanding schedules, disciplined resource and queue 

design was essential to keep the manual and automated streams from colliding. The coherence of that 

loop, more than any single setting, is what sustains reliable warehouse throughput [104]. 

Queue determination is where much of the operational tuning lives, because mapping warehouse orders 

to queues by activity area, process type, and equipment requirement is what sends reach-truck work to a 

reach truck and ground picks to an RF picker [25]. A well-designed queue map keeps specialized equipment 

busy and prevents the mismatched dispatching that quietly erodes throughput. I revisit these maps as 

volumes shift, because a queue design that fit last quarter's mix can throttle this quarter's [1]. 

Running high-volume picking system-guided is a deliberate choice to enforce discipline: the resource asks 

for the next task and EWM decides by queue sequence and priority, which eliminates cherry-picking [103]. 

I reserve manual selection for supervisors and exception handling, where human judgment legitimately 

outperforms the algorithm. The closed loop of grouping, routing, execution, and measurement, mapped 

against the physical facility, is what facilities-planning discipline would recognize as a genuinely engineered 

operation [31]. 

Task interleaving is a lever I reach for when travel is dominated by empty return trips: by letting a resource 

pick up a putaway or replenishment task on the way back from a pick, EWM keeps the operator productive 

in both directions. Configuring it means tuning queue sequences and the resource's execution constraints 

so interleaving never pulls a cold-chain move into an ambient trip. At Alcon the automated streams limited 

interleaving, but in the manual zones it measurably cut the deadhead travel that the order-picking literature 

identifies as the single largest hidden waste [104][33]. 

9.5 Throughput Balancing Across Shifts 

Balancing throughput across shifts is a planning problem before it is a system problem. Demand rarely 

arrives evenly, so waves, releases, and labor must be arranged to smooth the peaks that carrier cut-offs 

and order cut-offs create. I use wave scheduling to pull forward work that can be done early and to hold 

work that must wait for a later trailer, flattening the profile so no single shift is buried while another sits idle. 
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The levers are interconnected. Wave size and release timing set how much work lands when; WOCR sets 

how that work is packaged; queue and resource design set who can absorb it. When I balance shifts I move 

all of these together, because tightening one in isolation just shifts the bottleneck downstream [23]. A larger 

early wave, for instance, only helps if packing and staging capacity exist to receive its output without backing 

up. 

Labor data closes the loop on balancing. Engineered standards let me convert the open delivery pipeline 

into an expected work-hour figure per activity area, and that figure tells a supervisor whether the planned 

head count matches the planned waves. When they diverge, the fix is either re-timing waves or re-deploying 

resources across queues. This is where labor management stops being a reporting exercise and becomes 

an active planning input [104]. 

Across the greenfield programs I have led, the warehouses that ran smoothly were the ones that treated 

shift balancing as a daily discipline rather than a design-time assumption. Volumes drift, product mix 

changes, and carrier schedules move, so the balance point moves with them. I build the wave templates, 

WOCR limits, and queue maps to be adjustable, and I coach the planning team to expect and make those 

adjustments continuously. 

Balancing shifts means moving wave size, release timing, WOCR limits, and queue design together, 

because tightening one in isolation merely relocates the bottleneck downstream. I pull forward work that 

can be done early and hold work that must wait for a later trailer, flattening the profile so no shift is buried 

while another idles [102]. The travel-time economics that dominate warehouse cost make this smoothing 

one of the highest-return planning disciplines available [24]. 

Engineered standards let me convert the open delivery pipeline into an expected work-hour figure, and 

forecasting that pipeline turns balancing into a genuinely anticipatory exercise rather than a reactive one 

[63]. My interest in ensemble prediction of distribution performance grew from exactly this need, projecting 

workload a shift ahead so head count and waves are matched before the shift begins [100]. When forecast 

and plan diverge, the fix is re-timing waves or redeploying resources across queues. 

When several rebalancing options compete, adding a shift, shifting a cut-off, or cross-deploying resources, 

I have found a structured multi-criteria ranking clarifies trade-offs that gut feel handles badly, scoring each 

scenario on labor cost, service risk, and overtime exposure [110]. The forecast feeding it must respect the 

lumpiness of real order arrivals, so I favor methods robust to intermittent demand rather than a smooth 

average that flatters the plan [69]. This turns shift balancing from an argument in the morning stand-up into 

a defensible, repeatable decision the planning team can actually stand behind. 

Table 9.1 Optimization levers and the objects they control 

Lever EWM object Primary tuning parameter Operational effect 

Wave management Wave / wave template Wave size, release time Batching and timing of work 

Order packaging Warehouse order creation rule Limit values, sort/filter Pick-path coherence, load size 

Work routing Queue Queue determination, sequence Right work to right resource 

Resource dispatch Resource / resource type Qualification, work selection System-guided execution 

Performance measure Labor management Engineered standard Benchmarked productivity 

Shift balancing Combined levers Schedule vs. head count Smoothed throughput 
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9.6 Chapter Summary 

This chapter presented wave management, labor, and resource optimization as an integrated control 

system rather than a set of isolated settings. Waves group and time the release of work; warehouse order 

creation rules package that work into coherent, right-sized units; resource management and queue 

assignment route it to capable operators and equipment; and labor management with engineered standards 

measures the result [45]. I showed how these levers interlock, so that balancing throughput across shifts 

means moving them together rather than tuning any one alone. Drawing on the automated warehouses at 

Alcon and the cold-chain discipline of CuraScript SD, I argued that continuous adjustment, informed by 

labor data and analytics, is what keeps a high-volume warehouse predictable and productive [104]. 
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Chapter 10 

RF Framework, Mobile Execution, and Automation Integration 

10.1 The RF Framework and Mobile Data Entry 

The RF framework is the layer through which EWM speaks to the operators on the floor. Every scan of a 

bin, product, or handling unit flows through radio-frequency devices running RF transactions that confirm 

warehouse tasks in real time. This immediacy is what keeps the digital record synchronized with physical 

reality; the moment a picker scans a pick, the quant, the task, and the delivery all update. Mobile data entry 

is therefore not a convenience but the operational nervous system of the warehouse [102]. 

EWM ships a standard RF framework built on a menu-driven architecture of logical transactions, 

presentation devices, and personalization profiles. An operator logs on with a resource, receives a 

presentation profile suited to the device, and navigates menus that expose exactly the transactions their 

role requires. I map presentation profiles carefully so that a receiving clerk, a picker, and a packer each see 

a focused menu, reducing training time and the errors that come from cluttered screens [1]. 

Verification is the quiet strength of the RF framework. Because the device drives confirmation, I can enforce 

that an operator scans the correct bin and product before the system accepts the move, catching mistakes 

at the point of action rather than at goods issue. In the regulated medical-device and pharmaceutical 

warehouses I have built, that enforced verification is a compliance requirement, not merely good practice, 

and the RF layer is where it is implemented. 

The RF framework is also the connective tissue to automation. Manual RF picking, pick-by-voice, and even 

messages from automated equipment ultimately resolve to the same warehouse-task confirmations. 

Designing the RF layer well means it can carry both the human and the machine streams without a 

conceptual break, which is the foundation for the mixed manual-and-automated operations that later 

sections of this chapter describe. 

In S/4HANA the RF framework carries into both embedded and decentralized EWM largely unchanged, 

which matters when I standardize execution across a multi-site landscape [3]. An operator logs on with a 

resource, receives a presentation profile matched to the device, and navigates a menu exposing only the 

transactions the role needs. That focus is not cosmetic; the warehouse-management literature is clear that 

cluttered mobile interaction is a direct source of picking error and slow onboarding [26]. 

The RF layer is also where the manual and automated streams converge, since voice, scan, and equipment 

messages all resolve to warehouse-task confirmations [104]. Designing it so a human pick and a machine 

event share one confirmation model is what let the automated warehouses I supported scale without a 

conceptual break. This convergence of human and cyber-physical execution is precisely the integration 

Industry 4.0 programs set out to achieve on the shop and warehouse floor [36]. 

A resilience question I force early is what the floor does when the RF network hiccups, because a 

warehouse whose operators freeze the instant a scan fails to round-trip is fragile by design. I tune the 

ITSmobile timeout and retry behavior, size the wireless coverage against the actual bin map rather than a 

vendor heat-map, and define local re-scan procedures so a dropped confirmation is recoverable instead of 

a dead stop. On the automated Alcon sites this network discipline mattered as much as any transaction 

logic, since a stalled handheld backs up the same work an idle conveyor does [102][25]. 
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10.2 Designing RF Transactions and Screen Flows 

Designing RF transactions is where warehouse process meets human factors. Each screen an operator 

sees should demand the minimum input necessary and present it in the sequence that matches the physical 

motion. I design flows so the scan order mirrors the walk: bin first, then product, then quantity confirmation. 

A screen flow that fights the operator's natural movement invites errors and slows the whole line, no matter 

how correct the underlying logic. 

EWM allows both configuration and enhancement of RF transactions. The standard framework provides 

logical transactions and steps that I can tailor through the RF menu, and where the process demands it, 

custom screens and function modules extend the flow. I lean on standard steps first and enhance only 

where the business genuinely differs, because custom RF code carries a maintenance and upgrade cost 

that must be justified. Restraint here pays dividends at every subsequent release upgrade [1]. 

Error handling and re-entry deserve as much design attention as the happy path. An operator will scan the 

wrong bin, encounter a short pick, or lose signal mid-task, and the flow must recover gracefully, offering 

exception codes and clear next steps rather than a dead end. I build differences and exception handling 

into the flow explicitly, because a floor that cannot resolve its own exceptions escalates everything to 

supervisors and grinds down. 

Personalization ties the design together. Presentation profiles, function-key assignments, and default 

values let me shape the same logical transaction to different devices and roles, from a truck-mounted 

terminal to a handheld. During the MicroVention outbound work I tuned the picking and loading screens 

tightly to the operators' actual gestures, and the payoff was faster onboarding and fewer confirmation errors 

once the warehouse went live [102]. 

I design the scan order to mirror the walk, bin then product then quantity, because a screen flow that fights 

the operator's natural motion invites errors no matter how correct the underlying logic [26]. Each screen 

should demand the minimum input and present it in physical sequence. The warehouse-science evidence 

on picking productivity is unambiguous that human-factors detail at the point of action, not clever back-end 

logic, is what actually moves throughput [24]. 

I lean on standard RF steps first and enhance only where the business genuinely differs, because custom 

screens and function modules carry a maintenance and upgrade cost that must be justified [104]. Exception 

handling deserves as much design attention as the happy path: a floor that cannot resolve its own short 

picks and mis-scans escalates everything to supervisors and grinds down. That balance between standard 

robustness and targeted enhancement echoes the legacy warehouse-management lessons I carried 

forward [9]. 

A specific control I build into RF flows is the verification profile, which forces the operator to key or scan a 

confirming attribute, a check digit, a partial bin code, or an expiry date, before EWM accepts the move. The 

design tension is real: too many verifications and operators develop rote workarounds that defeat the 

purpose, too few and mis-picks slip through to goods issue. I calibrate verification to the risk of each step, 

demanding an expiry scan on regulated FEFO picks while keeping a bulk pallet move light-touch, a balance 

the warehouse-management literature ties directly to sustainable accuracy [26][1]. 
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10.3 Material Flow System (MFS) and Conveyor Integration 

The Material Flow System is EWM's direct bridge to automated material-handling equipment. Rather than 

routing through a separate warehouse-control system, MFS lets EWM communicate with programmable 

logic controllers itself, exchanging telegrams that command conveyors, sorters, and cranes and receive 

status back. At Alcon, where I supported three fully automated warehouses, MFS was the heart of the 

operation, and understanding its telegram traffic was essential to keeping the automated flows running 

[104]. 

MFS models the automated topology as communication points and conveyor segments, and it drives 

handling units through that network by sending and interpreting telegrams. A telegram might announce that 

an HU has arrived at a scanner, and EWM responds with a routing decision that tells the PLC where to 

send it next. This tight loop means EWM is not merely informed of automation events; it is actively steering 

the equipment in real time [25]. 

Reliability engineering matters enormously at this layer. Telegram sequencing, acknowledgment, and error 

telegrams must be handled precisely, or handling units stall on the conveyor and the whole line backs up. 

During my Alcon work I led security patches, kernel upgrades, and release upgrades on these automated 

systems, and the discipline required to change a live MFS landscape without disrupting the PLC 

conversation is considerable. Regression testing of telegram flows was never optional. 

MFS integration also demands close partnership with the automation vendor and the controls engineers. 

The EWM architect owns the warehouse logic while the PLC team owns the physical control, and the 

telegram interface is the contract between them. I have found that the projects which succeed are the ones 

where both sides jointly own that interface specification, testing it exhaustively before the first pallet ever 

moves under automated control. 

MFS lets EWM speak to programmable logic controllers directly through telegrams, eliminating a separate 

warehouse-control layer and making the warehouse a genuinely cyber-physical system [36]. A telegram 

announcing an HU at a scanner triggers a routing decision that tells the PLC where to send it next, so EWM 

steers equipment in real time rather than merely observing it. This direct machine coupling is the 

architectural pattern that Industry 4.0 references hold up as the integration of information and automation 

technology [42]. 

Reliability engineering dominates this layer: telegram sequencing, acknowledgment, and error telegrams 

must be handled precisely or handling units stall and the line backs up [40]. On the Alcon automated 

warehouses I led security patches, kernel upgrades, and release upgrades on live MFS landscapes, and 

regression testing of telegram flows was never optional. My cross-functional integration work reinforced 

that the interface between EWM logic and PLC control is a jointly owned contract, tested exhaustively 

before the first pallet moves [103]. 

One practice that de-risks an MFS go-live is standing up a telegram emulator so the EWM logic can be 

tested against simulated PLC responses long before the physical conveyor is energized. I script the 

emulator to replay not only clean acknowledgments but malformed and out-of-sequence telegrams, so the 

exception handling is exercised in the test lab rather than discovered on a live line. At Alcon this emulation 

let us regression-test communication-point routing through every kernel and release upgrade, turning a 

terrifying live change into a rehearsed one, exactly the discipline cyber-physical integration demands 

[104][36]. 
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10.4 Automated Storage and Retrieval Systems (AS/RS) 

Automated storage and retrieval systems put high-density storage under machine control, and EWM 

through MFS orchestrates the cranes that serve them. An AS/RS aisle stores handling units in racking 

many levels high, and a storage-and-retrieval machine places and fetches them on command. EWM 

decides which HU goes where and when to retrieve it, then hands the physical execution to the crane 

through telegrams, blending warehouse strategy with mechanical precision [31]. 

Putaway and removal strategy take on a distinct character in an AS/RS. Because the machine, not a person, 

travels the aisle, I optimize for crane cycle time and dual-command moves, where the machine stores one 

HU and retrieves another in a single trip. Slotting decisions, storage-type search, and capacity checks all 

feed the crane's efficiency, and a good design keeps the machines performing productive dual cycles rather 

than wasteful single ones [104]. 

Sequencing is where the AS/RS earns its value. For picking and shipping, EWM can retrieve handling units 

in a controlled order that matches the downstream pack or load sequence, so the automation delivers goods 

just in time to the next station. Coordinating that retrieval sequence with waves and with the conveyor 

network is intricate, and it is exactly the kind of end-to-end choreography that MFS makes possible when 

the topology is modeled faithfully. 

Resilience planning is inseparable from AS/RS design. When a crane goes down, the warehouse needs 

defined fallback and manual-access procedures so that critical stock is not marooned. Across the 

automated warehouses I supported, I insisted on exception handling and recovery paths that let operations 

continue degraded rather than halt entirely. Automation multiplies throughput, but it also concentrates risk, 

and a mature design treats continuity of operation as a first-class requirement. 

Because a machine, not a person, travels the AS/RS aisle, I optimize for crane cycle time and dual-

command moves, storing one HU and retrieving another in a single trip [25]. Slotting, storage-type search, 

and capacity checks all feed that efficiency, and a good design keeps cranes performing productive dual 

cycles rather than wasteful singles. The material-handling automation literature treats this cycle-time 

optimization as the central determinant of an AS/RS's realized throughput [23]. 

Sequencing is where an AS/RS earns its keep, retrieving handling units in an order that matches the 

downstream pack or load sequence so automation delivers goods just in time [102]. Coordinating that with 

waves and the conveyor network is intricate choreography that MFS makes possible only when the topology 

is modeled faithfully. Automation multiplies throughput but concentrates risk, so I treat crane-down fallback 

and manual access as first-class requirements, a resilience posture digital-operations thinking increasingly 

demands [38]. 

Slotting in an AS/RS is not a one-time decision, and I schedule a periodic re-slot driven by velocity analysis 

so fast movers migrate to the crane positions with the shortest cycle times. Left ungoverned, an aisle's 

assignment drifts as product velocity changes and dual-command efficiency erodes quietly. My work 

analyzing manual-versus-automated patterns convinced me that the data to drive this re-slot already sits in 

the warehouse-task history, waiting to be mined [104]. I pair that with a throughput simulation before any 

layout change, because committing racking geometry on intuition is a mistake the automation literature 

warns is expensive to undo [23]. 



Sciforce Publications  
www.sciforce.org 
 

70 | P a g e  

 

10.5 Pick-by-Voice and Barcode/RFID Enablement 

Pick-by-voice frees the operator's hands and eyes, and EWM supports it through the same RF framework 

that drives screen-based picking. Instead of reading a display, the picker hears the next location and 

confirms with spoken check digits, which keeps them focused on the product and the path. For dense, high-

volume picking the ergonomic gain is real, and because the confirmations still resolve to warehouse tasks, 

the underlying EWM logic is unchanged. 

Barcode scanning remains the workhorse of warehouse identification. Every bin, product, and handling unit 

carries a barcode, and the scan enforces the verification that makes the digital record trustworthy. 

Designing a coherent barcode scheme, label content, symbology, and placement, is unglamorous but 

decisive work; a poorly placed or low-quality label undermines every downstream process. I treat label 

design as part of the core solution, not a printing afterthought [1]. 

RFID extends identification to situations where line-of-sight scanning is impractical, allowing handling units 

or pallets to be read in bulk as they pass a portal. In outbound loading, an RFID read at the dock door can 

confirm an entire transportation unit at once. RFID adds cost and tuning complexity, so I recommend it 

where the throughput or accuracy case is clear, such as high-speed dock verification, rather than as a 

blanket replacement for barcodes. 

The unifying theme is that voice, barcode, and RFID are input modalities feeding one execution engine. 

EWM does not care whether a confirmation arrives by keypress, spoken digit, or antenna read; it cares that 

the warehouse task is confirmed accurately and in sequence. I choose the modality per process based on 

ergonomics, accuracy, and cost, and I design so that mixing them within one warehouse creates no seams 

in the underlying data [104]. 

A coherent barcode scheme, symbology, content, and placement, is decisive but unglamorous work, and I 

anchor it to GS1 identification standards so a scan means the same thing across trading partners [87]. A 

poorly placed or low-quality label undermines every downstream process, which is why I treat label design 

as core solution rather than a printing afterthought. The warehouse-management literature repeatedly 

traces accuracy failures back to identification data that was never engineered properly [26]. 

RFID extends identification where line-of-sight scanning is impractical, letting a dock-door portal confirm an 

entire transportation unit at once, and in healthcare distribution I align its data to sector serialization 

standards [95]. It adds cost and tuning complexity, so I recommend it where the throughput or accuracy 

case is clear rather than as a blanket replacement for barcodes. Bulk automatic identification of this kind is 

a recurring building block in Industry 4.0 logistics architectures [41]. 

In the medical-device warehouses I built, the 2D DataMatrix carrying a unique device identifier deserved 

special attention, because a single symbol encodes the device identifier, lot, and expiry that FEFO and 

traceability both depend on. I standardized on scanners and label verifiers that grade print quality to an ISO 

symbol-grade threshold, since a marginal DataMatrix reads today and fails after a month of handling. 

Aligning that symbol to healthcare serialization standards meant one scan populated batch and expiry 

without keying, tightening compliance and pick speed at the very same point of action [95][104]. 

Table 10.1 Execution and automation technologies in EWM 

Technology EWM mechanism Communication Typical use 

RF scanning RF framework transactions Handheld / mounted device Manual picking and putaway 
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Technology EWM mechanism Communication Typical use 

Pick-by-voice RF framework (voice) Headset, spoken check digits Hands-free dense picking 

Conveyor/sorter Material Flow System Telegrams to PLC Automated HU routing 

AS/RS MFS + crane control Telegrams, dual-command High-density storage/retrieval 

Barcode Label + scan verification 1D/2D symbology Universal identification 

RFID Portal read Antenna / tag Bulk dock-door verification 

 

10.6 Chapter Summary 

This chapter positioned the RF framework as the operational nervous system of EWM and traced how it 

scales from manual scanning to full automation. Mobile data entry keeps the digital record synchronized in 

real time, while well-designed RF transactions and screen flows respect human factors and enforce 

verification. The Material Flow System bridges EWM directly to PLCs through telegrams, steering 

conveyors and AS/RS cranes [36], and I drew on the three automated Alcon warehouses to stress the 

reliability engineering that live automation demands [104]. Pick-by-voice, barcode, and RFID are input 

modalities feeding one execution engine. The recurring lesson is that human and machine streams should 

resolve to the same warehouse-task confirmations, giving the warehouse one coherent, trustworthy record. 
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Chapter 11 

Transportation Management Architecture 

11.1 The Role of TM in the Digital Supply Chain 

Transportation Management is where the supply chain stops being about inventory and starts being about 

movement. SAP TM plans, executes, and settles the physical transport of goods, and in a digital supply 

chain it is the layer that connects the warehouse to the carrier network and the customer's dock. Where 

EWM answers what leaves the building, TM answers how it gets there, on which vehicle, by which route, 

and at what cost. The two disciplines are complementary halves of logistics execution [2]. 

My TM 9.5 certification and the transportation-heavy programs I have worked shaped a firm conviction: TM 

earns its keep by turning transportation from a reactive expense into a planned, optimized process. Freight 

consolidation, carrier selection, and route optimization together attack the largest controllable cost in most 

supply chains. When TM is configured well, planners see the whole transportation picture and make 

deliberate trade-offs rather than dispatching whatever truck happens to be at the dock [5]. 

TM also brings visibility and accountability. Every freight order carries a plan, an assigned carrier, and an 

execution status, so the organization can see commitments and measure performance against them. 

Coupled with event management, TM turns the transportation leg from a black box into a tracked, auditable 

process. That visibility is precisely what regulated and service-sensitive customers demand, and it is a 

recurring requirement in the healthcare and specialty-distribution work I have done. 

Because transportation touches sales, warehousing, and finance, TM sits at a busy crossroads in the 

S/4HANA landscape. It consumes delivery and order data, coordinates with EWM on physical execution, 

and pushes settlement into finance. Understanding those integration seams is the real architectural work, 

and the rest of this chapter builds the organizational and network foundations on which the freight processes 

of Chapters 12 and 13 depend. 

I frame TM as the movement layer that complements EWM's execution layer: EWM answers what leaves 

the building, TM answers how it reaches the customer, on which vehicle, by which route, at what cost [14]. 

In a digital supply chain that distinction is not academic, because transportation is usually the largest 

controllable cost and the most visible service determinant. Global operations texts consistently place 

transportation planning at the center of competitive supply-chain performance [35]. 

Coupled with event management, TM turns the transportation leg from a black box into a tracked, auditable 

process, and that visibility feeds the digital twin of the supply chain that anticipates disruption [37]. In my 

own writing on AI-powered supply chains I argue that intelligent planning delivers value only atop a 

transportation layer that is already planned, executed, and measured with discipline [115]. Visibility is the 

precondition for the analytics, not a substitute for sound execution. 

A dimension I increasingly build into the TM business case is emissions accounting, because transportation 

is where a supply chain's carbon footprint concentrates and both regulators and customers now ask for the 

number. TM's plan already knows distance, mode, and load factor, so the same data that drives cost can 

drive a defensible CO2 estimate per shipment. On recent programs I have paired route consolidation with 

an emissions view so planners see the environmental payoff of a fuller trailer alongside the financial one, a 

linkage the sustainability literature argues digitization uniquely enables [38][35]. 
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11.2 Organizational Structure and Master Data 

TM's organizational model defines who plans and executes transportation and under whose authority. 

Planning and execution organizations, purchasing organizations for freight, and the assignment of these to 

company codes establish the legal and operational frame. Getting this structure right early matters, because 

it governs authorization, settlement, and reporting, and unwinding a poorly chosen organizational design 

after go-live is painful. I invest heavily in this modeling during the blueprint phase of any TM program [5]. 

Master data is the fuel TM runs on. Business partners represent carriers, shippers, and customers; locations 

and transportation zones describe the geography; and the transportation network stitches locations 

together with lanes and their durations and costs. Means of transport, equipment types, and resources 

describe the physical assets. Each of these objects must be maintained consistently, because a gap in 

master data surfaces immediately as a plan that cannot be optimized or a charge that cannot be calculated 

[2]. 

Product and packaging master data cross the boundary from logistics into transportation planning. Weights, 

volumes, and dimensions determine how freight units build and how vehicles fill, so the same product 

master that drives EWM packing also drives TM load planning. I emphasize a single, governed source for 

this data, because divergence between the warehouse's and the transportation planner's view of a product's 

dimensions produces plans that fail on the loading dock. 

Condition and charge master data underpin the financial side. Freight agreements, rate tables, and 

calculation profiles determine what transportation costs, and they depend on well-structured scales and 

calculation bases. I treat this master data with the same rigor as pricing in SD, because charge calculation 

is only as accurate as the tables behind it. Chapter 13 develops charge management in depth, but its 

reliability is decided here, in the discipline of the underlying master data. 

Business partners, locations, transportation zones, and the lane network are the master data TM optimizes 

against, and a gap anywhere surfaces immediately as a plan that cannot be built or a charge that cannot 

be calculated [6]. I govern this data with the same rigor logistics-management practice applies to network 

design, because the optimizer inherits every inaccuracy in the geography it reads. Sloppy master data is 

the most common reason an otherwise sound TM implementation produces plans nobody trusts [13]. 

Product weights, volumes, and dimensions cross from logistics into transportation planning, so the same 

product master driving EWM packing also drives TM load building [8]. I insist on a single governed source, 

because divergence between the warehouse's and the planner's view of a product's dimensions produces 

plans that fail on the dock. Charge master data, agreements, rate tables, and calculation profiles, I treat 

with the discipline supply-chain texts reserve for pricing, since every settlement inherits its structure [20]. 

The unglamorous reality of a TM go-live is that most early defects trace to migrated master data, not 

configuration, so I treat data cleansing as a formal workstream with its own owner. Legacy carrier records 

arrive with duplicate business partners, missing tax and payment attributes, and lanes whose durations 

were never maintained honestly. I profile this data before load, reconcile business partners against a single 

golden source, and validate that every zone-to-zone lane resolves a cost, because a plausible-looking 

network with silent gaps produces plans nobody trusts and quietly discredits the whole program [6][13]. 
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11.3 Embedded versus Decentralized TM 

A foundational decision in any TM program is deployment topology: embedded TM running inside the 

S/4HANA digital core, or a decentralized TM system running separately and integrating with one or more 

ERP backends. Embedded TM shares the same client and master data as the rest of S/4HANA, eliminating 

a layer of integration. Decentralized TM trades that simplicity for isolation and scale. The choice is 

architectural, and it shapes everything from data governance to upgrade strategy. 

Embedded TM suits organizations whose transportation footprint is well-contained within a single S/4HANA 

system and who value the tight, low-latency coupling with SD and MM. Because the documents live in the 

same system, order-to-freight integration is direct, and there is no core interface to monitor for transportation 

master data. For many of the greenfield S/4HANA programs I have seen, embedded TM is the natural 

starting point precisely because it minimizes moving parts [5]. 

Decentralized TM makes sense when transportation must serve multiple ERP systems, when transportation 

volumes are very high, or when the organization wants to decouple the transportation upgrade cycle from 

the core. A logistics service provider or a group running several regional ERPs often needs that 

independence. The cost is a genuine integration layer between TM and each backend, which must be 

designed, monitored, and maintained with care [2]. 

I frame this decision around scope, volume, and organizational boundaries rather than fashion. Embedded 

lowers total complexity for a contained landscape; decentralized buys flexibility and scale for a fragmented 

or very large one. The wrong choice is expensive to reverse, so I press clients to be honest about their five-

year transportation ambitions before committing. The remaining sections assume the network and planning 

concepts apply in either topology, differing mainly in how integration is wired. 

Embedded TM suits organizations whose transportation footprint is contained within one S/4HANA system 

and who value low-latency coupling with SD and MM, since documents share a client and no core interface 

carries transportation master data [6]. For many greenfield S/4HANA programs it is the natural starting point 

precisely because it minimizes moving parts. The embedded-and-decentralized EWM design literature 

makes the same architectural argument about co-locating execution with the digital core [3]. 

Decentralized TM earns its keep when transportation must serve several ERP backends, when volumes 

are very high, or when the upgrade cycle should be decoupled from the core, as with a logistics service 

provider [4]. The cost is a genuine integration layer per backend that must be designed, monitored, and 

maintained. I press clients to be honest about their five-year transportation ambitions before committing, 

because global operations strategy shows this choice is expensive to reverse once master data has 

proliferated [35]. 

A question clients rarely ask but should is how reversible the topology choice is, and my honest answer is 

that migrating from embedded to decentralized TM later is a project, not a switch. So I size the decision on 

projected freight-document volume and the number of ERP backends over a five-year horizon, because 

embedded TM shares the digital core's resources and a very high transportation volume can compete with 

order-to-cash for them. Where that contention is plausible I lean decentralized from the start, accepting the 

integration layer as the price of protecting core performance [5][4]. 



Sciforce Publications  
www.sciforce.org 
 

75 | P a g e  

 

11.4 Transportation Network and Lane Design 

The transportation network is the map TM plans against. Locations represent shipping points, customer 

sites, hubs, and carrier depots, and transportation lanes connect them with attributes such as distance, 

duration, allowed means of transport, and cost. The optimizer can only produce plans as good as the 

network it reads, so an incomplete or inaccurate network quietly caps the quality of every route decision 

that follows. Network modeling is foundational, unglamorous, and decisive [2]. 

Transportation zones let me generalize the network without maintaining every point-to-point lane 

individually. A zone groups locations by geography or postal region, and zone-based lanes describe 

movement between regions, which keeps the model tractable at scale. I balance zone-level lanes for broad 

coverage against specific location-level lanes where a particular route needs precise cost or duration, 

layering the two so the network is both complete and accurate where it counts. 

Hubs and transshipment points introduce multi-stage movement into the network. Modeling a distribution 

hub or a cross-dock lets the optimizer consider consolidation through that point rather than only direct 

shipment, opening real cost savings on the right lanes. Designing these stages means understanding both 

the physical operation and the commercial reality of the lanes, so the plans TM produces are ones the 

organization can actually execute with its carriers. 

Lane attributes drive both feasibility and cost. The means of transport permitted on a lane, its transit time, 

and its associated charges all feed carrier selection and optimization. When I design lanes I make sure the 

duration and cost reflect reality, because an optimizer fed optimistic transit times will promise delivery dates 

the network cannot keep. Honest lane data is the difference between a plan that looks good on screen and 

one that survives contact with the road [5]. 

The optimizer produces plans only as good as the network it reads, so I model locations, lanes, distances, 

durations, allowed means of transport, and costs with care, layering zone-level lanes for coverage against 

location-level lanes where precision pays [12]. An incomplete network quietly caps every route decision 

that follows. Supply-chain design texts treat network modeling as the foundational determinant of logistics 

cost, and my experience on the road confirms that ceiling is real [15]. 

Hubs and transshipment points introduce multi-stage movement, letting the optimizer weigh consolidation 

through a cross-dock against direct shipment and unlock savings on the right lanes [16]. Designing these 

stages demands understanding both the physical operation and the commercial reality of the lanes, so the 

plans are ones the organization can actually execute. I keep durations and costs honest, because an 

optimizer fed optimistic transit times promises delivery dates the network simply cannot keep [43]. 

A technical detail that quietly determines routing quality is how TM derives distances and durations, whether 

from maintained lane values or an external geographic and map service, and mixing the two inconsistently 

produces plans that contradict themselves. I decide deliberately per lane class: a map service for the long 

tail of destinations, maintained values for the strategic lanes where I trust negotiated transit times more 

than an algorithm's estimate. Getting geocoding right for customer locations is part of this, because a mis-

geocoded ship-to sends the optimizer chasing a route to the wrong point on the map [2][15]. 

11.5 TM Deployment Strategy 

A sound deployment strategy sequences TM adoption so value arrives without overwhelming the 

organization. Transportation touches many processes, and attempting to switch on planning, optimization, 
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carrier selection, tendering, and settlement simultaneously is a recipe for a troubled go-live. I favor a phased 

approach that establishes the network and freight-order basics first, then layers optimization and automated 

settlement once the foundation is proven in production. 

The methodology mirrors the disciplined delivery I apply across SAP programs. Whether following ASAP-

style phases or an Agile and Scrum cadence, I insist on genuine unit testing, system integration testing, 

and user acceptance testing before cutover, with a defined hypercare period afterward. Transportation 

defects are visible and expensive because they touch customers and carriers directly, so the testing of 

charge calculation and carrier selection in particular deserves rigorous, data-driven validation against real 

freight scenarios [5]. 

Integration readiness gates the deployment. TM depends on order and delivery data from SD, on physical 

coordination with EWM, and on settlement flowing to FI, so each of those seams must be tested end to end 

before go-live. In a decentralized topology the integration layer itself becomes a deliverable with its own 

test cycle. I map these dependencies explicitly in the cutover plan so no interface is discovered late as an 

unpleasant surprise [2]. 

Change management is the quiet determinant of success. Transportation planners and dispatchers often 

move from spreadsheets and phone calls to a structured optimizer, and that is a significant shift in how they 

work. I plan for training, for a period of parallel operation where feasible, and for the reality that planners 

will trust the optimizer only once it has earned that trust on their own lanes. A deployment that ignores this 

human dimension underdelivers regardless of technical quality. 

I favor a phased deployment that establishes the network and freight-order basics first, then layers 

optimization and automated settlement once the foundation is proven in production, because switching 

everything on at once is a recipe for a troubled go-live [6]. Transportation defects are visible and expensive 

since they touch customers and carriers directly. Global operations practice supports this incrementalism, 

treating capability maturity rather than big-bang ambition as the reliable path to value [35]. 

Integration readiness gates the deployment: TM depends on order and delivery data from SD, physical 

coordination with EWM, and settlement flowing to FI, and in a decentralized topology the integration layer 

is itself a deliverable with its own test cycle [103]. On the regulated ERP programs I supported, I mapped 

these dependencies explicitly in the cutover plan so no interface was discovered late, a discipline that 

proved decisive under validation scrutiny [99]. 

One phase I always carve out explicitly is a post-go-live calibration window in which the optimizer's 

proposals are compared against what experienced planners would have done, because the model's 

constraint weights are never perfect on day one. I instrument this with a small set of KPIs, cost per shipment, 

consolidation ratio, and on-time tender acceptance, and tune penalty costs until the automated plan earns 

planner trust on their own lanes. Treating optimization quality as something measured and improved after 

go-live, rather than assumed at cutover, is what converts a technically live system into an actually adopted 

one [5][35]. 

Table 11.1 Embedded versus decentralized TM deployment characteristics 

Dimension Embedded TM Decentralized TM 

Landscape Inside S/4HANA digital core Separate system 

Master data Shared with SD/MM Integrated via interface 



Sciforce Publications  
www.sciforce.org 
 

77 | P a g e  

 

Dimension Embedded TM Decentralized TM 

Best fit Contained, single-ERP scope Multi-ERP, high volume, LSP 

Integration effort Minimal, direct documents Dedicated integration layer 

Upgrade coupling Tied to core cycle Independent cycle 

Primary trade-off Simplicity Flexibility and scale 

 

11.6 Chapter Summary 

This chapter laid the architectural foundation for SAP TM. I positioned transportation as the movement layer 

that complements EWM's execution layer, turning freight from a reactive expense into a planned, optimized, 

and visible process [2]. The organizational model and master data, business partners, locations, lanes, and 

charge structures, were shown to govern authorization, planning quality, and settlement accuracy. I 

contrasted embedded TM, which minimizes integration within a contained S/4HANA landscape, against 

decentralized TM, which buys flexibility and scale for fragmented or high-volume environments. Network 

and lane design determine the ceiling on plan quality, and a phased, well-tested deployment with genuine 

change management determines whether that quality is realized. These foundations carry into the freight 

processes that follow [5]. 
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Chapter 12 

Freight Order and Freight Unit Management 

12.1 Order-Based and Delivery-Based Transportation Requirements 

TM planning begins by capturing a transportation requirement, and there are two principal ways it arrives. 

Order-based transportation requirements originate from sales orders or purchase orders, letting planning 

start as soon as demand is known, before a delivery exists. Delivery-based transportation requirements 

originate from the outbound or inbound delivery, aligning transportation planning with the concrete, 

warehouse-ready document. Choosing which drives planning is a design decision with real consequences 

for lead time and accuracy [2]. 

Order-based requirements suit businesses that must plan transportation early, perhaps to reserve capacity 

or quote freight at order entry. Because the requirement reflects the order rather than the picked delivery, 

quantities may still change, so the plan must tolerate revision. I use order-based integration where 

transportation lead time is long relative to warehouse processing, so the organization commits carrier 

capacity before the goods are physically ready. 

Delivery-based requirements are the more common pattern in the distribution-centric programs I have led. 

The outbound delivery in SD triggers a delivery-based transportation requirement in TM, so the freight plan 

reflects exactly what the warehouse will ship. This tight alignment with EWM execution is valuable when 

accuracy matters more than early commitment, which is typical in medical-device and pharmaceutical 

distribution where the shipped quantity must match documentation precisely [5]. 

In practice many landscapes blend both, using order-based requirements for early visibility and delivery-

based requirements for execution. The architect's job is to define which document drives which decision 

and to keep the two consistent as the order matures into a delivery. I map this flow explicitly so planners 

understand at each stage whether they are looking at an intention or a commitment, because confusing the 

two produces plans that quietly diverge from what the warehouse actually does. 

I choose order-based integration where transportation lead time is long relative to warehouse processing, 

so the organization reserves carrier capacity or quotes freight before the goods are physically ready [6]. 

Because the requirement reflects the order rather than the picked delivery, the plan must tolerate revision 

as quantities firm up. Logistics-management practice frames this as trading early commitment against later 

accuracy, and the right point on that spectrum depends entirely on the business's lead-time structure [20]. 

Delivery-based requirements dominate the distribution-centric programs I have led, because the outbound 

delivery triggers a requirement reflecting exactly what the warehouse will ship [93]. In medical-device and 

pharmaceutical distribution that precision matters, since the shipped quantity must match documentation 

exactly for compliance. I map explicitly which document drives which decision and keep the two consistent 

as an order matures into a delivery, because confusing intention with commitment produces plans that 

quietly diverge from the floor [103]. 

The hard part of blending order-based and delivery-based requirements is keeping them consistent when 

the order changes after planning has already begun, and this is where I spend design effort most clients 

underestimate. If a freight unit was built from an order-based requirement and the delivery later ships a 

different quantity, TM must re-drive the freight unit without orphaning the freight order it already sits on. I 
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define explicit change-controller behavior so a quantity revision propagates cleanly rather than leaving two 

divergent pictures, because an unmanaged change here is precisely where planned and actual freight 

silently part ways [2][20]. 

12.2 Freight Unit Building 

The freight unit is the atomic planning object in TM, the smallest quantity of goods that moves together 

through the transportation chain. Freight unit building takes the transportation requirement and splits or 

groups its items into freight units according to freight-unit-building rules. Those rules consider quantity, 

weight, volume, and product characteristics, producing units sized to be planned onto vehicles and freight 

orders. Everything downstream in planning operates on freight units, so their construction is foundational 

[2]. 

Freight-unit-building rules give me precise control over granularity. I can build one freight unit per delivery 

item, consolidate compatible items, or split a large quantity across multiple units to respect vehicle capacity. 

The rule also enforces separation where products must not travel together, mirroring the compatibility 

concerns that matter in regulated and hazardous transport. Designing these rules is analogous to 

warehouse order creation in EWM: the sizing of the base object shapes every plan built upon it. 

Freight units carry the attributes optimization needs. Each unit knows its source and destination locations, 

its dates, its weight and volume, and any handling constraints, so the optimizer can assign it to lanes and 

vehicles intelligently. Because the freight unit persists through planning and execution, it also provides the 

thread that ties a planned movement back to the original order or delivery, which is essential for traceability 

and for settlement accuracy later in the process. 

I design freight-unit-building to reflect how the business actually consolidates freight. Too fine a granularity 

floods planning with tiny units and inhibits consolidation; too coarse a granularity prevents the optimizer 

from splitting loads efficiently. The right rule reflects the product profile and the typical shipment size, and 

like WOCR in EWM, it deserves validation against real order data before go-live, because the elegant rule 

sometimes behaves poorly against the live freight mix [5]. 

Freight-unit-building rules are to TM what warehouse order creation rules are to EWM: the sizing of the 

base object shapes every plan built on it, so I design them with the same care [102]. The rule considers 

quantity, weight, volume, and product characteristics, and it enforces separation where products must not 

travel together. Logistics texts treat this granularity decision as fundamental, because too fine a unit floods 

planning while too coarse a one blocks efficient load splitting [13]. 

Each freight unit carries the attributes optimization needs, source and destination, dates, weight, volume, 

and handling constraints, and because it persists through execution it threads a planned movement back 

to its originating order for traceability and settlement [16]. I design the rule to reflect how the business 

actually consolidates freight, then validate it against real order data before go-live, because the elegant rule 

sometimes behaves poorly against the live freight mix, a lesson supply-chain strategy makes repeatedly 

[44]. 

For CuraScript SD I encoded temperature regime directly into freight-unit building so refrigerated and 

ambient product could never coalesce into one unit, mirroring on the transportation side the segregation 

EWM enforced in picking. The configuration lever is a product-freight-group feeding an incompatibility check 

in the rule, and the pitfall is over-specifying it: too many compatibility dimensions and the rule fragments 
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freight into unplannable slivers that defeat consolidation. I tune it to the genuine physical constraints, cold-

chain and hazardous handling, and no more, because each artificial split is consolidation the optimizer can 

never recover downstream [2][44]. 

12.3 Transportation Planning and Optimization 

Transportation planning assigns freight units to freight orders and vehicles, and the optimizer is TM's engine 

for doing so at scale. Given the network, the available capacity, and a set of costs and constraints, the 

optimizer searches for the assignment that minimizes cost while respecting delivery dates, vehicle 

capacities, and compatibility rules. It turns a combinatorial problem that overwhelms manual planning into 

a set of concrete, executable freight orders that a dispatcher can act on [2]. 

Planning can be interactive or automated. In the transportation cockpit a planner sees freight units, 

capacities, and a map, and can plan manually, invoke the optimizer for a selection, or accept optimizer 

proposals selectively. I usually configure the optimizer to handle the bulk, routine consolidation while leaving 

planners the authority to override for service commitments or relationships the model does not capture. 

That balance keeps planning efficient without pretending the optimizer knows everything. 

Constraints are where planning quality is won or lost. Vehicle capacity, driving-time limits, incompatibilities, 

pickup and delivery windows, and multi-stop sequencing all constrain the search, and each must be 

modeled faithfully. An optimizer fed loose constraints produces plans that fail on the road; one fed 

constraints that are too tight finds no solution. Tuning this balance is skilled work, and I validate it against 

historical freight scenarios so planners trust that the proposals are executable. 

Consolidation is the largest prize. By combining freight units onto shared vehicles and routing them through 

hubs, the optimizer attacks the empty-mile and partial-load waste that dominates transportation cost. The 

savings are real but only realizable if the network, the freight units, and the constraints are all sound. I 

therefore treat optimization not as a switch to flip but as the payoff of disciplined modeling in every preceding 

section of this book's transportation chapters [5]. 

The optimizer turns a combinatorial assignment that overwhelms manual planning into concrete freight 

orders, searching for the lowest-cost assignment that respects delivery dates, capacities, and compatibility 

[12]. I configure it to handle bulk routine consolidation while leaving planners authority to override for 

commitments the model cannot see. Advanced planning literature frames exactly this division of labor 

between algorithmic optimization and human judgment as the key to a planning system people actually 

trust [17]. 

Constraints are where planning quality is won or lost: loose constraints yield plans that fail on the road, tight 

ones yield no solution, so I tune the balance against historical freight scenarios [18]. Consolidation is the 

largest prize, attacking empty-mile and partial-load waste, but only realizable when network, freight units, 

and constraints are all sound. The multi-criteria nature of these trade-offs, cost against service against 

feasibility, is why I treat optimization as disciplined modeling rather than a switch to flip [79]. 

A practical constraint on the optimizer that theory glosses over is runtime, because a planner waiting three 

minutes for a proposal will simply plan manually and the investment is wasted. I tune the planning-profile 

settings that trade solution quality against computation time, accepting a near-optimal plan delivered in 

seconds over a marginally better one that arrives too late to act on. For large problems I decompose the 

run by planning horizon or region rather than solving everything at once, a pragmatic decomposition 
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advanced-planning practice endorses when the full combinatorial problem exceeds what a single solve can 

usefully return [17][18]. 

12.4 Freight Order Execution and Tendering 

Once planning produces a freight order, execution begins with securing a carrier to haul it. The freight order 

is the central execution document, carrying the assigned freight units, stops, dates, and the intended carrier. 

From it the organization coordinates pickup, tracks progress, and ultimately settles charges. A well-

structured freight order is the single source of truth for a shipment's transportation leg, and its status drives 

every downstream execution and financial step [2]. 

Tendering is how a freight order is offered to carriers for acceptance. In direct tendering the order goes to 

a preferred carrier who accepts or declines; in peer-to-peer or broadcast tendering it reaches several 

carriers in sequence or in parallel until one accepts. TM automates this conversation, tracking responses 

and escalating when a carrier declines or fails to respond within the allowed window. Automating tendering 

removes the phone-and-email scramble that consumes dispatcher time [5]. 

Tendering integrates with carrier selection and business share, which the next chapter develops. The order 

in which carriers are approached reflects negotiated allocations and performance, so tendering is not 

random but governed by the commercial framework. When a preferred carrier declines, TM moves to the 

next per the strategy, preserving both the allocation commitments and the goal of covering the load 

promptly. This structured fallback is far more defensible than ad hoc carrier choice. 

Execution continues after acceptance with the coordination of physical loading and departure, which is 

where TM meets EWM. The freight order's readiness depends on the warehouse having picked, packed, 

and staged the goods, and the loading confirmation flows between the systems. Chapter 14 develops this 

EWM-TM handshake in detail; here the point is that the freight order is the execution backbone that binds 

the carrier commitment to the physical movement of goods. 

The freight order is the single source of truth for a shipment's transportation leg, carrying assigned units, 

stops, dates, and the intended carrier, and its status drives every downstream execution and financial step 

[6]. I structure it so pickup coordination, progress tracking, and settlement all resolve against one document. 

Logistics practice is emphatic that a fragmented execution record, split across spreadsheets and calls, is 

where transportation cost and service failures accumulate unseen [16]. 

Tendering automates the offer-and-accept conversation, whether direct to a preferred carrier or broadcast 

to several in sequence, tracking responses and escalating when a carrier declines within the allowed 

window [103]. It integrates with carrier selection and business share, so the order of approach reflects 

negotiated allocations rather than chance. Automating this removes the phone-and-email scramble that 

consumes dispatcher time, replacing ad hoc choice with a defensible, structured fallback the commercial 

framework governs [13]. 

The channel by which a tender actually reaches a carrier is an integration decision I design deliberately, 

because the automation only pays off if the carrier can respond without a human in the loop. For larger 

carriers I wire EDI load tenders and their accept-or-decline responses directly into TM, while smaller carriers 

use the collaboration portal, and I map the tendering timeout so a silent carrier escalates automatically 

rather than stalling the load. On programs with EDI-heavy carrier bases, hardening these transactional 
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messages was as decisive as the internal planning logic, since a lost tender strands a shipment as surely 

as a bad plan [4][13]. 

12.5 Event Management and Visibility 

Visibility turns a transportation plan into a managed process. As a shipment moves, expected events, 

departure, arrival at a stop, delivery, should be recorded and compared against the plan, so deviations 

surface while there is still time to react. Event management in the SAP landscape captures these milestones 

and raises alerts when an expected event is late or missing, converting the transportation leg from an 

assumption into a tracked reality [2]. 

Events arrive from many sources: carrier status messages over EDI, telematics feeds, driver mobile apps, 

and manual confirmations. TM and the associated visibility tooling normalize these into a coherent timeline 

against each freight order. The value is proportional to the discipline of the event model; if expected events 

and their tolerances are well defined, the exceptions that matter rise to attention and the routine stays quiet. 

A noisy, undisciplined event model trains users to ignore alerts. 

Proactive exception handling is the payoff. When a shipment misses a departure event, an alert lets a 

planner intervene, re-tender, or notify the customer before the delay becomes a service failure. In the 

healthcare and specialty-pharmaceutical distribution I have supported, where cold-chain and service-level 

commitments are strict, this early warning is not a nicety but a compliance and customer-trust requirement. 

Visibility is what makes the promised service level auditable rather than merely hoped for. 

Visibility also feeds continuous improvement. The accumulated event history reveals which lanes, carriers, 

and stops consistently underperform, informing carrier selection and network design over time. My research 

interest in data-driven performance optimization applies directly here: an honest event dataset supports 

predictive models that anticipate delays before they occur. As always, the analytics are only as good as the 

underlying capture, which is why disciplined event modeling comes first [37]. 

Events arrive from carrier EDI status messages, telematics, driver apps, and manual confirmations, and 

TM normalizes them into a coherent timeline against each freight order [4]. The value is proportional to the 

discipline of the event model: well-defined expected events and tolerances let the exceptions that matter 

rise while the routine stays quiet. A noisy model trains users to ignore alerts, which logistics 4.0 studies 

identify as a common failure mode of visibility programs [39]. 

The accumulated event history reveals which lanes, carriers, and stops consistently underperform, and my 

work on data-driven performance optimization applies directly, since an honest event dataset supports 

models that anticipate delay before it occurs [98]. Machine learning reviews in supply chain confirm that 

predictive visibility depends first on clean, structured capture [60]. As always the analytics are only as good 

as the underlying event model, which is why disciplined modeling comes before any algorithm. 

A configuration choice that decides whether visibility is proactive or merely retrospective is the expected-

event profile, which declares which milestones a given freight order should report and how much lateness 

is tolerable before an alert fires. I set these tolerances per lane and service level rather than globally, so a 

cold-chain express shipment raises an alarm far sooner than a routine ground load. Where telematics and 

geofencing can post arrival and departure automatically, I prefer them over manual confirmation, because 

an event dataset thinned by missed manual entries starves the very delay-prediction models the visibility 

program is meant to feed [37][60]. 



Sciforce Publications  
www.sciforce.org 
 

83 | P a g e  

 

Table 12.1 Core TM planning and execution objects 

Object Origin Role Downstream use 

Transportation requirement Order or delivery Captures demand to move Freight unit building 

Freight unit FU building rule Atomic planning quantity Optimization input 

Freight order Planning / optimizer Execution document Tendering, settlement 

Freight booking Capacity procurement Reserved carrier capacity Ocean/air scheduling 

Tendering Carrier selection strategy Offer to carriers Carrier commitment 

Event Execution milestone Visibility and alerting Exception handling 

 

12.6 Chapter Summary 

This chapter followed the transportation process from requirement to tracked execution. I distinguished 

order-based transportation requirements, which enable early planning, from delivery-based requirements, 

which align planning with warehouse-ready deliveries, and noted that many landscapes blend both. Freight 

unit building was presented as the foundational sizing step, analogous to warehouse order creation [2], 

whose granularity shapes every downstream plan. The optimizer converts a combinatorial assignment 

problem into executable freight orders, with consolidation as the largest prize, but only when network, freight 

units, and constraints are modeled faithfully. Freight order execution and automated tendering secure 

carriers within the commercial framework, and event management supplies visibility making service levels 

auditable and continuous improvement possible. These processes set up carrier selection and charge 

management [5]. 
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Chapter 13 

Carrier Selection, Routing, and Charge Management 

13.1 Carrier Selection and Business Share 

Carrier selection decides who hauls each freight order, and TM makes that decision a governed process 

rather than a dispatcher's habit. Selection can optimize on cost, on priority, or on allocation, choosing 

among the carriers eligible for a lane based on their agreements and performance. By formalizing selection, 

TM ensures that the cheapest compliant carrier, or the strategically preferred one, wins the load 

consistently, and that the choice can be explained and audited after the fact [2]. 

Business share is the mechanism for honoring negotiated commitments. When contracts promise a carrier 

a percentage of volume on a lane, business share allocates freight orders to keep actual assignments 

tracking toward those targets over time. TM monitors the running distribution and steers selection so 

commitments are met without manual tallying. This matters commercially, because carriers price their 

agreements on expected volume, and systematically underfeeding a carrier erodes the relationship and the 

rates [5]. 

Selection blends cost and business share with performance and constraints. A carrier that is cheapest on 

paper but chronically late may be deprioritized, and one lacking the equipment or certifications for a lane is 

excluded outright. In regulated healthcare distribution, carrier qualifications, temperature-controlled 

capability, compliance credentials, are hard constraints, not preferences. I model these so the selection 

strategy never proposes a carrier that cannot legally or physically serve the shipment. 

The selection strategy feeds directly into the tendering sequence discussed in the previous chapter. The 

order in which carriers are offered a load reflects the ranked outcome of selection, so a declined preferred 

carrier hands off to the next-best per the same logic. Keeping selection and tendering coherent means the 

commercial framework governs execution end to end, and no load is quietly awarded outside the negotiated 

structure the organization has committed to. 

Carrier selection blends cost, business share, performance, and hard constraints, and in regulated 

healthcare distribution qualifications such as temperature-controlled capability and compliance credentials 

are exclusions, not preferences [16]. I model these so the strategy never proposes a carrier that cannot 

legally or physically serve the shipment. Because selection weighs several competing criteria at once, it is 

naturally a multi-criteria decision, and I have found structured ranking methods clarify trade-offs that intuition 

handles poorly [73]. 

Formalizing selection ensures the cheapest compliant carrier, or the strategically preferred one, wins 

consistently and the choice can be explained afterward, which the multi-attribute decision literature shows 

is essential for defensible, repeatable outcomes [72]. Business share then steers assignments toward 

negotiated volume targets, because carriers price agreements on expected volume and systematically 

underfeeding one erodes the rate. In cold-chain lanes I keep qualification a gate ahead of any cost 

optimization, honoring distribution-practice obligations first [93]. 

How the weights across cost, performance, and business share are actually set is a question I refuse to 

leave to a hidden default, and I have used pairwise-comparison elicitation to make those priorities explicit 

and consistent with how the business genuinely trades service against price [78]. I then feed carrier 
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scorecards, on-time percentage, damage rate, and tender acceptance, back into the performance 

dimension on a regular cadence, so selection reflects current reality rather than the day the strategy was 

configured. Making the weighting transparent is what lets a procurement team defend a carrier award when 

a spurned carrier asks why it lost the lane [111]. 

13.2 Route Determination and Optimization 

Routing determines the path a shipment takes through the transportation network, and it directly shapes 

both cost and service. The optimizer considers the lanes, hubs, and transshipment points modeled in the 

network to find a route that meets the delivery date at the lowest cost while respecting constraints. A good 

routing decision might send freight directly on a dense lane or consolidate it through a hub on a thin one, 

and the network model determines which options the optimizer can even see [2]. 

Multi-stop routing adds sequencing to the problem. When a vehicle serves several stops, the order of those 

stops affects distance, driving time, and adherence to delivery windows, and the optimizer sequences them 

to minimize cost within the constraints. Getting the stop sequence right is where routing pays off on regional 

delivery operations, and it depends on honest lane durations and realistic loading and unloading times at 

each stop, or the promised windows will slip. 

Constraints keep routing realistic. Driving-time regulations, vehicle access restrictions, delivery windows, 

and equipment compatibility all bound the feasible routes, and each must be modeled or the optimizer will 

propose paths that cannot be driven. I invest effort in capturing these constraints faithfully, because a route 

that looks optimal but violates a driving-hour rule or a customer's receiving window is worse than a 

conservative route that actually works. 

Routing and carrier selection interact, since some carriers are strong on particular lanes or regions. The 

optimizer can consider carrier-specific costs and capabilities when routing, aligning the path with the carrier 

best suited to it. I treat routing not as a purely geographic exercise but as one facet of a combined cost-

and-capability optimization, so that the chosen route and the chosen carrier reinforce rather than undercut 

each other on every freight order [5]. 

Routing weighs direct movement on dense lanes against consolidation through a hub on thin ones, and the 

network model determines which options the optimizer can even consider [12]. Multi-stop routing then 

sequences stops to minimize distance and driving time within delivery windows, which depends on honest 

lane durations and realistic dock times or the promised windows slip. Supply-chain design texts treat this 

network-and-sequence interaction as a primary lever on distribution cost [15]. 

Constraints keep routing executable: driving-time regulations, vehicle access restrictions, delivery windows, 

and equipment compatibility all bound the feasible set, and each must be modeled or the optimizer 

proposes paths that cannot be driven [43]. I treat routing as one facet of a combined cost-and-capability 

optimization rather than a purely geographic exercise, so route and carrier reinforce each other. Balancing 

these competing objectives is again a multi-criteria problem beneath the surface [79]. 

Not every movement should be optimized from scratch, and a lever I use where lanes are stable is the 

predefined route or route schedule, which fixes a recurring milk-run's stops and timing so the optimizer 

honors a proven pattern instead of re-deriving it nightly. This matters for regional delivery loops where 

drivers, customers, and receiving windows are settled, and re-optimizing them daily invites needless churn. 

I reserve full optimization for the variable freight and let scheduled routes carry the predictable backbone, 
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a division that keeps both planners and customers confident the familiar routes will not shift unpredictably 

[2][43]. 

13.3 Freight Agreements and Rate Tables 

Freight agreements are the contractual backbone of transportation cost. An agreement captures the 

negotiated terms with a carrier, the lanes it covers, its validity, and the rates that apply, and it is the reference 

every charge calculation resolves against. Structuring agreements to mirror the real commercial deals, by 

carrier, by lane or zone, by service, is essential, because a charge that cannot find its agreement is a charge 

that cannot be calculated or defended [2]. 

Rate tables hold the actual numbers. A rate table defines charges against scales such as weight, volume, 

distance, or number of units, and the calculation reads the applicable rate by looking up the shipment's 

characteristics against those scales. Designing the scales correctly, break points, units of measure, 

calculation base, is meticulous work, and I approach it with the same discipline I apply to SD pricing, 

because small errors in a scale propagate into every settlement built on it [5]. 

Agreements and rate tables must handle the real complexity of freight pricing: base rates, surcharges, 

accessorial charges, fuel adjustments, and minimums. Each is modeled as a charge type with its own 

calculation logic, and the calculation sheet assembles them into the total. I map each commercial charge 

the carrier actually invoices to a corresponding element in the configuration, so that the calculated cost and 

the carrier's invoice reconcile cleanly rather than drifting apart and triggering disputes. 

Maintaining agreements is an ongoing discipline, not a one-time setup. Rates renegotiate, fuel surcharges 

float, and lanes are added or retired, so the agreement and rate-table data must be governed with clear 

ownership and validity dating. I insist on a maintenance process because stale rates are a silent source of 

settlement error and carrier disputes. The reliability of everything in the next two sections rests on this data 

being current, accurate, and faithful to the signed contracts. 

A freight agreement captures negotiated terms, covered lanes, validity, and applicable rates, and it is the 

reference every charge calculation resolves against, so I structure agreements to mirror the real commercial 

deals by carrier, lane or zone, and service [6]. A charge that cannot find its agreement cannot be calculated 

or defended. Logistics-cost practice is clear that agreement structure, not clever calculation, is where 

settlement accuracy is actually decided [13]. 

Rate tables hold the numbers against scales such as weight, volume, distance, or units, and I design break 

points, units of measure, and calculation bases with the discipline pricing deserves, because a small scale 

error propagates into every settlement [20]. Base rates, surcharges, accessorials, fuel adjustments, and 

minimums each become a charge type the calculation sheet assembles, and I map each to what the carrier 

actually invoices so cost and invoice reconcile rather than drift into disputes [44]. 

A recurring operational headache is loading and versioning rates at scale, because carriers deliver rate 

updates as spreadsheets on their own cadence, and a fat-fingered break point or an overlapping validity 

period corrupts settlement silently. I standardize on the rate-upload tooling with a validation step that rejects 

overlapping validity and non-monotonic scales before they reach production, and I keep the superseded 

version rather than overwriting it, so a historical charge can always be recomputed for a dispute. Treating 

rate maintenance as a controlled, auditable data process rather than an ad hoc spreadsheet import is what 

keeps settlement defensible over years [5][20]. 
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13.4 Charge Calculation and Settlement 

Charge calculation turns a freight order into a cost figure by applying the relevant agreement and rate 

tables. The calculation reads the shipment's weight, volume, distance, and other attributes, resolves the 

applicable rates and surcharges through the calculation sheet, and produces the total transportation charge. 

Because this figure drives what the organization expects to pay and what it accrues, its accuracy is a 

financial control, not merely a planning nicety, and I test it exhaustively against known freight scenarios [2]. 

Calculation happens at several points in the lifecycle. An early estimate at planning time supports carrier 

selection and cost-aware decisions, while the definitive calculation at settlement time reflects the actual 

executed shipment. Keeping these consistent matters; a planned cost that diverges wildly from the settled 

cost signals a modeling gap. I design so the same agreements and rate tables drive both, giving planners 

a trustworthy estimate and finance a defensible final figure derived from the same logic. 

Settlement produces the financial documents that formalize what is owed. From the calculated charges TM 

generates a freight settlement document that becomes the basis for the service entry and the supplier 

invoice to the carrier. This document carries the charge breakdown, so the amount is transparent and 

auditable rather than a lump sum. Structuring settlement to expose the charge detail is what allows a 

payables team to reconcile a carrier invoice line by line. 

Dispute handling is where accurate calculation proves its worth. When a carrier's invoice differs from the 

calculated charge, the detailed settlement document lets the organization identify exactly which charge 

element diverges, be it a surcharge, a scale break, or an accessorial. I have always argued that the goal of 

good charge configuration is to make disputes rare and, when they occur, quick to resolve, because 

reconciliation effort is a real and often underestimated transportation cost [5]. 

Charge calculation reads the shipment's weight, volume, distance, and attributes, resolves rates and 

surcharges through the calculation sheet, and produces the total, and because that figure drives expected 

payment and accrual its accuracy is a financial control I test exhaustively [6]. I keep the planning-time 

estimate and the settlement-time figure consistent by driving both from the same agreements and rate 

tables, so a wide divergence between them flags a modeling gap rather than a data-entry slip [8]. 

Settlement generates a freight settlement document carrying the charge breakdown, which becomes the 

basis for the service entry and the carrier invoice, and structuring it to expose detail is what lets payables 

reconcile line by line [103]. When a carrier invoice differs, the detail identifies exactly which element 

diverges, a surcharge, a scale break, an accessorial. Good charge configuration makes disputes rare and 

quick to resolve, and reconciliation effort is a real transportation cost logistics practice routinely 

underestimates [16]. 

Charge management runs in two directions that I keep carefully distinct: the carrier settlement that pays for 

haulage and the customer freight billing that recovers it, and conflating them in the calculation-sheet design 

produces margins nobody can trace. Where the business on-charges freight to customers, I model a 

separate calculation with its own agreement so the sell rate and the buy rate are independent and the 

spread is visible as forwarding margin. On distribution programs this separation let finance see freight 

profitability per customer instead of burying it, exactly the transparency a landed-cost view of the business 

demands [2][8]. 
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13.5 Freight Settlement and Financial Integration 

Freight settlement is where transportation meets finance, and the integration must be clean or the whole 

cost picture is unreliable. The freight settlement document generated in TM flows into materials 

management and finance, typically creating a purchase-order and service-entry structure that supports the 

carrier invoice and the corresponding accounting entries. This linkage is what turns a calculated charge 

into a posted, accrued, and ultimately paid liability, closing the financial loop on the physical movement [2]. 

Accruals matter for accurate period reporting. Because transportation is often invoiced well after the goods 

move, the organization must accrue the expected freight cost at the point of service so that the cost lands 

in the correct period. TM's calculated charges provide the basis for these accruals, and the later settlement 

reconciles the accrual against the actual invoice. Designing this accrual-to-settlement flow correctly is 

essential for financial accuracy in a transportation-heavy business. 

Cost distribution allocates freight cost to where it belongs. A consolidated freight order carrying many 

deliveries must apportion its cost across those deliveries, orders, or profit centers so that margin analysis 

reflects true landed cost. TM supports distributing charges down to the freight-unit level, and I configure 

that distribution to match how the business analyzes profitability. Without it, freight cost sits as an 

undifferentiated lump that obscures which products and customers are truly profitable. 

The integration to FI and MM demands the same interface discipline I apply everywhere in SAP. Settlement 

documents, service entries, and invoices move between TM, MM, and FI, and in a decentralized topology 

across systems, so I design monitoring so a stuck settlement is visible and recoverable rather than silently 

stranding a carrier payment. A transportation solution that plans and executes beautifully but settles 

unreliably fails the finance organization, and that failure surfaces quickly and painfully [8]. 

Because transportation is often invoiced well after goods move, the organization must accrue expected 

freight cost at the point of service so cost lands in the right period, and TM's calculated charges provide 

that accrual basis before the later settlement reconciles it [5]. Designing this accrual-to-settlement flow 

correctly is essential for financial accuracy in a transportation-heavy business, and I test it against real 

invoice timing rather than assuming the ideal case [6]. 

Cost distribution apportions a consolidated freight order's cost across its deliveries, orders, or profit centers 

so margin analysis reflects true landed cost rather than an undifferentiated lump [103]. I configure that 

distribution to the freight-unit level to match how the business analyzes profitability. Across regulated 

programs I applied the same interface discipline to settlement that I apply everywhere, monitoring the flow 

to MM and FI so a stuck settlement is visible and recoverable rather than silently stranding a carrier payment 

[99]. 

One efficiency I push where the carrier relationship allows is evaluated receipt settlement, in which TM's 

own calculated and agreed charge generates the credit to the carrier without waiting for their invoice, 

eliminating the reconciliation step entirely for high-trust, high-volume lanes. It only works on top of 

impeccable agreement and rate data, so I gate it behind a period of running the calculation in parallel with 

actual invoices and confirming they reconcile within tolerance. Where they do, self-billing removes a whole 

class of dispute; where rate data is shaky, I keep conventional invoice verification until it earns the upgrade 

[8][103]. 
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Table 13.1 Carrier, routing, and charge management elements 

Element Purpose Key inputs Financial impact 

Carrier selection Choose eligible carrier Cost, business share, performance Freight cost, compliance 

Business share Honor volume commitments Contract allocations Rate stability 

Route optimization Path and stop sequence Network, constraints Distance-based cost 

Freight agreement Contractual terms Lanes, validity, rates Basis for calculation 

Rate table Charge values by scale Weight, volume, distance Calculated charges 

Freight settlement Formalize amounts owed Calculation sheet Accrual, invoice, FI posting 

 

13.6 Chapter Summary 

This chapter completed the transportation picture with the commercial and financial disciplines that govern 

it. Carrier selection was framed as a governed decision balancing cost, business share, performance, and 

hard qualification constraints, feeding directly into the tendering sequence [2]. Route determination 

optimizes path and stop sequence within realistic driving and window constraints, interacting with carrier 

capability. Freight agreements and rate tables form the contractual backbone that charge calculation 

resolves against, and I stressed maintaining them with the same rigor as SD pricing. Charge calculation 

and settlement turn freight orders into auditable cost documents, while financial integration to MM and FI 

closes the loop through accruals, cost distribution, and interface monitoring. Together these ensure 

transportation is executed, costed, and settled accurately [5]. 
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Chapter 14 

EWM-TM Integration and End-to-End Logistics Execution 

14.1 The Advanced Shipping and Receiving Process 

Advanced Shipping and Receiving is the process that formally binds EWM and TM into one coordinated 

execution, and it is where the two disciplines I have spent my career on finally meet on the dock. Rather 

than warehouse and transportation running as loosely coupled silos, the integrated process shares a 

common view of the transportation unit and the vehicle, so that the freight order in TM and the loading 

activity in EWM refer to the same physical objects. That shared object model is the foundation of everything 

in this chapter [4]. 

The value of the integration is a single, consistent story from pick to departure. When a freight order is 

planned in TM, its transportation units become visible to EWM as the physical containers to load, and 

EWM's loading confirmations flow back to update the freight order's execution status. There is no re-keying, 

no reconciliation of two disconnected records; the warehouse and the carrier commitment share one thread. 

This is precisely the seamlessness that the earlier warehouse and transportation chapters were building 

toward [2]. 

The process applies symmetrically to outbound and inbound. On the outbound side, transportation planning 

drives what the warehouse stages and loads; on the inbound side, the expected transportation unit and its 

advanced shipping notification drive receiving and deconsolidation. In the MicroVention outbound work, 

where goods issue, loading, and shipping had to integrate cleanly with the shipping ERP and XPS, this kind 

of coordinated handoff was exactly what kept the regulated flow disciplined and auditable. 

Getting Advanced Shipping and Receiving right is fundamentally about a shared data model and disciplined 

status synchronization. The transportation unit, the vehicle, the freight order, and the delivery must all stay 

consistent as physical events unfold. The remaining sections of this chapter work through the specific 

coordination points, door and yard management, loading and proof of delivery, and the orchestration that 

ties them into one end-to-end execution the organization can trust. 

Advanced Shipping and Receiving rests on a shared object model in which the freight order in TM and the 

loading activity in EWM refer to the same transportation unit and vehicle, which is exactly the integration 

the embedded S/4HANA EWM design is built to enable [3]. There is no re-keying and no reconciliation of 

two disconnected records; warehouse and carrier commitment share one thread from pick to departure, 

and that shared model is the foundation of everything that follows in this chapter [5]. 

The process applies symmetrically: outbound, transportation planning drives what the warehouse stages 

and loads; inbound, the expected transportation unit and its advanced shipping notification drive receiving 

and deconsolidation [103]. In the MicroVention outbound work, where goods issue, loading, and shipping 

integrated with the shipping ERP and an external parcel system, this coordinated handoff kept a regulated 

flow disciplined and auditable, the kind of cross-system rigor I have argued regulated ERP implementations 

must engineer from the start [99]. 

A practical point worth flagging is that Advanced Shipping and Receiving is a deliberately activated 

capability with its own prerequisites, not simply the default behavior of a fresh S/4HANA system, so I confirm 

the release level and the EWM-TM integration switches early in a program. Coexistence with classic 
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delivery-based shipping during a transition also needs a decision, because running both for different flows 

demands clear rules about which process owns which delivery. On a landscape modernization I map this 

activation and coexistence explicitly, since discovering mid-build that a required integration component is 

inactive is an avoidable and costly surprise [3][4]. 

14.2 Door and Yard Management 

Yard management extends warehouse and transportation control into the space between the gate and the 

dock. A yard holds trailers, containers, and vehicles as they wait, move, and are positioned for loading or 

unloading, and modeling it lets EWM and TM track these units as first-class objects rather than losing sight 

of them the moment they leave the road. In a busy distribution center the yard is where a surprising amount 

of time and cost hides, and managing it deliberately reclaims that lost efficiency [1]. 

Door determination connects the transportation plan to the physical dock. Each dock door has 

characteristics, its location, its equipment, the routes or carriers it serves, and door determination assigns 

loading and unloading activities to the appropriate door so that freight accumulates where the vehicle will 

actually berth. Coordinating door assignment with staging means packed handling units are positioned near 

the door their transportation unit will use, shortening the final move and smoothing the loading sequence. 

Check-in and check-out formalize the vehicle's lifecycle in the yard. When a vehicle arrives it checks in 

against its expected transportation unit or freight order, is directed to a waiting position or a door, and is 

tracked through its yard movements until it departs. This visibility turns the yard from an untracked holding 

area into a managed queue, letting the operation sequence vehicles to doors in a way that matches labor 

availability and the wave plan inside the warehouse. 

Yard and door management are where warehouse throughput and transportation schedules must reconcile 

physically. A perfectly planned wave is wasted if trailers are not spotted at the right doors when the freight 

is staged, and a well-run yard is wasted if the warehouse cannot fill the trailers on time. I design these two 

clocks to be coordinated, treating door and yard management as the synchronization layer that keeps inside 

and outside operations moving to the same beat [2]. 

Modeling the yard lets EWM and TM track trailers, containers, and vehicles as first-class objects rather 

than losing sight of them the moment they leave the road, and in a busy center a surprising amount of time 

and cost hides in that space [3]. Door determination then assigns loading and unloading to the appropriate 

dock by its location, equipment, and served routes, so freight accumulates where the vehicle will actually 

berth, shortening the final move the transportation plan implies [5]. 

Check-in and check-out formalize the vehicle's lifecycle, matching an arrival against its expected 

transportation unit, directing it to a waiting position or door, and tracking yard movements until departure, 

which turns an untracked holding area into a managed queue [102]. Sequencing vehicles to doors against 

labor availability and the wave plan is where yard discipline pays, and distribution-management practice 

treats this gate-to-dock coordination as a genuine and often overlooked source of efficiency [29]. 

A lever that transforms dock congestion is carrier appointment scheduling, and I integrate the booking of 

arrival windows with the yard and door model so a carrier's slot is reserved against real dock and labor 

capacity rather than issued blind. Without it, trailers cluster at shift start and starve mid-afternoon, and the 

yard absorbs the shock as detention cost. On busy distribution sites I have paired appointment windows 
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with the wave plan so inbound receiving and outbound loading are leveled across the day, turning the gate 

into a smoothing valve rather than a bottleneck the yard silently pays for [2][29]. 

14.3 Coordinating Warehouse and Transportation Execution 

Coordinating EWM and TM execution means keeping two planning worlds in step as physical work unfolds. 

Transportation planning sets what must ship, on which vehicle, by when; warehouse execution turns that 

into waves, warehouse orders, picks, and packs. The coordination challenge is timing: the warehouse must 

complete its work in the sequence and by the deadlines the transportation plan implies, and the 

transportation plan must reflect what the warehouse can realistically deliver. Neither can be planned in 

ignorance of the other [2]. 

The transportation unit is the shared anchor. TM's freight order references transportation units, and those 

same units drive EWM's staging and loading, so both systems act on one physical container concept. When 

the warehouse packs handling units and assigns them to a transportation unit, that assignment is 

meaningful to TM; when TM re-plans a load, EWM sees the change. This shared object is what prevents 

the two systems from drifting into inconsistent pictures of the same shipment [4]. 

Status synchronization keeps the coordination honest. Loading confirmation in EWM updates the freight 

order's execution status in TM; goods issue relieves inventory and signals that the transportation leg can 

proceed; a re-tender or a carrier change in TM feeds back into how the warehouse stages. I design these 

status flows explicitly, mapping which event in one system must update which status in the other, because 

an unmapped status is exactly where the integrated process silently breaks. 

Exception handling across the boundary is the real test of the design. A short pick, a damaged handling 

unit, a late trailer, or a declined tender all ripple across both systems, and the process must resolve them 

coherently rather than stranding a shipment between two owners. Across the greenfield programs I have 

led, the integrations that held up under pressure were the ones where cross-system exceptions had defined 

ownership and defined recovery paths, not just a clean happy path that assumed nothing would ever go 

wrong. 

The transportation unit is the shared anchor: TM's freight order references it, and the same unit drives EWM 

staging and loading, so both systems act on one physical container concept rather than drifting into 

inconsistent pictures [103]. When the warehouse assigns handling units to a transportation unit, that 

assignment is meaningful to TM; when TM re-plans a load, EWM sees the change. Keeping this object 

common is what the integrated design exists to guarantee [5]. 

Status synchronization keeps the coordination honest, and I map explicitly which event in one system 

updates which status in the other, because an unmapped status is exactly where the integrated process 

silently breaks [37]. Cross-boundary exception handling is the real test: a short pick, a damaged HU, a late 

trailer, or a declined tender ripples across both systems, and global operations practice shows that defined 

ownership and recovery paths, not a clean happy path, are what carry integrations through pressure [35]. 

The coordination I find most often missing is the feedback from warehouse capacity into transportation 

planning, so I design it deliberately rather than assuming TM can plan in ignorance of the floor. If picking is 

running behind against a wave, the freight order tied to that work is at risk, and surfacing that warehouse 

signal early lets a planner hold or re-tender before the trailer waits at the dock. On the integrated programs 

I led, this bidirectional awareness, transportation constraining the warehouse and the warehouse informing 
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transportation, separated a genuinely coordinated execution from two systems merely exchanging 

documents [5][103]. 

14.4 Loading, Sealing, and Proof of Delivery 

Loading is the physical culmination of the outbound process and a tightly coordinated EWM-TM event. As 

handling units move from staging onto the transportation unit, EWM confirms loading at the HU level so the 

system knows exactly what is on the vehicle, and that confirmation updates the freight order in TM. This 

piece-level loading confirmation is what lets the shipment's contents be verified against both the delivery 

and the freight order before the vehicle ever leaves [1]. 

Sealing formalizes the integrity of the load. Once a trailer or container is fully loaded and verified, a seal is 

applied and its number recorded against the transportation unit, creating a tamper-evident record that 

travels with the shipment. In regulated and high-value distribution, the pharmaceutical and medical-device 

programs I have worked, seal management is a compliance requirement, giving the receiving party 

assurance that the load was not disturbed in transit. Recording the seal in the system makes that assurance 

auditable. 

Goods issue and the advanced shipping notification close the outbound handshake. Posting goods issue 

relieves inventory and finalizes ownership transfer, and the resulting ASN informs the customer precisely 

what is arriving, down to the handling-unit hierarchy built during packing. Because the HU has carried its 

identity from the pack bench through loading, the ASN the customer receives is an accurate, verified 

manifest rather than an optimistic estimate, which is exactly what a demanding trading partner expects. 

Proof of delivery closes the loop at the destination. When the shipment arrives, the receiving confirmation, 

quantities accepted, discrepancies noted, feeds back through TM and, where relevant, updates settlement 

and billing. A clean proof of delivery confirms that the service the carrier is paid for was actually rendered 

and that the customer received what the ASN promised. This final confirmation is what makes the end-to-

end process not just executed but verified from origin dock to destination dock [2]. 

Sealing formalizes load integrity: once a trailer is loaded and verified, a seal is applied and its number 

recorded against the transportation unit, creating a tamper-evident record that travels with the shipment, 

and in healthcare distribution I align that identification to sector standards [95]. In regulated and high-value 

programs seal management is a compliance requirement giving the receiving party assurance the load was 

undisturbed, and recording it in the system is what makes that assurance auditable under distribution-

practice obligations [93]. 

Because the handling unit carries its identity from the pack bench through loading, the ASN the customer 

receives is an accurate, verified manifest down to the HU hierarchy rather than an optimistic estimate, which 

is what a demanding trading partner expects [4]. Proof of delivery then closes the loop at destination, 

feeding accepted quantities and discrepancies back through TM to update settlement and billing, so the 

service the carrier is paid for is confirmed actually rendered [5]. 

A loading detail that pays off on multi-stop routes is sequencing the load so the first delivery is nearest the 

door, and I coordinate EWM's loading order with the stop sequence TM planned so drivers are not unloading 

the whole trailer at the first stop. Getting this wrong looks harmless in the system yet costs real minutes at 

every drop. On the receiving side I design proof-of-delivery discrepancy capture to feed a claims and 
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dispute path, because an unrecorded short or damage at the customer dock becomes an unwinnable 

argument weeks later when the settlement is already paid [1][2]. 

14.5 End-to-End Process Orchestration 

End-to-end orchestration is the discipline of making order, warehouse, transportation, and finance behave 

as one process rather than four. An order becomes a delivery, the delivery becomes warehouse work and 

a transportation requirement, the requirement becomes freight units and freight orders, execution loads and 

ships the goods, and settlement costs and pays for the movement. Orchestrating this means every handoff 

is defined, every status flows to where it is needed, and no step assumes the previous one silently 

succeeded. 

The architect's role is to own the seams. Individual modules, EWM, TM, SD, MM, FI, are each competent 

in isolation; the value and the risk live at the interfaces between them, carried over the core interface, IDocs, 

EDI, and qRFC queues. I map each cross-module handoff, define its trigger, its payload, and its failure 

behavior, and build monitoring so a stuck message is visible and recoverable. This interface discipline, 

more than any single module's configuration, is what determines whether the end-to-end process is reliable 

[103]. 

Orchestration must be designed for failure, not just for success. Real operations produce short picks, 

declined tenders, late trailers, and stuck interfaces, and a robust process defines who owns each exception 

and how it recovers. Across the greenfield S/4HANA programs I led at Zimmer Biomet, CuraScript SD, and 

MicroVention, the disciplined mapping of exceptions and recovery paths was what carried the solutions 

through hypercare and into stable steady-state operation without recurring firefighting. 

The reward for good orchestration is a supply chain that behaves as a coherent whole. Order status reflects 

transportation reality, financial accruals reflect physical movement, and the customer's ASN reflects what 

is truly on the truck, because the same objects and statuses thread through every stage. My published 

research and patents on AI-driven supply-chain optimization build on exactly this foundation: intelligent 

planning only delivers value on top of a well-orchestrated execution layer that keeps the digital and physical 

worlds faithfully aligned [37]. 

The architect's role is to own the seams, because individual modules are competent in isolation while the 

value and risk live at the interfaces between them, carried over the core interface, IDocs, EDI, and qRFC 

queues [4]. I map each cross-module handoff, its trigger, payload, and failure behavior, and build monitoring 

so a stuck message is visible and recoverable. That interface discipline, more than any single module's 

configuration, decides whether the end-to-end process holds together [10]. 

The reward is a supply chain that behaves as a coherent whole, where order status reflects transportation 

reality, accruals reflect physical movement, and the customer's ASN reflects what is truly on the truck, 

because the same objects and statuses thread through every stage [115]. My work on AI-driven supply-

chain optimization builds on exactly this foundation, because intelligent planning delivers value only atop 

an execution layer that keeps the digital and physical worlds faithfully aligned [35]. 

Beyond designing the seams, I insist on a single operational vantage point over them, because a stuck 

IDoc in one queue and a failed core-interface message in another are the same class of problem and should 

surface on one monitor, not five. I standardize error handling through an application-interface framework 

so business users, not just Basis, can triage and reprocess failures with context, and I pair it with a run-
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book that names an owner for each interface. This observability layer is the unglamorous machinery that 

keeps an orchestrated supply chain trustworthy once the implementation team has gone and steady-state 

operations own it [10][115]. 

Table 14.1 EWM-TM integration touchpoints across the execution flow 

Touchpoint EWM role TM role Shared object 

Planning handoff Receives units to stage Plans freight order Transportation unit 

Yard / door Door determination, staging Vehicle scheduling Vehicle / TU 

Loading HU-level load confirmation Updates execution status Transportation unit 

Sealing Records seal number Carries seal on shipment Seal / TU 

Goods issue / ASN Posts GI, builds ASN Confirms departure Outbound delivery 

Proof of delivery Inbound receipt confirm Settlement trigger Freight order 

 

14.6 Chapter Summary 

This chapter united the warehouse and transportation disciplines into one end-to-end execution. Advanced 

Shipping and Receiving binds EWM and TM through a shared model of transportation units and vehicles, 

so freight orders and loading activities act on the same physical objects [4]. Door and yard management 

synchronize inside and outside operations, positioning trailers where staged freight accumulates. 

Coordinated execution keeps two planning worlds in step through the shared transportation unit and 

disciplined status synchronization, with cross-system exception handling as the real test of the design. 

Loading, sealing, goods issue, the ASN, and proof of delivery verify the shipment from origin to destination. 

Ultimately, orchestration owns the seams between modules, making order, warehouse, transportation, and 

finance behave as one reliable, auditable process [103]. 
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Chapter 15 

3PL Connectivity and External System Integration 

15.1 The Third-Party Logistics Integration Problem 

Few programs I lead run inside a single system boundary. Warehouses hand freight to carriers, brokers, 

and third-party logistics providers whose systems never speak native SAP. The integration problem is 

therefore the first architecture question, not the last. Getting an outbound delivery picked and packed is 

meaningless if the ASN never reaches the 3PL, or if the carrier's tracking number never returns to the 

delivery document. I treat external connectivity as a core design stream from blueprint onward. 

The difficulty is that each partner has its own dialect. One 3PL consumes ANSI X12 EDI; another expects 

an IDoc over a value-added network; a parcel carrier exposes a REST web service with a rate call and a 

label response. Data granularity differs too, since a partner may want handling-unit detail SAP holds but 

the delivery header hides. Mapping these differences without corrupting the SAP document model is the 

recurring engineering task across every client in this part. 

I also weigh ownership. Who monitors the queue when a message fails at two in the morning, who owns 

the mapping when a partner changes a segment, and how errors surface to a warehouse operator rather 

than a Basis administrator. These questions decide middleware choice and error-handling design as much 

as any protocol does. This chapter walks the interface stack SAP offers for external logistics connectivity, 

from IDoc and EDI through PI/PO middleware to parcel systems and the monitoring that keeps them honest. 

Over years of cross-functional integration work I have learned that the partner boundary, not the module 

boundary, is where programs stumble [103]. A 3PL contract signed by procurement rarely names the 

segment qualifiers my mappings must honor, yet those details decide whether an ASN lands or drops [4]. 

I now insist the logistics blueprint treat external connectivity as a first-class design object, mapped alongside 

the delivery and warehouse processes it feeds [6], because a supply chain is only as reliable as its weakest 

handoff [13]. 

The logistics literature frames the third party as an extension of the firm's own network rather than a black 

box beyond it [20]. When I inventory partners at blueprint I record protocol, data granularity, 

acknowledgement expectation, and failure ownership for each, so no interface is discovered late [4]. This 

partner register becomes the backbone of the integration workstream, and it is the artifact I defend most 

fiercely when scope pressure tempts a team to skip it [103]. 

One pitfall I have watched nearly sink an otherwise clean 3PL cutover is logical-system naming that leaks 

between environments. When a partner profile in WE20 points at a logical system whose RFC destination 

still resolves to the QA endpoint after a transport, test ASNs quietly reach a live 3PL, or worse, productive 

ones vanish into a sandbox. I now mandate environment-specific logical systems and a documented BD54-

to-SM59 mapping reviewed at every transport, and I make the cutover runbook prove each destination 

resolves to its intended partner before the first productive DESADV ever leaves the box [103], [4]. 

15.2 IDoc, EDI, and Web-Service Interfaces 

IDoc remains the workhorse for logistics integration. For 3PL flows I lean on DESADV for the outbound 

ASN, SHPMNT for shipment data, WHSCON for warehouse confirmations, and DELVRY for inbound and 

outbound delivery replication. Each is a structured, versioned document with control, data, and status 
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records that make reprocessing tractable. The partner profile in WE20 governs which message flows to 

which logical system, and the port defines the transport that carries it. 

EDI sits on top of that. A translator, often the middleware, converts an X12 856 into a DESADV IDoc or an 

inbound 940 warehouse shipping order into a delivery. I insist the mapping preserves qualifiers and control 

numbers so functional acknowledgements reconcile cleanly. The trap is treating EDI as free text; it is a 

strict grammar, and a single unmapped segment silently drops data that a warehouse operator later cannot 

explain and no one thought to test. 

Web services cover the real-time cases IDoc handles poorly, such as a synchronous rate quote, a label 

request, or an address validation. Here I expose or consume SOAP or REST through the integration layer 

rather than point to point from the ERP, so credentials, retries, and payload logging live in one governed 

place. Latency budgets matter: a parcel label call blocking a packing station must return in seconds or the 

operator abandons the transaction entirely. 

Choosing between them is a design decision, not a preference. High-volume, latency-tolerant, document-

shaped flows go asynchronous over IDoc and EDI with guaranteed delivery. Interactive, request-response, 

low-volume flows go web service. I document the choice per interface in the blueprint so testing, monitoring, 

and support all inherit the same contract, and so a future enhancement does not quietly bolt a synchronous 

call onto an asynchronous backbone that was never built for it. 

IDoc's durability comes from its structure of control, data, and status records that make a failed message 

reprocessable rather than lost [4]. On the regulated device programs I ran, that reprocessability was itself 

compliance-relevant, because a dropped confirmation is a traceability gap, not merely a nuisance [99]. I 

standardize on the canonical logistics messages and resist bespoke IDoc types, since every custom 

structure is a lifetime maintenance and testing cost the client inherits long after I have gone [6]. 

EDI is a strict grammar layered on that backbone, and I treat the translator's mapping as production code, 

versioned and tested, not throwaway configuration [4]. Web services cover the synchronous cases IDoc 

serves poorly, and I expose them through the integration layer with Fiori-consistent governance rather than 

point-to-point calls buried in ABAP [10]. Materials-management flows that trigger these interfaces must 

carry consistent master data, or the cleanest mapping still fails on an unknown plant or unit of measure [8], 

[103]. 

A subtle IDoc trap on the confirmation path is ordering. WHSCON messages that post picks and then goods 

issue must apply in sequence, yet a partner batching them over AS2 can deliver them out of order, so a 

goods-issue confirmation lands before the pick it depends on and fails. I address this with serialization 

groups and, where the partner cannot guarantee order, an inbound holding step that sequences by 

document reference before posting. Treating message ordering as an explicit design decision, rather than 

a transport-layer accident, is what keeps confirmations from failing in ways an operator can never diagnose 

[4], [8]. 

15.3 SAP PI/PO and Integration Middleware 

SAP PI/PO earns its place when more than a couple of partners are involved. Rather than scatter partner-

specific logic across ABAP, I centralize mapping, protocol conversion, and routing in the middleware. The 

Integration Engine handles the SAP side; the Adapter Engine speaks EDI, AS2, SFTP, and HTTP to the 
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outside world. This separation means a partner changing an EDI segment touches one message mapping, 

not a dozen user exits scattered through the delivery process. 

A typical outbound flow runs cleanly: SAP emits a DELVRY or DESADV IDoc, PI/PO receives it on the IDoc 

adapter, a message mapping restructures it into the partner's X12 856, and the AS2 or SFTP adapter 

delivers it with a message-level acknowledgement. Inbound confirmations reverse the path, landing as 

WHSCON to confirm picks and post goods issue. The middleware's message monitor gives one place to 

see a stuck message, its payload, and its full audit trail. 

I design the middleware for change, not just for go-live. Interface and receiver determination are configured 

so onboarding a new 3PL is largely a matter of a new mapping and channel, not new development. Value-

mapping tables hold partner-specific codes for plant, carrier, and unit of measure outside the mapping logic, 

so a business analyst can maintain a cross-reference without a transport. That discipline is what keeps a 

growing partner landscape maintainable over years. 

Where a client has moved toward S/4HANA and cloud integration, the same principles carry to the Cloud 

Platform Integration successor, but the governance question is unchanged: one owned, monitored, 

documented hop between SAP and each partner. I resist the temptation of direct database or file drops 

between systems; they are quick to build and impossible to support when a warehouse is waiting on a 

missing confirmation at shift change with no visibility into where it went. 

Centralizing partner logic in middleware is a bet on change, and every multi-partner program I have run has 

paid it off [103]. When a 3PL alters a segment, I want one message mapping to touch, not a dozen exits 

scattered through the delivery flow [4]. Industry 4.0 logistics increasingly assumes this kind of integration 

fabric, where systems interoperate through governed hops rather than brittle file drops [39], and I design 

the landscape so onboarding a partner is configuration, not development [6]. 

Value-mapping tables are the unglamorous heart of a maintainable middleware layer [4]. Holding partner 

codes for plant, carrier, and unit of measure outside the mapping logic lets a business analyst maintain a 

cross-reference without a transport, which keeps a growing landscape sane [103]. The broader operations-

management literature treats this decoupling of interface logic from business logic as a precondition for 

digital supply chains that scale [35]. 

One discipline I refuse to skip in the middleware is closing the acknowledgement loop with the EDI 997 and 

its IDoc equivalent, CONTRL. It is tempting to fire a DESADV and assume delivery, but without capturing 

the partner's functional acknowledgement the middleware cannot tell a received message from a silently 

rejected one. In PI/PO I configure the 997 to update the original IDoc status and raise an alert when none 

arrives inside the agreed window. That single mechanism converts optimistic sending into confirmed 

delivery, and it is the backbone of the daily reconciliation I run against every partner [4], [103]. 

15.4 XPS and External Parcel/Shipping Systems 

At MicroVention I integrated outbound execution with a shipping ERP and an external parcel system, XPS, 

and that pattern recurs across device and pharma clients. XPS owns carrier rate shopping, compliant label 

and documentation generation, and manifesting across small-parcel carriers. SAP owns the delivery, the 

handling unit, and the goods issue. The interface's job is to pass packed HU data out and bring tracking 

numbers, freight cost, and confirmation back onto the delivery document. 
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The trigger is packing. When an operator closes a handling unit, SAP sends weight, dimensions, ship-to, 

and service level to the parcel system, which selects the carrier and returns a label rendered at the pack 

station and a tracking number written back to the HU. Getting the handshake synchronous and fast is 

essential; a device shipment cannot wait, and a failed label call must not leave a half-packed, unlabeled 

HU stranded in the interface. 

I keep the boundary clean. SAP remains the system of record for what shipped and when goods issue 

posted; the parcel system remains the authority on carrier selection and label compliance. Duplicating 

carrier logic inside SAP would only drift out of sync with carrier rules that change constantly. The tracking 

number flowing back closes the loop for customer service and, in regulated shipments, for the shipment 

record that traceability later depends on. 

Cold-chain and regulated flows add requirements to the same interface. For CuraScript SD specialty 

pharmaceuticals the parcel handshake had to carry service-level and packaging signals so temperature-

controlled shipments took the right lane, and the returned documentation had to satisfy audit. I design the 

XPS interface to carry those attributes as first-class fields rather than free-text notes, because a lost service-

level flag is a spoiled shipment, not merely a data defect on a screen. 

The parcel handoff is deceptively simple until a regulated shipment crosses it [99]. At the pack station the 

interface must carry weight, dimensions, ship-to, and service level outward and bring a label and tracking 

number back within seconds, or the operator abandons the transaction [103]. SAP transportation 

management frames this carrier boundary as a distinct planning and execution concern [2], and I keep SAP 

the system of record for what shipped while the parcel system owns carrier selection and compliant labeling 

[5]. 

Cold-chain and controlled shipments load the same interface with compliance weight. For specialty 

pharmaceuticals the handshake had to carry packaging and temperature-lane signals so a shipment took 

the right service, and the returned documentation had to satisfy good-distribution expectations [93]. Where 

serialized product ships, GS1 identifiers must accompany the handling unit so downstream partners can 

verify it [95], which is why I model these attributes as first-class interface fields rather than free-text notes 

a mapping can silently drop [99]. 

At MicroVention the parcel call taught me to design for the label that half-succeeds. A carrier system can 

generate a tracking number and then time out before the label renders at the pack station, leaving SAP 

unsure whether to retry, which risks a duplicate shipment and a double freight charge. I solved it with an 

idempotency key on the handling unit, so a retried call returns the original label rather than booking a 

second, plus a void step that cancels an orphaned tracking number. Modeling that failure explicitly, rather 

than assuming a clean round trip, is what kept the pack line honest [99], [5]. 

15.5 Interface Monitoring and Error Handling 

An interface nobody watches is an outage waiting to happen. I build monitoring as a deliverable, not an 

afterthought. On the SAP side that means IDoc status monitoring in WE02 and BD87, qRFC queue 

monitoring in SMQ1 and SMQ2, and the application logs where the delivery process records failures. On 

the middleware side it means the message monitor and channel monitoring. The goal is that a failed 3PL 

confirmation is visible within minutes, with its payload, to someone who can act. 
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Error handling has to distinguish transient from structural. A network blip on an AS2 channel deserves 

automatic retry with backoff; a mapping failure from an unexpected EDI segment deserves a hard stop and 

a human. I configure both, and I route alerts to the right owner: Basis for connectivity, the integration team 

for mappings, warehouse leads for business-data exceptions like an unknown ship-to. Blanket alerting to 

one mailbox trains everyone to ignore it. 

Reprocessing must be safe and idempotent. IDocs support controlled reprocessing through status 

management, and I insist confirmations are designed so a replayed WHSCON does not double-confirm a 

pick or double-post goods issue. Where a message cannot be auto-recovered, a clear operational runbook 

tells the warehouse how to fall back to a manual label or manual confirmation without losing the audit trail 

that regulated clients require at every step. 

I close the loop with reconciliation. Daily counts of ASNs sent versus acknowledged, tracking numbers 

expected versus received, and confirmations outstanding surface silent drops that status monitors miss. In 

regulated environments this reconciliation is itself audit evidence, as Chapter 19 discusses. Monitoring, 

tiered error handling, safe reprocessing, and reconciliation together turn a fragile partner landscape into 

one a support team can actually run through peak and hypercare. 

I design monitoring as a deliverable because an interface nobody watches is an outage in waiting [103]. 

On regulated programs the monitoring itself carries evidentiary weight: electronic-record expectations 

require that system actions be attributable and traceable, so a stuck confirmation must be visible with its 

payload and its history [89]. I tier alerting by owner and by transient-versus-structural fault, and I validate 

the whole error-handling design as I would any GxP-relevant behavior [88]. 

Reprocessing must be idempotent, or recovery becomes a new defect [4]. I design confirmations so a 

replayed message never double-posts a goods issue, and I back that with daily reconciliation of ASNs sent 

against acknowledged and tracking numbers expected against received [103]. In a serialized, secure supply 

chain that reconciliation is compliance evidence that product movement stayed intact [86], and security 

standards for the supply chain treat exactly this kind of monitored, recoverable interface as a control 

objective [91]. 

A monitoring refinement I have come to rely on is age-based alerting rather than status-based alerting 

alone. An IDoc sitting in status 64 is not an error, so status monitors ignore it, yet a WHSCON that has 

waited two hours past its expected confirmation window is a real problem the warehouse needs to see. I 

configure interface monitoring in Solution Manager with per-interface latency thresholds so silence itself 

raises an alert. Pairing that with disciplined BD87 reprocessing scope, never mass-reprocessing blindly, 

keeps recovery targeted and stops a well-meaning operator from replaying a thousand IDocs that were 

merely waiting [103], [4]. 

Table 15.1 Interface mechanisms for 3PL and external logistics connectivity 

Interface Type Typical SAP Object Transport / Adapter Sync Mode Primary Use 

Outbound ASN DESADV IDoc EDI 856 via AS2 Asynchronous Notify 3PL of shipment 

Warehouse confirmation WHSCON IDoc EDI 945 via SFTP Asynchronous Confirm pick and goods issue 

Parcel label / rate REST or SOAP service HTTP via XPS Synchronous Carrier select and label 

Inbound shipping order DELVRY IDoc EDI 940 via VAN Asynchronous 3PL warehouse order 

Address validation Web service HTTP Synchronous Validate ship-to at pack 

 



Sciforce Publications  
www.sciforce.org 
 

101 | P a g e  

 

15.6 Chapter Summary 

External connectivity is an architecture stream, not a bolt-on. This chapter argued that 3PL, carrier, and 

parcel integration begins at blueprint, where I choose asynchronous IDoc and EDI for high-volume 

document flows and web services for interactive rate and label calls. SAP PI/PO centralizes mapping, 

routing, and protocol conversion so a growing partner landscape stays maintainable [103], while external 

parcel systems such as XPS own carrier selection and compliant labeling behind a clean, fast interface [4]. 

Monitoring, tiered error handling, idempotent reprocessing, and daily reconciliation keep the whole 

landscape supportable. The MicroVention and CuraScript SD programs show why a lost service-level flag 

or dropped confirmation is an operational failure, not a mere data defect. 
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Chapter 16 

Greenfield Implementation Strategy and Program Governance 

16.1 From Concept to Hypercare: The Delivery Lifecycle 

Every greenfield program I have led, from Zimmer Biomet and CuraScript SD to MicroVention and Indorama 

Ventures, traveled the same arc from concept to hypercare, even though the industries differed sharply. 

The value of naming the lifecycle explicitly is that it forces a shared vocabulary across a client's executives, 

the functional teams, and the developers. When everyone knows whether we are in blueprint or in SIT, 

expectations about change, scope, and defects align, and the program stops arguing about what phase it 

is in. 

I blend ASAP-style phase discipline with Agile delivery inside phases. The macro structure of prepare, 

blueprint, realize, test, deploy, and run gives governance its checkpoints, while Scrum sprints inside 

realization keep configuration and development moving against demonstrable increments. This hybrid 

matters on regulated programs, where a validation and documentation trail is mandatory, yet the build still 

benefits from iteration and early business feedback rather than a single big-bang handover at the very end. 

The lifecycle is also where risk is priced. Cutover strategy, data-migration load sequence, and the shape of 

hypercare are decisions I make early, not at the end, because they constrain everything upstream. This 

chapter follows that arc, from blueprinting and fit-gap through governance and stakeholder alignment, the 

testing strata, and finally cutover, go-live, and hypercare, as the backbone every case study in this part 

rests on. 

Naming the lifecycle is not bureaucracy; it is how a program stops arguing about which phase it is in [19]. 

The planning literature treats supply-chain projects as staged strategy, planning, and operation problems 

[11], and I borrow that discipline to give executives, functional teams, and developers a shared vocabulary. 

Whether the client is a device maker or a chemical producer, the arc from concept to hypercare holds, and 

advanced-planning frameworks show why phase structure survives across wildly different industries [17]. 

I blend phase gates with iteration because pure waterfall ages badly and pure agile loses the audit trail 

regulated clients need [12]. Designing and managing a supply chain is an exercise in reconciling structure 

with adaptation, and I have carried that balance from Zimmer Biomet through Indorama [35]. My own writing 

on AI-powered supply chains argues the same point: the delivery method must let a build iterate while still 

pricing risk early, because cutover and hypercare are decided long before they arrive [115]. 

One lesson I carry between programs is that a lifecycle only disciplines a team if each phase has an 

unambiguous exit deliverable, not just a date. I make blueprint exit a signed design with fit-gap decisions 

logged, realize exit a unit-tested build with traceability populated, and test exit a defect burn-down below 

an agreed threshold. Without those artifacts a program drifts across phase boundaries and rediscovers 

open design questions during cutover. Treating the lifecycle as a chain of evidence, each gate producing 

something a steering committee can actually inspect, is what turns a shared vocabulary into real control 

[19], [11]. 

16.2 Blueprinting, Fit-Gap, and As-Is/To-Be Modeling 

Blueprinting is where I earn or lose the program. I document the as-is process honestly, including the 

workarounds the business has quietly built, then model the to-be process against standard SAP capability. 
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The discipline is to model outcomes, not screens, so how an outbound delivery becomes a picked, packed, 

goods-issued handling unit is the unit of design. A blueprint written as a wish list of transactions ages badly 

the moment realization starts. 

Fit-gap is the honest reckoning. Most requirements fit standard EWM, TM, or SD if the business will adapt; 

a minority are genuine gaps needing enhancement, and a few are gaps the business should close by 

changing its process. I grade each gap by effort, risk, and regulatory necessity, and I push hard against 

custom code that duplicates standard function, because every enhancement is a lifetime maintenance and 

revalidation cost the client inherits long after go-live. 

As-is and to-be modeling is most valuable at the seams. Inbound from procurement, outbound to the carrier, 

the handoff between EWM and the delivery, and the point where a batch or serial number is captured are 

where gaps hide and where late surprises originate. I map data ownership and timing at each seam 

explicitly. At Indorama Ventures, multi-plant and multi-country scope made this seam-mapping the 

difference between a reusable template and a pile of local exceptions. 

I close blueprinting with a design that is testable and traceable. Each to-be process links to the requirements 

it satisfies and the configuration or development that will deliver it, so later SIT and UAT scripts almost write 

themselves and regulated clients can show a requirement-to-test trail. That traceability, established at 

blueprint, is what makes validation in Chapter 19 an evidence-gathering exercise rather than a painful 

retrofit under audit pressure. 

I model outcomes, not screens, because a blueprint written as a list of transactions is obsolete the moment 

realization starts [6]. Standard materials-management and logistics capability covers most requirements if 

the business will adapt [8], and the advanced-planning literature is clear that fighting the standard model is 

usually a self-inflicted cost [17]. So I grade every gap by effort, risk, and regulatory necessity, and I push 

hard against custom code that merely duplicates function the platform already provides [12]. 

Fit-gap is where I map process ownership across the firm's boundaries, and the process-oriented view of 

supply chains keeps that map honest [21]. Introductory and advanced treatments alike stress that the 

seams, inbound from procurement, outbound to the carrier, the EWM-to-delivery handoff, are where late 

surprises hide [22]. At Indorama the multi-country scope made this seam-mapping the difference between 

a reusable template and a pile of local exceptions, so I invest in it before a single object is built [8]. 

A blueprinting habit that repeatedly pays off is maintaining a live RICEFW register scored not only by build 

effort but by lifetime cost, including the revalidation each enhancement will demand on regulated programs. 

A report someone requests in a workshop looks cheap until you price the qualification it will drag behind it 

for years. I bring that total cost into the fit-gap conversation so the business chooses enhancements with 

eyes open, and I have watched clients drop a third of their custom wish list once the ongoing burden, not 

just the initial build, was made visible against the standard alternative [12], [21]. 

16.3 Program Governance and Stakeholder Alignment 

Governance is the machinery that keeps a program honest about scope, risk, and progress. I structure it in 

tiers: a steering committee for direction and funding decisions, a program management office for plan and 

dependency tracking, and workstream leads who own functional delivery. Tools like Clarity for portfolio and 

plan and Solution Manager for solution documentation and test management give governance a single 

version of the truth rather than competing spreadsheets that quietly diverge. 
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Stakeholder alignment is human before it is procedural. On a greenfield program the warehouse 

supervisors, the quality organization, and the IT team all hold veto power in practice, and each must see 

their concerns reflected in the design. I invest early in workshops that surface conflicting priorities, 

throughput versus compliance and standardization versus local practice, and I make the trade-offs explicit 

and owned, because unspoken disagreements resurface as change requests during UAT at the worst 

possible time. 

Change control is governance's sharpest instrument. Every scope change passes a defined path, with 

impact on cost, timeline, testing, and validation assessed before acceptance, so the program does not 

accrete silent scope. On regulated programs this is not optional; an unassessed change can invalidate 

qualification. I keep the process fast enough that the business does not route around it, because a change 

process people evade is worse than none at all. 

I also govern the interfaces to other programs and partners. A greenfield SAP rollout rarely lands in isolation; 

carrier onboarding, 3PL contracts, and legacy decommissioning run in parallel. Governance tracks those 

external dependencies as first-class risks with named owners and dates. The On-the-Spot recognition on 

the Zimmer Biomet and MicroVention programs reflected, more than anything, keeping this web of 

dependencies aligned through to a clean, controlled go-live. 

Governance is the machinery that keeps a program honest about scope, risk, and progress, and the 

partnership-and-performance view of supply chains gives it a frame [21]. I tier it into a steering committee, 

a PMO, and workstream leads so decisions sit where the information is [11]. Logistics-management 

strategy stresses that cross-functional alignment, not any single tool, is what carries a program [16], so I 

invest early in workshops that surface throughput-versus-compliance conflicts before they resurface as 

change requests [13]. 

Change control is governance's sharpest instrument, and on regulated programs an unassessed change 

can invalidate qualification [21]. I keep the process fast enough that the business does not route around it, 

because an evaded control is worse than none [13]. I also govern external dependencies, carrier 

onboarding, 3PL contracts, legacy decommissioning, as first-class risks, applying the kind of efficiency 

analysis I used studying HAL's avionics supply chain to keep the dependency web visible and owned 

through to a clean go-live [114]. 

On the Zimmer Biomet program the artifact that did the most quiet work was a disciplined RAID log reviewed 

in every steering meeting, where risks, assumptions, issues, and dependencies each carried a named 

owner and a next action. Governance fails not because risks are unknown but because they sit in minutes 

no one revisits. I keep the log short enough to be read and sharp enough to force decisions, retiring closed 

items and escalating those that stall. That habit, more than any tool, is what kept a web of carrier and 

legacy-decommissioning dependencies from surprising us at cutover [21], [16]. 

16.4 Testing Strategy: Unit, SIT, and UAT 

I treat testing as a layered strategy, each layer catching what the one below cannot. Unit testing proves a 

single configuration or development object behaves, whether a putaway strategy, a warehouse order 

creation rule, or an IDoc mapping. It is developer-owned and runs continuously through realization. 

Skimping here is a false economy; a defect that escapes unit test costs an order of magnitude more to find 

once it is buried in an integrated scenario. 
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System integration testing proves the process end to end across modules and interfaces. This is where an 

outbound flow travels from sales order through delivery, EWM picking and packing, the XPS label call, 

goods issue, and billing, crossing MM, SD, LE, and FI. SIT is where seam defects surface, and I script it 

around real business processes, not module boundaries, using HPQC to manage cases, defects, and 

coverage so nothing is asserted as tested without evidence. 

User acceptance testing hands the process to the people who will live with it. The business runs its own 

scenarios against realistic data, and their sign-off is a governance gate, not a formality. On regulated 

programs UAT overlaps with validation, so the same executed scripts become qualification evidence. I 

therefore design UAT scripts from the start to satisfy both audiences, capturing expected result, actual 

result, and approver for every step. 

I sequence and gate the layers deliberately. SIT does not begin until unit-test exit criteria are met; UAT 

does not begin until SIT defect thresholds are cleared. Regression testing runs whenever configuration 

changes late in the cycle, because a fix for one defect routinely breaks a settled scenario. This gating is 

unglamorous, but it is what lets me stand in front of a steering committee and defend go-live readiness with 

data rather than optimism. 

I treat testing as layered defense, each stratum catching what the one below cannot [17]. Unit testing is 

developer-owned and continuous, and skimping there is a false economy because an escaped defect costs 

an order of magnitude more inside an integrated scenario [21]. On regulated programs the GAMP risk-

based approach shapes how much rigor each object earns, so validation effort concentrates where patient 

safety and data integrity are at stake rather than spreading evenly across trivial configuration [88]. 

System integration testing proves the process end to end across MM, SD, LE, and FI, and I script it around 

real business flows rather than module boundaries [17]. UAT overlaps with validation on regulated work, 

so I design scripts from the start to capture expected result, actual result, executor, and approver, satisfying 

both the readiness gate and the electronic-records expectation for attributable evidence [89]. Predictive 

techniques I have applied to agile engineering also help target regression effort toward the scenarios most 

likely to break late [106]. 

A testing gap I guard against is proving function while ignoring performance until it is too late. A putaway 

strategy that behaves perfectly on ten deliveries in SIT can collapse when a wave releases thousands at 

month-end, and discovering that in production is a career-defining kind of bad. I therefore build volume and 

performance testing into the strategy with representative data, and I manage test data deliberately so 

batches, serials, and expiration dates mirror production reality rather than tidy fixtures. Predictively targeting 

the scenarios most likely to strain the system lets me spend that expensive volume testing where it earns 

its keep [106], [17]. 

16.5 Cutover, Go-Live, and Hypercare 

Cutover is the most rehearsed and least forgiving part of a greenfield program. I build a cutover plan as an 

hour-by-hour runbook: legacy freeze, master and transactional data migration in dependency order, open-

order and open-delivery conversion, inventory upload and reconciliation, interface activation, and validation 

checkpoints with named owners and go or no-go gates. I rehearse it in at least one full mock cutover, 

because the first time you discover a load-sequence flaw should never be the live weekend. 
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Data migration is the substance inside cutover. Material, business-partner, and warehouse master data 

load first; then inventory to the right storage bins with correct batch, serial, and expiration attributes; then 

open documents. For regulated clients the inventory reconciliation is an evidence exercise, with every 

quantity and batch accounted for, because a warehouse that goes live with unreconciled stock has lost the 

traceability it exists to provide. I reconcile before I declare go-live, not after. 

Go-live is a controlled transition, not a light switch. I stabilize the highest-risk flows first, inbound receiving 

and outbound goods issue, and stand up a command center that triages issues by business impact. The 

first physical putaway and the first outbound shipment leaving the dock are the milestones I watch, because 

they prove the end-to-end chain works with real product, real operators, and real carriers, not just in a test 

client. 

Hypercare is where a program is truly judged. For a defined period after go-live I keep the implementation 

team embedded with the business, resolving defects fast, tuning performance, and reinforcing training at 

the point of work. I track incident volume and trend as the exit criterion; hypercare ends when the operation 

runs on business-as-usual support, not on a date. Knowledge transfer to that support team is deliberate, 

so the client owns the system rather than depending on the integrator indefinitely. 

Cutover is the most rehearsed and least forgiving part of a greenfield program, so I build it as an hour-by-

hour runbook and prove it in at least one full mock [6]. Data migration is the substance inside it: master 

data first, then inventory to the right bins with correct batch, serial, and expiration attributes, then open 

documents [8]. Sound inventory-management principles govern how I stage and reconcile that stock, 

because a go-live on unreconciled inventory forfeits the traceability the warehouse exists to provide [64]. 

Go-live is a controlled transition, not a light switch, and I stabilize the highest-risk flows, inbound receiving 

and outbound goods issue, first [13]. A command center triages issues by business impact, and I watch the 

first physical putaway and the first shipment leaving the dock as proof the chain works with real product 

[21]. Hypercare then exits on incident trend rather than a date, and I make knowledge transfer deliberate 

so the client owns the system rather than depending on the integrator [6]. 

The cutover detail I refuse to leave implicit is the rollback decision, defined before the weekend rather than 

improvised during it. Each go/no-go gate needs an explicit fallback, whether to press on, pause and 

remediate, or revert to legacy, with the point of no return named and agreed. I time every step in the mock 

cutover so the live runbook carries realistic durations rather than hopeful ones, and I rehearse the 

reconciliation that closes each load. Knowing in advance exactly which failure triggers a rollback removes 

the worst pressure from the room at three in the morning, when judgment is thinnest [11], [13]. 

Table 16.1 Delivery lifecycle phases, governance gates, and tools 

Phase Key Activities Governance Gate Primary Tool 

Prepare Charter, team, landscape setup Program kickoff approved Clarity 

Blueprint As-is/to-be, fit-gap analysis Design sign-off Solution Manager 

Realize Config, development, unit test Unit-test exit HPQC 

Test SIT, UAT, regression UAT sign-off HPQC 

Deploy Cutover, data migration, go-live Go / no-go decision Cutover runbook 

Run Hypercare, knowledge transfer Hypercare exit Solution Manager 
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16.6 Chapter Summary 

Greenfield delivery is a disciplined arc from concept to hypercare, and this chapter traced it as the backbone 

of every program in this part. I blend ASAP phase gates with Agile build, anchoring the work in honest 

blueprinting and rigorous fit-gap that favors standard SAP over lifetime-costly custom code [17]. Tiered 

governance, a steering committee, PMO, and workstream leads supported by Solution Manager and 

Clarity, keeps scope, risk, and stakeholders aligned [21], while layered unit, SIT, and UAT testing gates 

readiness with evidence rather than optimism. Cutover is rehearsed hour by hour, data is reconciled before 

go-live is declared, and embedded hypercare exits on incident trend, not a date, leaving the client owning 

a stable, supportable operation. 
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Chapter 17 

Medical Device Warehouse Engineering (Zimmer Biomet, 

MicroVention) 

17.1 The Regulated Medical-Device Supply Chain 

Medical-device distribution operates under constraints most consumer supply chains never face. Product 

is often implantable, high-value, lot- and serial-controlled, and shelf-life limited, and a wrong shipment is a 

patient-safety event, not a customer-service inconvenience. When I led the Zimmer Biomet and 

MicroVention greenfield programs, this reframed every warehouse decision: accuracy and traceability 

outrank raw throughput, and the system must prove what it did, not merely do it. 

The two clients sat at different points of the same chain. Zimmer Biomet distributes orthopedic devices 

across multiple distribution centers with a global footprint, so my focus was distribution-center design at 

scale. MicroVention, a Terumo Group company, manufactures neurovascular devices, so my focus there 

was outbound execution off a regulated manufacturing site. Together they exercise nearly the full EWM 

feature set under a compliance regime that tolerates no silent exceptions. 

What unites them is that the warehouse is a control point in a regulated quality system. Batch, serial, and 

expiration data are not optional attributes; they are the record that lets product be traced and, if necessary, 

recalled. This chapter walks the engineering behind both programs, from the greenfield EWM design for 

orthopedic distribution and the outbound execution for neurovascular manufacturing to the batch and 

serialization controls that make the whole chain auditable. 

Medical-device distribution inverts the usual priority order: accuracy and traceability outrank raw 

throughput, because a wrong shipment is a patient-safety event [99]. ISO 13485 frames the whole quality-

management system the warehouse operates within [96], and the FDA's quality-system regulation makes 

device handling a controlled, documented activity rather than ordinary logistics [92]. My own work 

implementing ERP in a regulated device setting taught me that the system must prove what it did, not 

merely do it [99]. 

The two clients sat at different points of the same chain, but both treated the warehouse as a control point 

in a quality system. GS1 healthcare identification standards give each unit and lot the identity that 

traceability and recall depend on [95], and my research on healthcare distribution performance showed how 

much downstream reliability rests on that upstream discipline [98]. Whether the product is an orthopedic 

implant or a neurovascular device, the record it carries is as important as the product itself [101]. 

One requirement that shapes device warehouse design from the outset is Unique Device Identification, 

which obliges each device to carry a UDI resolving to a device identifier and production attributes such as 

lot and expiration. I model the UDI so it aligns with the batch and serial data EWM already captures rather 

than bolting on a parallel identifier, which keeps a single source of truth for what a handling unit is. Getting 

that alignment right at design time means the record supporting recall, complaint handling, and FDA 

reporting is the same record the floor uses daily, not a reconciled afterthought [92], [95]. 
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17.2 Greenfield EWM for Orthopedic Device Distribution 

At Zimmer Biomet I designed the EWM warehouse structure from a blank sheet on S/4HANA 2021. That 

meant defining the warehouse number, then the storage types, sections, and bins that mirror the physical 

building, and the activity areas that organize work for putaway, picking, and physical inventory. Getting this 

hierarchy right is foundational because it drives every downstream strategy, and in a multi-distribution-

center landscape I templated it so each site inherited a consistent model with room for local layout 

differences. 

Inbound design centered on the ASN and inbound delivery. Receiving against an advanced shipping 

notification, deconsolidating mixed handling units, and directing putaway by strategy keeps high-value 

implants in the right controlled storage. Quality inspection and blocked-stock handling are first-class steps, 

not exceptions, because device receipts frequently require inspection before stock becomes available. I 

configured putaway strategies that respect batch and expiration so stock rotation is enforced by the system 

rather than by operator memory. 

Outbound design had to balance speed with control. Wave management groups outbound deliveries into 

workable release units, warehouse order creation rules shape picks into efficient tasks, and removal 

strategies enforce first-expiry-first-out so the oldest viable lot ships first. For a distribution network serving 

surgical schedules, the ability to expedite and prioritize specific deliveries mattered, so I built the wave and 

WOCR configuration to handle both steady replenishment and urgent, time-critical orders. 

Handling-unit management threads through the whole design. Devices move as HUs from receipt through 

storage to shipment, carrying their batch, serial, and expiration identity, and value-added services such as 

kitting and labeling are captured as VAS steps in the warehouse process. The RF framework put these 

steps in operators' hands with scan-driven guidance, which is how a device warehouse achieves the 

accuracy the regulatory regime demands without slowing the floor to a crawl. 

Designing the Zimmer Biomet warehouse from a blank sheet meant getting the structure right first, because 

storage types, sections, bins, and activity areas drive every downstream strategy [1]. Embedded EWM in 

S/4HANA gave me one platform to model the physical building and its work organization together [3], and 

I templated the hierarchy so each distribution center inherited a consistent model [102]. In a regulated 

device network that consistency is itself a compliance asset, since ISO 13485 rewards controlled, 

repeatable process design [96]. 

Inbound and outbound strategies had to enforce discipline the operator could not shortcut [99]. Putaway 

respected batch and expiration so rotation was system-enforced, and removal ran first-expiry-first-out so 

the oldest viable lot shipped first [1]. Wave management and warehouse-order-creation rules shaped 

efficient picks while still letting me expedite time-critical surgical orders. My published modeling of 

orthopedic outcomes underlines why shipping the correct, in-date device matters clinically, not just 

operationally [101]. 

An orthopedic-specific complication I engineered for at Zimmer Biomet is consignment and loaner-kit 

inventory sitting at hospitals and sales reps rather than inside our four walls. Implant sets go out ahead of 

a surgery and return partially consumed, so the warehouse model has to track stock it does not physically 

hold and reconcile what was actually used against what shipped. I configured special-stock handling with 

clear ownership boundaries so consigned lots kept their batch and expiration identity in the field, because 
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a device implanted from an untracked consignment set is exactly the traceability gap the whole system 

exists to prevent [96], [101]. 

17.3 Neurovascular Manufacturing and Outbound Execution 

MicroVention's neurovascular devices ship from a regulated manufacturing environment, and my S/4HANA 

2020 greenfield work concentrated on outbound goods issue, meaning picking, loading, and shipping done 

to a compliance standard. I designed the storage areas, activity areas, and bins to support a clean flow 

from finished-goods receipt into outbound execution, so product moving from manufacturing to the 

customer crossed a controlled, documented path with no manual gaps. 

Outbound execution was tightly integrated with a shipping ERP and the external parcel system, XPS, as 

Chapter 15 describes. When an operator packed a handling unit, the interface drove carrier selection and 

compliant label generation and returned tracking data to the delivery. I designed the picking and loading 

steps in EWM to feed that handshake cleanly, so goods issue posted only against a fully packed, labeled, 

and confirmed shipment, never a partial one stranded mid-interface. 

Storage control tied the physical and logical flows together. I used process-oriented and layout-oriented 

storage control so a handling unit moved through defined intermediate steps of pack, stage, and load, each 

confirmed via the RF framework. This gave the operation a step-by-step record of custody within the 

warehouse, which for a neurovascular manufacturer is both an efficiency tool and part of the evidence that 

product was handled correctly before it left the building. 

The outcome-critical detail was that every outbound handling unit carried complete batch and serial identity 

to the point of goods issue. I configured the process so serial capture and expiration checks were enforced 

during picking and packing, not reconciled afterward. That work was recognized with an On-the-Spot award 

in 2022, but the durable result was an outbound process where traceability was a property of the flow itself 

rather than a report assembled later. 

MicroVention's neurovascular product ships from a regulated manufacturing site, so my S/4HANA work 

concentrated on a clean, documented outbound flow [3]. I designed storage and activity areas so finished 

goods moved into outbound execution with no manual gaps [102], and I integrated picking and loading with 

the shipping ERP and parcel system so goods issue posted only against a fully packed, labeled shipment 

[2]. The quality-system regulation demands exactly this kind of controlled, evidenced handling of device 

product [92]. 

Storage control tied the physical and logical flows together through defined pack, stage, and load steps, 

each confirmed by RF scan [3]. That gave a step-by-step custody record that, for a neurovascular 

manufacturer, is both an efficiency tool and part of the evidence product was handled correctly [99]. Every 

outbound handling unit carried complete batch and serial identity to goods issue, captured during picking 

and packing rather than reconciled afterward, with GS1 identifiers making that identity portable to 

downstream partners [95]. 

A control I built into the MicroVention outbound flow was the ability to place a fast, surgical lot hold that 

halts a specific batch mid-fulfillment without freezing the whole warehouse. Neurovascular product can 

attract a field-safety action at short notice, and a blocked-stock status that only bites at the next physical 

count is useless when a suspect lot is already on the pick path. I configured stock-status changes to 
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propagate immediately to open waves and deliveries, so a hold placed by quality stops that lot from reaching 

goods issue in real time, which is the difference between a contained event and a shipped one [92], [86]. 

17.4 Batch, Serialization, and Expiration Control 

Batch management is the backbone of device traceability. I configure batch determination so the system, 

not the operator, selects the correct lot on removal, enforcing first-expiry-first-out and respecting any 

blocked or quality-inspection status. In EWM this ties storage type and strategy configuration to the batch's 

classification data, so an expired or quarantined lot simply cannot be proposed for a customer shipment. 

That system-enforced discipline is what a device recall later depends upon. 

Serialization operates alongside batch for individually tracked devices. I capture serial numbers at the 

controlling steps, at receipt and again at picking or packing for outbound, so each unit's movement is 

recorded against the delivery and handling unit. The design decision is where to enforce capture; too early 

and receiving slows, too late and traceability has gaps. I place enforcement at the points that guarantee an 

unbroken chain from receipt to goods issue without crippling floor productivity. 

Expiration control runs through both inbound and outbound. On receipt I record shelf-life data and drive 

putaway so near-expiry stock is placed for prompt rotation; on removal, strategy enforces first-expiry-first-

out and blocks shipment of expired lots outright. For orthopedic and neurovascular products, shipping an 

out-of-date device is a compliance failure with patient-safety consequences, so I make the system the last 

line of defense rather than trusting manual checks at the dock. 

These three controls only deliver value if they are validated and documented, which is why they connect 

directly to Chapter 19. On both the Zimmer Biomet and MicroVention programs I ensured batch, serial, and 

expiration behavior was proven in SIT and UAT with scripts that doubled as qualification evidence. The 

point is not that the configuration exists but that we can demonstrate, on demand, that it works exactly as 

the regulated quality system requires. 

Batch management is the backbone of device traceability, and I configure determination so the system, not 

the operator, selects a compliant lot on removal [99]. An expired or quarantined batch is structurally unable 

to reach a customer shipment, which is what makes a recall tractable [96]. The GS1 general specifications 

and healthcare standards define how lot and unit identifiers are structured [87], so I align batch and serial 

data to those standards to keep identity meaningful beyond our four walls [95]. 

Serialization operates alongside batch for individually tracked devices, and the design question is always 

where to enforce capture [92]. Too early and receiving slows; too late and the trace has holes; so I place 

enforcement at the points that guarantee an unbroken chain from receipt to goods issue [99]. Drug-supply-

chain security expectations show where this unit-level discipline is heading across the regulated world [86], 

and I build expiration control as the last automated line of defense against shipping out-of-date product. 

A configuration nuance that matters enormously in device distribution is customer-specific minimum 

remaining shelf life. A hospital may contractually reject any implant with less than, say, twelve months of 

dating, and shipping a shorter-dated lot triggers a return and a service failure even though the product is 

technically in date. I set minimum-remaining-shelf-life checks that vary by customer and enforce them at 

removal, so the system will not propose a lot that will be rejected on arrival. Encoding that commercial-

compliance rule in batch determination, rather than trusting a picker to know each account's terms, protects 

both the relationship and the audit trail [96], [95]. 
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17.5 Measured Outcomes 

On the Zimmer Biomet program the greenfield EWM design gave the distribution network a consistent, 

templated warehouse model across sites, which improved inventory accuracy and made putaway and 

picking more predictable. Enforcing batch and expiration strategy in the system rather than by operator 

habit strengthened stock rotation and reduced the risk of shipping non-conforming lots. The work was 

recognized with an On-the-Spot award in 2024, reflecting a clean, controlled go-live at scale. 

At MicroVention the outbound execution redesign produced a tightly integrated pick-load-ship flow in which 

traceability was intrinsic to the process. Coupling EWM with the shipping ERP and XPS shortened the path 

from packed handling unit to labeled, manifested shipment and removed manual gaps where errors and 

compliance risk had lived. Goods issue posting against fully confirmed shipments improved the reliability of 

the outbound record that customer service and audit both rely on. 

Across both programs the qualitative pattern was the same: accuracy and auditability improved without 

sacrificing the throughput a device supply chain needs. The RF-driven floor gave operators scan-level 

guidance that lowered error rates, while system-enforced batch, serial, and expiration control meant 

compliance was a property of daily operations rather than a periodic clean-up. The 2022 On-the-Spot 

recognition on MicroVention reflected that the outbound solution held up under real regulated volume. 

Just as important, both go-lives handed the client a supportable operation. Because the warehouse 

structure, strategies, and interfaces were designed as templates and documented against requirements, 

the internal teams could extend the model to new products and flows without re-engineering the core. That 

durability, a design the client could own and grow, is the outcome I value most, and it is the through-line 

connecting these programs to the governance discipline of Chapter 16. 

The durable pattern across both programs was that accuracy and auditability improved without sacrificing 

the throughput a device supply chain needs [99]. Templated warehouse structure and system-enforced 

strategy made putaway and picking more predictable and stock rotation more reliable [102]. My research 

on healthcare distribution performance frames why that upstream consistency matters so much to 

downstream service [98], and the orthopedic-outcomes work underlines the clinical stakes riding on 

shipping the right, in-date device [101]. 

At MicroVention the integrated pick-load-ship flow made traceability intrinsic to the process rather than a 

report assembled later [99]. Coupling EWM with the shipping ERP and parcel system removed the manual 

gaps where errors and compliance risk had lived [102]. The RF-driven floor gave operators scan-level 

guidance that lowered error rates, echoing what I have found comparing manual and automated warehouse 

processes: guided, system-enforced execution is where accuracy and speed stop competing [104]. 

A qualitative outcome I valued on both device programs was the confidence the quality organizations gained 

in recall readiness. Because batch, serial, and expiration identity was captured intrinsically and reconciled 

across interfaces, a mock recall became a query rather than an investigation, and the teams could see, 

without a scramble, where a given lot had gone. That assurance changed the tenor of audits and internal 

reviews from defensive reconstruction to calm demonstration. For a Zimmer Biomet or MicroVention quality 

lead, knowing the system could answer the hardest traceability question on demand was worth as much as 

any efficiency the design delivered [98], [101]. 
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Table 17.1 EWM capabilities across the two medical-device programs 

Capability Zimmer Biomet (Orthopedic 

DC) 
MicroVention (Neurovascular Mfg) Compliance Purpose 

Warehouse 

structure 
Templated multi-DC bins and 

activity areas 
Manufacturing outbound storage and 

activity areas 
Consistent controlled 

layout 

Inbound ASN, deconsolidation, QI/blocked 

stock 
Finished-goods receipt from 

manufacturing 
Controlled receipt 

Outbound Wave, WOCR, FEFO removal Pick-load-ship with XPS integration Accurate, traceable 

shipment 

Batch and serial Determination and serial capture Serial capture at pick and pack Track-and-trace 

Expiration FEFO putaway and removal Expiry check at outbound Prevent non-conforming 

shipment 

External 

integration 
Carrier and parcel interfaces Shipping ERP and XPS Compliant labeling and 

manifest 

 

17.6 Chapter Summary 

Medical-device distribution makes accuracy and traceability the primary design objectives, and this chapter 

showed how I met them on two greenfield S/4HANA programs. At Zimmer Biomet I engineered a templated 

EWM warehouse structure for multi-site orthopedic distribution, with strategy-driven putaway, wave and 

WOCR-shaped picking, and first-expiry-first-out removal. At MicroVention I redesigned neurovascular 

outbound execution, integrating EWM with a shipping ERP and XPS so traceability was intrinsic to the pick-

load-ship flow [99]. Batch, serialization, and expiration controls, enforced by the system and proven in 

testing that doubled as qualification evidence, made both operations auditable by design [96]. The On-the-

Spot recognitions reflected clean, controlled go-lives that left each client owning a supportable, extensible 

warehouse. 
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Chapter 18 

Specialty Pharmaceutical Distribution (CuraScript SD) 

18.1 Complex, High-Value, Temperature-Sensitive Fulfillment 

Specialty pharmaceutical distribution is one of the least forgiving supply chains I have designed for. The 

CuraScript SD greenfield program on S/4HANA 2021 handled medications that are simultaneously high-

value, temperature-sensitive, and tightly regulated, shipped against service-level commitments where a late 

or spoiled delivery can jeopardize a patient's therapy. Every warehouse decision I made carried that weight: 

the cost of an error is measured in patient impact, not just returned inventory. 

Specialty products differ from ordinary pharma in handling intensity. Many require refrigerated or frozen 

storage, validated packaging, and expedited transit, and they carry batch and expiration attributes that must 

be honored on every movement. The order profile skews toward smaller, high-urgency shipments rather 

than bulk, so the warehouse must combine cold-chain rigor with the speed and accuracy of a fast-moving 

fulfillment operation, a genuinely difficult pair of requirements to satisfy at once. 

Compliance and traceability sit underneath all of it. A specialty distributor operates in a regulated, auditable 

environment where every lot must be traceable and every temperature-controlled shipment defensible. This 

chapter follows how I designed the CuraScript SD warehouse to meet cold-chain and service-level 

requirements, satisfy compliance and audit readiness, and lay out the physical and logical warehouse for 

high-value specialty fulfillment. 

Specialty pharmaceutical distribution is one of the least forgiving chains I have designed for, because 

product is simultaneously high-value, temperature-sensitive, and tightly regulated [93]. Good-distribution-

practice expectations govern how such medicines must be stored, handled, and shipped [93], and drug-

supply-chain security law adds identification and tracing duties along the path [86]. My work on data-driven 

healthcare distribution performance shaped how I approached the CuraScript SD design from the first 

workshop [98]. 

Specialty products differ from ordinary pharma in handling intensity: refrigerated or frozen storage, validated 

packaging, expedited transit, and an order profile skewed toward small, urgent shipments [3]. Embedded 

EWM let me reconcile cold-chain rigor with fast-fulfillment speed on one platform [102], while GS1 

identification standards gave every lot the identity that traceability and recall require [87]. The cost of an 

error here is measured in patient impact, not returned inventory, and that reality shaped every decision I 

made. 

A dimension of specialty distribution I had to engineer at CuraScript SD was controlled-substance handling, 

where certain products demand secured storage, restricted access, and perpetual-inventory reconciliation 

beyond ordinary batch discipline. I modeled these as segregated storage with tightened authorization so 

only credentialed staff could transact them, and I ensured every movement wrote an attributable record. 

Treating controlled substances as a first-class storage and authorization design problem, rather than a 

policy note taped to a cage, is what keeps a distributor defensible when regulators examine chain of custody 

for products where diversion, not merely spoilage, is the animating risk [86], [93]. 
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18.2 Cold-Chain and Service-Level Requirements 

Cold chain begins in the warehouse structure. I modeled temperature-controlled storage as dedicated 

storage types and sections so refrigerated and frozen product is physically and logically segregated, and 

putaway strategy directs each lot to the correct thermal zone automatically. A product that must stay 

between two and eight degrees can never be proposed for an ambient bin, because the system enforces 

the constraint rather than relying on an operator reading a label under time pressure. 

Service levels shaped the outbound design. Specialty orders often carry same-day or next-flight-out 

commitments, so I built wave management and warehouse order creation rules to prioritize time-critical 

deliveries and release them ahead of routine volume. The picking and packing flow was designed to keep 

temperature-sensitive product in its thermal envelope for the shortest possible time, with cold-chain packing 

as a defined value-added-service step rather than an informal habit at the pack bench. 

The carrier handoff is where cold chain is won or lost. As Chapter 15 covers, the outbound interface to the 

parcel and shipping systems carried service-level and packaging signals so temperature-controlled 

shipments took the correct lane and generated compliant documentation. I treated those attributes as first-

class interface fields, because a dropped service-level flag on a specialty shipment is a spoiled, unusable 

medication, not a recoverable data defect on a screen. 

Underpinning all of it is expiration and batch discipline. Specialty medications are expensive and short-

dated, so first-expiry-first-out removal is enforced by strategy, and near-expiry stock is surfaced for prompt 

action rather than discovered too late. Balancing FEFO against the thermal and service-level constraints is 

a genuine optimization the configuration has to resolve on every pick, and getting that logic right was central 

to protecting both patient outcomes and high-value inventory. 

Cold chain begins in the warehouse structure, so I modeled temperature-controlled storage as dedicated 

types and sections and let putaway strategy direct each lot to its correct thermal zone automatically [3]. A 

two-to-eight-degree product can never be proposed for an ambient bin because the system enforces the 

constraint [102]. Good-distribution-practice guidance treats exactly this kind of controlled storage as a 

baseline obligation, not an enhancement [93], and food-safety modernization thinking reinforces the same 

temperature-integrity discipline [94]. 

Service levels shaped the outbound design, so I built wave and warehouse-order-creation rules to release 

same-day and next-flight-out orders ahead of routine volume. Cold-chain packing became a defined value-

added-service step, and the carrier handoff carried service-level and packaging signals so shipments took 

the right lane [2]. GS1 identifiers kept serialized product verifiable across that handoff [87], because a 

dropped service-level flag is a spoiled medication, not a recoverable data defect on a screen [93]. 

A cold-chain refinement I built was closing the loop on temperature excursions in transit, not only in the 

warehouse. Specialty shipments increasingly arrive with data-logger readings, and a lane that breached its 

range needs the affected stock quarantined on receipt pending a stability assessment, never waved straight 

to a pickable bin. I configured inbound quality inspection so an excursion flag routed product to blocked 

stock automatically, holding it for a quality decision with full attribution. Designing the warehouse to treat a 

transit excursion as a controlled event, rather than trusting a receiver to notice a logger, is what protects 

the patient at the far end [93], [94]. 
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18.3 Compliance, Traceability, and Audit Readiness 

In specialty pharma, traceability is the product's provenance, and I designed CuraScript SD so every 

movement recorded the batch and, where applicable, the serial identity of what moved. From receipt 

through storage to goods issue, the handling unit carried that identity, so the distributor could answer, for 

any lot, where it came from, where it was stored, under what conditions, and where it shipped, the questions 

an audit or a recall asks first. 

Audit readiness means the evidence exists before the auditor does. I built the warehouse processes so 

quality inspection, blocked stock, and release decisions were recorded as system events with user and 

timestamp, not as side notes. Segregation of quarantined and released stock was enforced in the storage 

design, so non-conforming product could not be picked by accident. The goal was an operation where 

compliance is continuously demonstrable, not reconstructed under pressure. 

Cold-chain compliance added a documentation dimension. The service-level and packaging attributes 

driving each temperature-controlled shipment, and the compliant documentation returned from the shipping 

systems, formed part of the record that a specialty shipment was handled within its thermal requirements. 

I made sure those attributes lived in structured fields tied to the delivery, so audit evidence could be 

produced from the system rather than assembled from disparate logs and emails after the fact. 

All of this rested on validation discipline, which Chapter 19 treats in full. The batch, expiration, segregation, 

and cold-chain controls were proven in SIT and UAT with scripts written to serve as qualification evidence, 

so the go-live carried a documented trail from requirement to tested behavior. For a regulated specialty 

distributor, that traceability of the implementation itself is as important as the traceability of the product it 

handles. 

In specialty pharma, traceability is the product's provenance, so I designed CuraScript SD to record batch 

and, where applicable, serial identity on every movement [86]. From receipt through storage to goods issue 

the handling unit carried that identity, answering the questions an audit or recall asks first [95]. GS1 

healthcare standards give those identifiers their structure [87], and good-distribution-practice expectations 

require that the distributor reconstruct where any lot went and under what conditions [93]. 

Audit readiness means the evidence exists before the auditor does, so quality inspection, blocked stock, 

and release were recorded as system events with user and timestamp [89]. Electronic-record expectations 

require exactly this attributable, contemporaneous capture, and I designed the processes so it was a 

byproduct of work rather than a separate reporting exercise [89]. My healthcare-distribution research 

reinforced that continuously demonstrable compliance, not reconstructed compliance, is what meaningfully 

lowers regulatory risk [98]. 

A compliance detail I insisted on at CuraScript SD was binding electronic signatures to quality-release 

decisions rather than treating release as an ordinary status change. When a reviewer releases a 

quarantined lot, the system captures the signing user, the meaning of the signature, and the timestamp as 

an inseparable part of the record, so the disposition cannot later be repudiated or silently altered. 

Configuring signatures to the electronic-records expectation, and testing that binding as a regulated 

behavior, turns a routine warehouse action into defensible audit evidence. An unattributable release is 

worthless the moment an inspector asks who authorized a lot to ship [89], [88]. 
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18.4 Warehouse Design for Specialty Distribution 

The physical and logical warehouse design had to reconcile cold-chain segregation with high-velocity 

fulfillment. I laid out storage types and sections around thermal zones and value density, placing fast-

moving and high-value product to minimize travel and time out of temperature, and defined activity areas 

so putaway, picking, and physical inventory were organized coherently within those constraints. The layout 

is where cold-chain safety and fulfillment speed are reconciled, and it repays careful slotting. 

Inbound design emphasized controlled receipt. Receiving against the ASN and inbound delivery, with 

deconsolidation and mandatory quality steps, kept high-value specialty product under control from the dock 

inward. Putaway strategy honored thermal, batch, and expiration constraints together, directing each 

receipt to a bin that satisfied all three. Blocked and quality-inspection stock had dedicated, segregated 

locations so nothing awaiting release could enter the pickable population. 

Outbound design pursued speed within the guardrails. Wave management and WOCR shaped efficient, 

prioritized picks; the RF framework guided operators step by step; and cold-chain packing was a defined 

VAS step with the right validated materials. Removal strategy enforced FEFO while respecting thermal 

zoning, and the packed handling unit fed the carrier interface with its service-level identity intact, so the fast 

path never bypassed the compliance controls. 

Replenishment and slotting kept the operation sustainable. I configured replenishment so pick faces for 

high-velocity specialty items stayed stocked without overfilling scarce refrigerated capacity, and I used 

slotting logic to keep the layout aligned with shifting demand. In a specialty operation where cold storage is 

expensive and product is short-dated, this ongoing tuning is not housekeeping; it is what keeps service 

levels and inventory integrity intact as the product mix evolves. 

The physical and logical design had to reconcile cold-chain segregation with high-velocity fulfillment, so I 

laid out storage types and sections around thermal zones and value density [3]. World-class warehousing 

principles on slotting and travel minimization guided where fast-moving, high-value product sat to limit time 

out of temperature [23]. Embedded EWM let me express those decisions as putaway and activity-area 

configuration [102], while good-distribution-practice constraints kept segregation of quarantined and 

released stock non-negotiable [93]. 

Outbound pursued speed within the guardrails: wave and warehouse-order-creation rules shaped 

prioritized picks, RF guided operators step by step, and removal enforced first-expiry-first-out while 

respecting thermal zoning [1]. Replenishment and slotting kept pick faces stocked without overfilling scarce 

refrigerated capacity, which standard warehouse-management practice treats as ongoing tuning rather than 

housekeeping [26]. In a short-dated, cold-storage-constrained operation that continuous slotting discipline 

is what keeps service levels and inventory integrity intact as demand shifts [102]. 

A specialty-warehouse design constraint that shaped my slotting was the scarcity and cost of qualified 

refrigerated capacity. Cold rooms are expensive, temperature-mapped, and finite, so I could not simply slot 

by velocity as in an ambient warehouse; I had to balance putting fast movers near the pack line against not 

overfilling a validated zone whose mapping assumes a particular loading pattern. I configured 

replenishment thresholds tuned to cold capacity and reserved buffer for demand spikes, because a 

refrigerated aisle packed past its qualified profile is both a compliance question and an operational one. 

Slotting cold storage is as much a validation concern as an efficiency one [23], [93]. 
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18.5 Measured Outcomes 

The CuraScript SD go-live gave the distributor a warehouse where cold-chain integrity was enforced by 

system design rather than by vigilance. Segregated thermal storage and strategy-driven putaway meant 

temperature-sensitive product was consistently handled in its correct envelope, and the carrier handoff 

preserved service-level and packaging signals end to end. The qualitative result was greater confidence 

that high-value, temperature-sensitive medications reached patients within their required conditions. 

Service-level performance benefited from the prioritized outbound design. Wave and WOCR configuration 

that pushed time-critical specialty orders ahead of routine volume, combined with RF-guided picking, 

tightened the fulfillment cycle for urgent shipments. The operation could meet demanding same-day and 

expedited commitments more reliably because urgency was expressed in configuration rather than left to 

manual triage at the desk during a busy shift. 

On compliance, the program delivered an operation that was audit-ready by construction. Batch and 

expiration traceability on every movement, enforced segregation of quarantined stock, and structured 

capture of cold-chain attributes meant evidence could be produced from the system on demand. For a 

regulated specialty distributor, moving from reconstructed to continuously demonstrable compliance is a 

meaningful reduction in operational and regulatory risk. 

Finally, the greenfield build left CuraScript SD with a design its own teams could operate and extend. 

Because the warehouse structure, strategies, and interfaces were documented against requirements and 

proven in testing, the distributor could onboard new specialty products and adjust slotting and service-level 

logic without re-engineering the core. That durability, echoing the governance principles of Chapter 16, is 

what turns a successful go-live into a lasting operational capability. 

The go-live gave the distributor a warehouse where cold-chain integrity was enforced by system design 

rather than by vigilance [102]. Segregated thermal storage and strategy-driven putaway meant 

temperature-sensitive product stayed in its correct envelope, and the carrier handoff preserved service-

level signals end to end, consistent with good-distribution-practice expectations [93]. My healthcare-

distribution research frames why that structural enforcement, rather than manual diligence, is what durably 

protects both patients and high-value inventory [98]. 

On compliance the operation became audit-ready by construction: batch and expiration traceability on every 

movement, enforced quarantine segregation, and structured capture of cold-chain attributes meant 

evidence could be produced from the system on demand [86]. Moving a regulated specialty distributor from 

reconstructed to continuously demonstrable compliance is a meaningful reduction in operational and 

regulatory risk [102], and it left CuraScript SD a design its own teams could operate and extend without re-

engineering the core [98]. 

A qualitative shift the CuraScript SD team noticed was how much manual cold-chain vigilance the design 

took off their shoulders. Where operators had previously double-checked thermal zones and service levels 

by eye under time pressure, the system now enforced those constraints, so their attention moved from 

policing basics to handling genuine exceptions. That change lowered the cognitive load of a demanding 

operation and, by the staff's own account, made the floor noticeably calmer during peak. For a specialty 

distributor, an operation that stays composed under urgent, high-value volume is itself a meaningful 

outcome, and it rested on compliance being structural rather than vigilant [98], [102]. 
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Table 18.1 Specialty distribution requirements and EWM design responses 

Requirement EWM Design Response Configuration Element Outcome Protected 

Cold-chain 

integrity 
Segregated thermal storage types and 

sections 
Putaway strategy by thermal 

zone 
Product efficacy 

Service-level 

urgency 
Prioritized outbound release Wave management, WOCR On-time fulfillment 

Short-dated stock First-expiry-first-out removal Removal strategy, batch 

determination 
Inventory value, patient 

safety 

Traceability Batch and serial identity on every 

move 
Handling-unit management Recall and audit response 

Quarantine control Segregated blocked and QI stock Storage design, stock status Prevent non-conforming 

shipment 

Compliant shipping Service-level signals to carrier XPS and parcel interface Defensible cold-chain 

record 

 

18.6 Chapter Summary 

Specialty pharmaceutical distribution demands cold-chain rigor, service-level speed, and continuous 

auditability at once, and this chapter showed how the CuraScript SD greenfield program on S/4HANA 2021 

delivered all three. I modeled temperature-controlled storage as segregated storage types with strategy-

driven putaway, shaped prioritized outbound flows through wave management and WOCR for time-critical 

orders, and carried service-level and packaging attributes as first-class fields into the carrier interface. Batch 

and expiration traceability on every movement, enforced quarantine segregation, and structured cold-chain 

records made the operation audit-ready by construction [93], with controls proven in testing that doubled 

as qualification evidence [86]. The result was a warehouse where compliance and speed coexisted and 

which the distributor could own and extend. 
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Chapter 19 

Compliance, Traceability, and Serialization in Regulated Supply 

Chains 

19.1 Regulatory Drivers: FDA, GxP, and DSCSA 

Regulated supply chains are shaped as much by law as by logistics, and an architect who treats compliance 

as a constraint to work around will build a system that fails audit. Across the Zimmer Biomet, MicroVention, 

and CuraScript SD programs, FDA expectations, Good Practice (GxP) principles, and drug-supply-chain 

security requirements were design inputs from day one. They dictate what the warehouse must record, 

retain, and prove, and therefore how I configure it. 

The common thread is that these regimes demand evidence, not assurances. GxP asks that processes be 

defined, controlled, and documented, that systems be validated for their intended use, and that records be 

attributable, legible, contemporaneous, original, and accurate. The drug-supply-chain security expectations 

add product identification, tracing, and verification duties along the distribution path. Each translates into 

concrete SAP configuration and documentation obligations rather than abstract policy statements. 

My job is to turn these drivers into a warehouse where compliance is a property of daily operations, captured 

automatically as work happens, rather than a reporting burden bolted on afterward. This chapter connects 

the regulatory drivers to the SAP mechanisms that satisfy them: batch management and shelf-life control, 

serialization and track-and-trace, validation discipline, and the audit evidence that ties it all together. 

An architect who treats compliance as a constraint to work around will build a system that fails audit, so I 

take the regulatory drivers as design inputs from day one [88]. GxP asks that processes be defined, 

controlled, validated, and documented, and the GAMP risk-based approach translates that into how much 

rigor each function earns. The FDA's quality-system regulation does the same for devices [92], while good-

distribution-practice guidance governs how medicines move [93]. 

These regimes demand evidence, not assurances, and each translates into concrete SAP configuration 

rather than abstract policy [89]. Drug-supply-chain security law adds product identification, tracing, and 

verification duties along the distribution path [86], and food-safety modernization extends preventive, 

traceable controls into adjacent regulated flows [94]. Electronic-records expectations require that the 

records the system produces be attributable, legible, contemporaneous, original, and accurate [89], which 

is why I turn each driver into automatic capture as work happens. 

One driver I make explicit early is that regulators increasingly expect the ALCOA principles extended to 

ALCOA+, adding complete, consistent, enduring, and available to the original set. In SAP terms that pushes 

beyond capturing an event to proving the record endures unaltered and stays retrievable across retention 

periods and system upgrades. I plan for audit-trail review as an ongoing activity, not a one-time build, so 

someone actually examines who changed critical data and why. Designing for data integrity as a lifecycle 

obligation, rather than a go-live checkbox, is what keeps a regulated system defensible years after the 

implementation team has moved on [89], [88]. 
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19.2 Batch Management and Shelf-Life Control 

Batch management is the foundation of regulated traceability. A batch groups product sharing a 

manufacturing lot and its quality attributes, and in SAP every stock movement can be tied to it. I configure 

batch determination so removal automatically selects a compliant lot, honoring expiration and quality status, 

which means an expired or quarantined batch is structurally unable to reach a customer shipment. That 

system enforcement is what makes a recall tractable rather than a frantic manual search. 

Shelf-life control layers expiration onto the batch. I record shelf-life expiration and minimum-remaining-

shelf-life data on receipt and drive both putaway and removal from it, enforcing first-expiry-first-out so the 

oldest viable stock ships first. For medical devices and specialty pharma alike, shipping expired product is 

a reportable failure, so I make the system the enforcing authority rather than depending on operators 

checking dates at the dock under production pressure. 

Quality and blocked stock are integral, not exceptional. Regulated receipts frequently require inspection 

before use, so I configure quality-inspection and blocked-stock statuses with segregated storage so non-

conforming product cannot enter the pickable population by accident. Release is a recorded decision with 

user and timestamp. This gives the quality organization genuine control over stock disposition and 

produces, as a byproduct, the audit trail that proves conforming product alone was shipped. 

These controls must hold across integration boundaries. Batch and expiration attributes have to survive the 

flow from procurement through EWM to the delivery and out to carrier and 3PL interfaces, as Chapter 15 

discusses. A batch that loses its identity crossing an interface is a traceability gap, so I validate that lot and 

expiration data propagate faithfully end to end, because the regulator judges the whole chain, not one well-

behaved module in isolation. 

Batch management is the foundation of regulated traceability, and I configure determination so removal 

automatically selects a compliant lot honoring expiration and quality status [99]. An expired or quarantined 

batch is structurally unable to reach a customer shipment, which is what makes a recall tractable rather 

than a frantic manual search [96]. Materials-management configuration underpins this, because batch and 

classification data must be consistent from procurement onward for determination to behave [8]. 

Shelf-life control layers expiration onto the batch: I record shelf-life and minimum-remaining-shelf-life data 

on receipt and drive both putaway and removal from it, enforcing first-expiry-first-out [93]. For devices and 

specialty pharma alike, shipping expired product is a reportable failure, so the system is the enforcing 

authority, not the operator at the dock [92]. Good-distribution-practice and drug-supply-chain security 

expectations both assume this lot-and-expiration discipline holds across every movement and every 

interface [86]. 

A batch-management subtlety that bites teams is keeping classification data consistent when a batch 

crosses plants or is repacked. If the characteristics that drive determination, potency, grade, disposition, 

are maintained inconsistently between a supplying and a receiving plant, the same lot can behave 

differently depending on where it sits, and determination silently selects the wrong stock. I standardize the 

batch class and its characteristics as governed master data and validate that they propagate on stock 

transfers, because a batch that changes meaning as it moves is a traceability defect waiting to surface in 

an audit. Consistency of classification is as important as the determination logic itself [8], [90]. 
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19.3 Serialization and Track-and-Trace 

Serialization identifies product at the individual-unit level, and it is the mechanism behind modern track-

and-trace obligations. Where a batch says which lot a unit belongs to, a serial number says exactly which 

unit it is. I configure serial-number capture at the controlling steps, at receipt and at picking or packing on 

the way out, so each unit's custody is recorded against its handling unit and delivery, building an unbroken 

chain from receipt to goods issue. 

The design question is always where to enforce capture and at what granularity. Capture too early or too 

broadly and receiving grinds; capture too late and the trace has holes. I place enforcement at the points 

that guarantee continuity while keeping the floor productive, using the RF framework so serial capture is a 

scan, not a keyboard chore. On device programs like MicroVention this balance was central to an outbound 

flow that was both compliant and fast. 

Track-and-trace extends beyond the four walls. Serial and batch identity must flow outward on the ASN and 

shipment records so downstream partners can verify and trace product, satisfying drug-supply-chain 

security expectations. I design the outbound interfaces so serialization data accompanies the shipment as 

structured content, not an afterthought, because the chain of custody is only as strong as its weakest 

handoff, and a partner that cannot verify a unit breaks the trace. 

Serialization also feeds recall and verification. If a lot or unit must be pulled, complete serial and batch 

records let the distributor identify precisely what shipped and to whom, turning a potential broad recall into 

a targeted one. That precision protects patients and limits business damage, and it is only possible because 

capture was designed into the daily flow rather than attempted retrospectively when the recall notice arrives. 

Serialization identifies product at the individual-unit level, and it is the mechanism behind modern track-

and-trace obligations [86]. Where a batch says which lot a unit belongs to, a serial number says exactly 

which unit it is, and GS1 standards define how those identifiers are structured and applied [87]. I configure 

serial capture at the controlling steps so each unit's custody is recorded against its handling unit and 

delivery, building an unbroken chain from receipt to goods issue [95]. 

Track-and-trace extends beyond the four walls, so serial and batch identity must flow outward on the ASN 

and shipment records for partners to verify and trace product [86]. I design outbound interfaces so 

serialization data accompanies the shipment as structured content, satisfying drug-supply-chain security 

and good-distribution-practice expectations [93]. That same data feeds precise recall and turns a potential 

broad recall into a targeted one, which is only possible because capture was designed into the daily flow 

and recorded attributably [89]. 

A serialization design point that decides whether track-and-trace actually works downstream is aggregation, 

the parent-child hierarchy binding units into cases and cases onto pallets. Without maintained aggregation 

a partner must open every case to verify contents, which defeats the purpose; with it, scanning a pallet 

infers the units beneath. I model the commissioning and aggregation events so they generate the 

standards-based interchange, in EPCIS terms, that trading partners and verification systems consume. 

Designing aggregation as first-class data, rather than reconstructing it from packing lists, is what lets 

serialization satisfy verification and saleable-returns duties instead of merely recording serials that go 

nowhere [86], [87]. 
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19.4 Validation and Documentation Discipline 

In a GxP environment a system is not trusted until it is validated, and validation is a discipline, not a 

document. I establish, from blueprint, a traceable line from user and functional requirements through design 

to test, so every regulated behavior can be shown to have been specified, built, and proven. Computer-

system validation, qualifying that the system does what it is intended to do and nothing it should not, runs 

as a planned stream, not a scramble before go-live. 

The practical mechanism is requirement-to-test traceability. Each requirement links to the configuration or 

development that satisfies it and to the test script that proves it, so SIT and UAT scripts become qualification 

evidence. I design those scripts to capture expected result, actual result, executor, and approver, so a 

single execution serves both the project's readiness gate and the quality system's validation file. This dual-

purpose design saves enormous effort and avoids retrofitting evidence later. 

Change control protects the validated state. Once a process is qualified, any change is assessed for 

validation impact before acceptance, because an unassessed change can silently invalidate qualification. I 

keep that assessment fast enough that the business does not route around it, and I record it, so the 

validated state has an unbroken history. This is the governance discipline of Chapter 16 applied specifically 

to the regulated behaviors the system depends on. 

Documentation discipline extends to master data and configuration. In regulated warehouses I document 

the configuration decisions, the strategies, statuses, and determination rules, so an auditor can see not just 

that the system behaves correctly but why it was designed to. This transparency turns the implementation 

itself into part of the compliance story, and it is what lets a client defend its system confidently rather than 

reconstruct its rationale under audit pressure. 

In a GxP environment a system is not trusted until it is validated, and the GAMP risk-based approach is 

how I scale validation effort to risk rather than spreading it evenly [88]. Computer-system validation runs as 

a planned stream from blueprint, with a traceable line from user and functional requirements through design 

to test [99]. ISO 9001 and ISO 13485 quality-management principles frame the documented, controlled 

process discipline that validation sits inside [90], [96]. 

The practical mechanism is requirement-to-test traceability: each requirement links to the configuration that 

satisfies it and the script that proves it, so SIT and UAT scripts become qualification evidence [88]. I design 

those scripts to capture expected result, actual result, executor, and approver, satisfying the electronic-

records expectation for attributable evidence [89]. Change control then protects the validated state, 

because an unassessed change can silently invalidate qualification, exactly as the quality-system 

regulation anticipates [92]. 

A validation nuance worth naming is that GAMP software categories should drive how deeply I test each 

element. Standard configured SAP functions warrant a lighter touch than bespoke enhancements, which 

carry the heaviest validation burden, and honoring that distinction concentrates effort where custom code 

creates genuine risk. Equally, validation is not finished at go-live; each S/4HANA release or support-pack 

upgrade needs an impact assessment and targeted regression on the regulated behaviors it might disturb. 

Treating validation as risk-scaled and continuous, rather than uniform and one-time, is what keeps a 

qualified system qualified through the years of change every live landscape inevitably absorbs [88], [90]. 
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19.5 Audit Evidence and Electronic Records 

Audit readiness means the evidence already exists, structured and retrievable, when the auditor asks. I 

design regulated warehouses so the record of what happened, receipt, inspection, release, movement, 

pick, pack, and goods issue, is captured automatically as a system event with user and timestamp. 

Electronic records that are attributable, legible, contemporaneous, original, and accurate are a byproduct 

of well-designed processes, not a separate reporting exercise assembled after the fact. 

Electronic records carry integrity obligations. Access control, so actions are attributable to real users; audit 

trails, so changes to critical data are recorded; and retention, so records survive as long as regulation 

requires, are configuration and governance responsibilities I address explicitly. Where electronic signatures 

apply to release or disposition decisions, I ensure they are bound to the record and the responsible user, 

because an unattributable approval is worthless as evidence. 

Reconciliation is itself audit evidence, as Chapter 15 notes for interfaces. Daily checks that stock, batches, 

serials, and shipment confirmations reconcile across systems surface silent gaps and demonstrate ongoing 

control. In a regulated operation this routine reconciliation is not just operational hygiene; it is proof that the 

traceability chain remained intact, and it is exactly the kind of continuous evidence that turns an audit from 

an ordeal into a walkthrough. 

The measure of success is that compliance is demonstrable on demand. Across the regulated programs I 

have led, the objective was always an operation where any lot could be traced, any release justified, and 

any shipment's conditions defended from the system itself. That standard, evidence by construction rather 

than reconstruction, is the durable outcome of treating compliance as a design input, and it is what protects 

both patients and the business the warehouse serves. 

Audit readiness means the evidence already exists, structured and retrievable, when the auditor asks [89]. 

I design regulated warehouses so receipt, inspection, release, movement, pick, pack, and goods issue are 

captured automatically as system events with user and timestamp [88]. Records that are attributable, 

legible, contemporaneous, original, and accurate become a byproduct of well-designed processes rather 

than a separate reporting exercise, satisfying the electronic-records rule directly [89]. 

Electronic records carry integrity obligations, access control, audit trails, and retention, that are 

configuration and governance responsibilities I address explicitly [90]. Reconciliation is itself audit evidence, 

and daily checks that stock, batches, serials, and confirmations reconcile across systems demonstrate 

ongoing control [86]. Supply-chain security standards treat this continuous, monitored control as an 

objective in its own right [91], and my healthcare-distribution research reinforces that evidence-by-

construction is what makes an audit a walkthrough rather than an ordeal [98]. 

An audit-evidence detail that inspectors probe hard is segregation of duties: whether the same user can 

both create and release a quarantined lot, or both change master data and transact against it. I design the 

authorization concept so conflicting activities require different roles, and I keep that role design documented 

because an auditor will ask to see it. The companion concern is retention, ensuring archived records stay 

attributable and retrievable for the full regulatory period even after data leaves the active system. Both are 

configuration and governance choices, and getting either wrong turns an otherwise clean audit trail into a 

finding [89], [91]. 
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Table 19.1 Regulatory drivers mapped to SAP mechanisms and evidence 

Regulatory Driver SAP Mechanism Evidence Produced 

Traceability (GxP) Batch management and determination Lot genealogy on every movement 

Shelf-life control SLED, minimum remaining shelf life, FEFO Expiration-compliant shipment record 

Track-and-trace (DSCSA) Serial-number capture, ASN Unit-level chain of custody 

Quality control (GxP) QI and blocked stock, release with signature Attributable disposition decision 

System validation (CSV) Requirement-to-test traceability Qualification file from SIT and UAT 

Electronic records Access control, audit trail, retention ALCOA-compliant records 

 

19.6 Chapter Summary 

Regulated supply chains are governed by evidence, and this chapter connected the drivers, FDA 

expectations, GxP, and drug-supply-chain security, to the SAP mechanisms that satisfy them. Batch 

management with system-enforced expiration and quality status makes shipping non-conforming product 

structurally impossible, while serialization builds an unbroken chain of custody from receipt to goods issue 

and outward to partners for track-and-trace and precise recall [86]. Validation discipline, anchored in 

requirement-to-test traceability, turns SIT and UAT scripts into qualification evidence, and change control 

protects the qualified state. Electronic records that are attributable, contemporaneous, and retained, 

together with routine reconciliation, make compliance continuously demonstrable [89]. The through-line is 

compliance designed into daily operations rather than reconstructed under audit. 
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Chapter 20 

Chemical and Process Manufacturing Logistics (Indorama 

Ventures) 

20.1 Process-Manufacturing Supply Chain Characteristics 

Process manufacturing behaves differently from discrete assembly, and the supply chain has to reflect that. 

When I worked the Indorama Ventures program, a global chemical manufacturer of PET resins, fibers, and 

packaging on S/4HANA 1909, the product was made in continuous and batch processes, measured in 

weight and volume, and governed by properties like grade, concentration, and hazard class rather than 

serial identity. That fundamentally reshapes how the warehouse and logistics are engineered. 

Several characteristics recur. Output is often bulk before it is packaged, so the same material lives in tanks, 

silos, and then bags or drums; units of measure convert between weight, volume, and packaging counts; 

and co-products and quality grades emerge from a single process run. Batch management carries quality 

characteristics that determine where product can be sold, and hazardous-materials rules constrain storage, 

handling, and transport at every step of the flow. 

Layer onto that a multi-plant, multi-country footprint and the challenge becomes as much about 

standardization as about any single site. My assignment spanned North America and Europe, which made 

a reusable design template the central engineering problem. This chapter examines the process-

manufacturing supply chain through the Indorama lens: the S/4HANA 1909 implementation and 

international rollout, bulk and hazardous handling, and the multi-country template that held it together. 

Process manufacturing behaves differently from discrete assembly, and the supply chain must reflect that: 

product is made in continuous and batch runs, measured in weight and volume, and governed by grade, 

concentration, and hazard class rather than serial identity [7]. Materials-management configuration has to 

carry unit-of-measure conversions and co-product handling that discrete models never face [8]. The 

advanced-planning literature treats process industries as a distinct planning class for exactly these reasons 

[17]. 

Output is often bulk before it is packaged, so the same material lives in tanks, silos, and then bags or drums, 

and batch classification carries the quality characteristics that determine salability [15]. Global operations-

management thinking frames how this reshapes inventory, costing, and network design [35]. Layer on a 

multi-plant, multi-country footprint and the challenge becomes as much about standardization as about any 

single site, which is the planning-and-operation problem the strategy literature centers [11]. 

A process-industry configuration challenge I met at Indorama was managing materials whose sale quantity 

and stock quantity genuinely differ, where product is stocked by nominal count but priced and shipped by 

actual weight. Catch-weight management lets the system hold both a logistics unit and a valuation weight 

for the same handling unit, so a drum booked as one unit still ships and invoices on its measured mass. 

Getting the dual-quantity model right at design time prevented the inventory-versus-billing discrepancies 

that plague chemical operations retrofitting it later, because reconciling weight against count after the fact 

is far harder than modeling both from the start [7], [8]. 
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20.2 S/4HANA 1909 Implementation and International Rollout 

The Indorama program was an S/4HANA 1909 implementation delivered across an international footprint, 

and I worked it on assignment in North America and Europe. Rolling a single design across countries meant 

reconciling a common process model with genuine local differences, statutory, fiscal, and operational, 

without letting the core fragment. The discipline was to decide, deliberately, what was global and immutable 

and what was legitimately local, and to hold that line through every country deployment. 

SAP Fiori was central to the user experience. Moving warehouse and logistics transactions onto the Fiori 

launchpad gave operators and planners across countries a consistent, role-based interface rather than a 

patchwork of legacy screens. A common user experience matters more than it sounds on an international 

rollout: it lowers training cost, reduces error, and makes the process itself portable, so a practice proven in 

one country transfers cleanly to the next. 

The rollout followed the delivery lifecycle of Chapter 16, blueprint, realize, test, deploy, and run, but 

repeated per country with a shared core. I structured it so each deployment reused the global template's 

configuration and reserved local scope for what truly differed, which kept testing efficient because the core 

was proven once and only the deltas re-verified per site. That approach is what made a multi-country 

program tractable rather than a series of disconnected implementations. 

The work was recognized with a U-Deserve award in 2020, but the substance was a repeatable rollout 

mechanism. Getting the first country right established the template; each subsequent country validated and 

refined it. This is the pattern I bring to any multi-site program: treat the first go-live as the template's proof, 

then industrialize the rollout so later sites are faster and lower-risk than the first, not merely repetitions of 

the same effort. 

The Indorama program was an S/4HANA 1909 implementation across an international footprint, so rolling 

one design across countries meant deciding deliberately what was global and immutable and what was 

legitimately local [6]. Logistics on S/4HANA gave me the process backbone, and I held the global-versus-

local line through every country deployment [6]. The Industrie 4.0 recommendations frame why a common 

digital core matters across sites [36], and digitization is what makes that consistency pay off in cost and 

sustainability terms [38]. 

Fiori was central to the user experience, moving warehouse and logistics transactions onto a consistent, 

role-based launchpad rather than a patchwork of legacy screens [10]. A common experience lowers training 

cost and makes the process portable, so practice proven in one country transfers cleanly to the next [35]. 

The supply-chain-efficiency analysis I published on HAL's avionics division sharpened how I measure 

whether such standardization actually improves flow rather than merely unifying screens [114]. 

A rollout complication I engineered around was cross-border intercompany movement between Indorama 

plants in different countries, where a stock transfer is simultaneously a logistics event and a taxable, 

invoiced transaction. Getting the stock-transport-order flow to carry the right delivery, billing, and statutory 

documentation without fragmenting the global template took a careful separation of common movement 

logic from the country-specific fiscal layer. I kept the material and process model shared while isolating tax 

and trade-compliance handling as localization, so a shipment from one country to another stayed one 

governed process rather than two disconnected ones stitched together at the border [6], [35]. 
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20.3 Bulk, Packaging, and Hazardous-Materials Handling 

Bulk handling drove much of the warehouse design. Chemical product often exists first as bulk in tanks or 

silos and only later as packaged goods, so the material and its units of measure had to move cleanly 

between weight, volume, and packaging counts. I configured the warehouse and inventory model so bulk-

to-pack transitions were tracked accurately, because a conversion error in a chemical operation is not a 

rounding nuisance; it corrupts inventory, costing, and shipment accuracy at once. 

Packaging operations were a warehouse process in their own right. Converting bulk resin or fiber into 

bagged, drummed, or otherwise packaged sellable units mapped naturally to value-added-service and 

handling-unit steps, with the resulting HUs carrying the batch and grade identity of the source material. 

Getting this linkage right preserved traceability from bulk production through packaged shipment, which 

matters for quality claims and for any downstream recall or complaint investigation. 

Hazardous-materials handling constrained the whole flow. Many chemical products carry hazard 

classifications that dictate segregated storage, compatible-goods rules, handling precautions, and transport 

documentation. I built these constraints into storage assignment and process design so incompatible 

materials could not be co-located and hazardous shipments carried the required documentation. In a 

chemical warehouse, dangerous-goods compliance is a safety obligation first and a logistics detail second, 

and the system has to enforce it. 

Batch and quality grade tied handling to salability. Process output varies, so batch classification captured 

the grade and quality characteristics that determined which customers or markets a lot could serve, and 

batch determination honored those characteristics on removal. This let the operation ship the right grade 

to the right destination automatically, protecting both contractual quality commitments and regulatory limits 

on where particular material could legally go. 

Bulk handling drove much of the warehouse design, because chemical product exists first as bulk in tanks 

or silos and only later as packaged goods [7]. I configured the inventory model so bulk-to-pack transitions 

and their weight, volume, and count conversions were tracked accurately, since a conversion error corrupts 

inventory, costing, and shipment at once [8]. Packaging became a warehouse process in its own right, with 

the resulting handling units carrying the batch and grade identity of the source material [6]. 

Hazardous-materials handling constrained the whole flow: many products carry classifications dictating 

segregated storage, compatible-goods rules, and transport documentation [26]. I built these into storage 

assignment and process design so incompatible materials could not be co-located and hazardous 

shipments carried required documentation [91]. Security-and-resilience standards for the supply chain treat 

exactly this controlled, documented handling as a control objective [91], and global operations-management 

practice frames dangerous-goods compliance as a safety obligation first and a logistics detail second [35]. 

A hazardous-materials detail I built into the Indorama flow was integrating dangerous-goods checks with 

the outbound process so a shipment could not be released without valid classification and documentation 

for its destination and mode. Rather than trust a planner to remember that a given resin additive is restricted 

on a particular transport lane, I configured the check to fire at delivery, blocking release and surfacing the 

required paperwork automatically. Embedding dangerous-goods compliance in the transaction, where it 

stops an unsafe or illegal shipment before it moves, is far more reliable than a downstream manual review 

a busy shift can skip [91], [35]. 
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20.4 Multi-Plant, Multi-Country Template Design 

The template was the heart of the Indorama engineering. I designed a global core, warehouse structure 

conventions, process flows, master-data standards, and Fiori roles, that every plant and country inherited, 

with disciplined extension points for genuine local variation. The art is drawing that line correctly: too rigid 

and countries cannot operate legally or practically; too loose and the template dissolves into local forks that 

defeat the purpose of a single program. 

Master data governance held the template together. Across multiple plants and countries, consistent 

material, business-partner, and warehouse master data was the precondition for shared processes and 

meaningful cross-site reporting. I established conventions and governance so a material or plant meant the 

same thing everywhere, because divergent master data is the quiet way multi-country templates fail, 

producing processes that look common but behave differently site to site. 

Localization was scoped deliberately, not accidentally. Statutory, fiscal, language, and hazardous-materials 

rules differ by country, so I treated those as defined local layers on top of the global core rather than as 

reasons to rebuild. This kept the bulk of design and testing shared while giving each country what it 

legitimately needed. Isolating localization also made maintenance sane, because a global change touched 

the core once and local changes stayed contained. 

The payoff was rollout velocity and supportability. Because the template proved the core once and confined 

per-country work to real deltas, later deployments were faster and lower-risk, and the resulting landscape 

was coherent enough for one support model to run. This template thinking, global core, governed master 

data, scoped localization, is the approach I carry to every multi-site program, and it is why the Indorama 

rollout scaled across two continents without fragmenting. 

The template was the heart of the Indorama engineering: a global core of structure conventions, process 

flows, master-data standards, and Fiori roles that every plant inherited, with disciplined extension points for 

genuine local variation [6]. The art is drawing that line correctly, and the advanced-planning literature is 

clear that over-rigid or over-loose templates both fail [17]. Master-data governance held it together, because 

divergent master data is the quiet way multi-country templates fragment [21]. 

Localization was scoped deliberately, not accidentally: statutory, fiscal, language, and hazardous-materials 

rules became defined local layers on top of the global core rather than reasons to rebuild [35]. This kept 

design and testing largely shared while giving each country what it legitimately needed [17]. The efficiency 

lens I applied studying HAL's avionics supply chain shaped how I judged whether the template genuinely 

improved cross-site flow or merely looked uniform on the surface [114]. 

The governance mechanism that kept the Indorama template from fragmenting was a template change 

board with authority over the global core. Any country wanting to alter shared configuration had to justify it 

there, and the board decided whether the need was genuinely local, warranting a scoped extension, or a 

hidden requirement the core itself should absorb for everyone. Without that gatekeeper, well-meaning local 

teams quietly fork a template into incoherence within a year. Treating the core as a governed, versioned 

product with a single owning body, rather than a starting point each site edits freely, is what let one support 

model survive across two continents [36], [17]. 
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20.5 Measured Outcomes 

The Indorama Ventures program delivered a working S/4HANA 1909 process-manufacturing solution 

across an international footprint, with a common Fiori-based user experience that gave operators and 

planners consistent, role-based access across countries. Qualitatively, that consistency lowered training 

effort and made the process portable between sites, so proven practice in one country transferred cleanly 

to the next rather than being reinvented locally each time. 

The template approach produced a repeatable rollout. Proving the global core once and confining per-

country effort to genuine local differences made successive deployments faster and lower-risk than a set 

of independent implementations would have been. The operation gained a coherent landscape, consistent 

structure, governed master data, and scoped localization, that a single support model could sustain across 

plants and countries. 

On the shop floor, accurate bulk-to-pack handling and batch-grade discipline improved inventory integrity 

and traceability from production through packaged shipment, so a lot could be followed from its process 

run to the customer. Enforcing hazardous-materials segregation and documentation in the system 

strengthened dangerous-goods compliance and safety rather than leaving them to manual vigilance. 

Together these gave the business more reliable inventory, cleaner shipments, and a defensible handling 

record across a hazardous, multi-grade product range. 

The program's recognition with a U-Deserve award in 2020 reflected a rollout that held together across 

North America and Europe under a single design. More lasting than the award was the capability left behind: 

a template and governance model the organization could extend to further sites at its own pace, turning 

what could have been a multi-country implementation of disconnected efforts into a durable, industrialized 

way of deploying that the client owned outright. 

The program delivered a working S/4HANA 1909 solution across an international footprint with a common 

Fiori-based experience that gave operators and planners consistent, role-based access [10]. Qualitatively 

that consistency lowered training effort and made the process portable, so proven practice in one country 

transferred cleanly to the next rather than being reinvented locally [35]. Digitization frameworks explain why 

that portability, not just the software itself, is where the value accrues [38]. 

The template approach produced a repeatable rollout: proving the global core once and confining per-

country effort to real deltas made successive deployments faster and lower-risk than independent 

implementations would have been [35]. On the shop floor, accurate bulk-to-pack handling and batch-grade 

discipline improved inventory integrity and traceability from process run to customer, and the efficiency-

analysis habits I have written about shaped how the business judged that improvement rather than 

assuming it [114]. 

A qualitative benefit that emerged after the Indorama rollout was that a consistent digital core made later 

improvement possible in a way fragmented systems never allow. Because processes and master data 

meant the same thing across sites, the organization could compare performance between plants honestly 

and reason about where to invest, rather than arguing about whose numbers were real. That comparability, 

a direct consequence of the template discipline, positioned the business to pursue the kind of data-driven 

and Industry 4.0 initiatives that only make sense on a coherent foundation. The standardization delivered 

value less as an endpoint than as a platform for what came next [38], [115]. 
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Table 20.1 Process-manufacturing characteristics and S/4HANA design responses 

Characteristic Logistics Implication S/4HANA Design Response 

Bulk then packaged UoM conversion weight/volume/count Bulk-to-pack tracking, HU on packaging 

Quality grades from process Salability depends on grade Batch classification and determination 

Hazardous materials Segregation and DG documentation Storage constraints, DG handling rules 

Multi-plant / multi-country Standardization versus localization Global template, scoped local layers 

International user base Training and portability Fiori launchpad, role-based UX 

Cross-site reporting Consistent data semantics Master-data governance 

 

20.6 Chapter Summary 

Process manufacturing reshapes the supply chain around bulk material, unit-of-measure conversion, 

quality grades, and hazardous-materials rules, and this chapter examined it through the Indorama Ventures 

S/4HANA 1909 program across North America and Europe. I delivered a common, Fiori-based process on 

an international rollout built from a global template, a shared core of structure, process, and governed 

master data with deliberately scoped local layers for statutory, fiscal, and hazardous-goods differences [6]. 

Accurate bulk-to-pack handling, batch-grade determination, and enforced dangerous-goods segregation 

strengthened inventory integrity, traceability, and compliance. Proving the core once and confining per-

country work to real deltas made the rollout repeatable and supportable, leaving the organization an 

industrialized deployment capability [35] recognized with a U-Deserve award in 2020. 
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Chapter 21 

Automated Warehouse Operations (Alcon Laboratories) 

21.1 Engineering Three Automated Warehouses 

Automation changes the nature of warehouse engineering. At Alcon Laboratories in the Dallas-Fort Worth 

area I implemented and supported SAP EWM 9.5 across three fully automated warehouses, and the work 

bore little resemblance to a manual-operation project. When conveyors, automated storage and retrieval, 

and programmable controllers do the moving, the system's job shifts from directing people to orchestrating 

machines in real time, and a design flaw stops a line rather than slowing a picker. 

The three warehouses shared a demanding profile: high automation, high throughput, and low tolerance 

for downtime. EWM's Material Flow System sat at the center, acting as the warehouse control layer that 

talks to the physical automation. My role spanned implementation and the ongoing support that keeps such 

a system running, including security patches, kernel upgrades, and release upgrades applied to automated 

warehouses that cannot simply be taken offline for a weekend. 

Engineering for automation therefore means engineering for both real-time control and continuous 

availability at once. The customer feedback of seven out of seven recorded on that work reflected a system 

that stayed up and stayed accurate under those constraints. This chapter examines that engineering: EWM 

9.5 in a high-automation environment, the Material Flow System and its PLC communication, and the high-

availability operations that keep automated warehouses running. 

Automation changes the nature of warehouse engineering: when conveyors, automated storage and 

retrieval, and programmable controllers do the moving, the system orchestrates machines in real time rather 

than directing people [25]. Across three fully automated warehouses on EWM 9.5, a design flaw stopped a 

line rather than slowing a picker [1]. My own comparison of manual and automated warehouse processes 

shaped how I weighed where automation genuinely pays and where it merely adds fragility [104]. 

The three warehouses shared a demanding profile of high automation, high throughput, and low tolerance 

for downtime [23]. EWM's Material Flow System sat at the center as the warehouse control layer, and my 

role spanned implementation and the ongoing support that keeps such a system running [102]. World-class 

warehousing and warehouse-management literature frame why continuous availability, not peak throughput 

alone, is the harder engineering target in this environment [9]. 

Something the Alcon work made vivid is how automation reshapes support itself, not just implementation. 

On a manual warehouse an off-hours issue slows people who can improvise around it; on an automated 

one a stalled queue or a stuck resource halts product with no manual fallback, so the on-call posture has 

to be genuinely proactive. I structured monitoring and response around the reality that a small fault left 

alone becomes a stopped line, which meant instrumenting the EWM queues and resource states so the 

team saw trouble forming rather than reacting to a phone call from a dark, motionless conveyor [104], [9]. 

21.2 SAP EWM 9.5 in a High-Automation Environment 

EWM 9.5 provided the warehouse-management backbone, but in an automated environment its 

configuration serves the machines as much as the people. The warehouse structure of storage types, 

sections, and bins had to map precisely onto the physical automation, including the automated storage and 
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retrieval racks and the conveyor topology, because the system's model of the building must match reality 

exactly when a controller is executing moves against it with no human to catch a mismatch. 

Putaway and removal strategies took on a machine cadence. Warehouse order creation rules and wave 

management had to produce work the automation could execute efficiently, respecting the physical 

constraints of aisles, cranes, and conveyor merges rather than idealized travel paths. Slotting and 

replenishment kept fast-moving product positioned for the automation's throughput. Tuning these so the 

machines stayed fed without bottlenecking is a different optimization from tuning a manual floor. 

The interface between EWM's warehouse-management logic and its material-flow control had to be clean. 

EWM 9.5 supports running the warehouse-management and material-flow-system layers together, and I 

configured the boundary so management decisions, what to move and why, translated into flow instructions 

the automation could act on, while machine status flowed back to keep the warehouse view accurate. That 

layered separation is what makes an automated warehouse both intelligent and controllable. 

Exception handling deserved as much design as the happy path. In automation, a jam, a full conveyor 

segment, or a failed scan cannot wait for someone to notice; the system must detect, reroute or halt, and 

surface the condition to operators fast. I built the EWM configuration and monitoring so exceptions were 

visible and actionable immediately, because in a high-throughput automated warehouse an unmanaged 

exception cascades into a stopped line within minutes. 

In an automated environment EWM's configuration serves the machines as much as the people, so the 

structure of storage types, sections, and bins had to map precisely onto the automated racks and conveyor 

topology [1]. The system's model of the building must match reality exactly, because a controller executes 

moves against it with no human to catch a mismatch [3]. Warehouse-automation principles stress this 

correspondence between logical model and physical machinery as foundational [25]. 

Putaway and removal strategies took on a machine cadence: warehouse-order-creation rules and wave 

management had to produce work the automation could execute against real aisle, crane, and merge 

constraints [102]. Slotting and replenishment kept fast movers positioned for throughput, a different 

optimization from tuning a manual floor [9]. My manual-versus-automated analysis underlined that 

exception handling deserves as much design as the happy path, because an unmanaged jam cascades 

into a stopped line within minutes [104]. 

A configuration area that carries disproportionate weight in an automated EWM build is resource and queue 

management. In a manual warehouse a queue is a loose work list; in an automated one, queues and 

resources map onto cranes, conveyor loops, and workstations, and mis-sizing them either starves the 

automation or floods a segment into gridlock. At Alcon I tuned queue assignment and resource definitions 

so work reached each machine at a rate it could absorb, and I designed exception queues that pulled 

human attention to the handling units the automation could not resolve. That balance between feeding the 

machines and protecting them is the heart of the tuning [102], [1]. 

21.3 Material Flow System and PLC Communication 

The Material Flow System is where EWM meets the machinery. MFS lets EWM act as the warehouse 

control system, communicating directly with programmable logic controllers that drive conveyors, cranes, 

and sorters, without a separate third-party control layer in between. At Alcon this direct control was central: 
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EWM did not just plan work, it commanded the automation, which put a premium on getting the MFS 

configuration and communication exactly right. 

Communication happens through telegrams, structured messages exchanged between MFS and the PLCs. 

I configured telegram structures, the communication channels, and the mapping between physical conveyor 

segments and EWM's communication points and resources, so a handling unit arriving at a scanner 

triggered the right routing decision and the PLC received an unambiguous instruction. Telegram design is 

meticulous work; a mismatched field or timing assumption surfaces as misrouted product on a live 

conveyor. 

The MFS model mirrors the physical layout. Communication points represent decision or scan locations, 

and the system tracks handling units across conveyor segments as the automation moves them, reconciling 

the physical position with the warehouse view continuously. I designed this model to match the real topology 

precisely, because MFS is effectively steering physical material in real time, and any divergence between 

model and machine becomes a routing error the moment throughput picks up. 

Reliability of the MFS-to-PLC link is paramount. Telegram acknowledgement and error handling had to 

cope with the realities of a running plant, a controller restart, a communication drop, a device that goes 

offline, without losing track of in-flight handling units or issuing conflicting commands. I built the error 

handling so the link could recover cleanly and the warehouse never lost sight of where product physically 

was, which is the foundation everything else in an automated warehouse rests upon. 

The Material Flow System is where EWM meets the machinery, letting it act as the warehouse control 

system communicating directly with the programmable logic controllers that drive conveyors, cranes, and 

sorters [1]. At Alcon this direct control was central: EWM commanded the automation rather than merely 

planning work [102]. Warehouse-automation and facilities-planning literature frame how tightly the control 

model must track the physical layout for such direct steering to stay correct [25], [31]. 

Communication happens through telegrams, structured messages exchanged between MFS and the PLCs, 

so I configured telegram structures, channels, and the mapping between conveyor segments and EWM's 

communication points and resources [3]. A mismatched field or timing assumption surfaces as misrouted 

product on a live conveyor, so telegram design is meticulous work [1]. Industry 4.0 logistics frames this 

machine-to-system integration as the defining capability of the automated warehouse, and reliable, 

recoverable links are its precondition [40]. 

A practice I consider non-negotiable on an MFS build is testing telegram communication against a PLC 

emulator before touching real machinery. You cannot debug telegram field mappings and timing by 

misrouting product on a live conveyor, so I validate the full exchange, routing decisions, acknowledgements, 

and error telegrams, in an emulated environment that mimics the controllers' behavior. This surfaces the 

mismatched field or the off-by-one segment position safely, where a mistake costs a rerun rather than a 

jam. Building emulation into the test strategy is what let the Alcon go-lives command physical automation 

with confidence rather than discovering telegram defects with product already in motion [3], [25]. 

21.4 High-Availability Operations and Support 

An automated warehouse cannot casually go offline, so availability is an engineering requirement, not an 

operational aspiration. At Alcon I led security patches, kernel upgrades, and release upgrades on 

automated WM and EWM systems that had to keep running, which meant planning maintenance around 
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the plant's rhythm, testing changes thoroughly before they touched production, and sequencing work so 

the automation and its MFS-to-PLC communication came back cleanly every time. 

Upgrades in this environment carry real risk because the system controls physical machinery. A kernel or 

release change that subtly alters MFS behavior could misroute product, so I validated upgrades against the 

automation's behavior, not just functional correctness in isolation. The discipline was to treat every change 

as potentially plant-affecting and to prove it safe before committing, which is how the operation sustained 

continuous running across a stream of patches and upgrades. 

I also configured a new warehouse during a local warehouse migration, which is delicate work in an 

automated setting: standing up a new warehouse structure and its automation integration while an existing 

operation continues nearby demands careful cutover and coexistence planning. Getting that right without 

disrupting the running warehouses drew on the same cutover discipline of Chapter 16, applied under the 

added constraint that the machinery could not be improvised with. 

Support in a high-automation environment is proactive by necessity. Monitoring the MFS-to-PLC 

communication, the EWM queues, and the automation's exception conditions lets the team intervene before 

a small fault becomes a stopped line. The seven-out-of-seven customer feedback recorded on the Alcon 

work reflected exactly this posture, an operation kept available and accurate through upgrades, a migration, 

and daily throughput by treating stability as something engineered continuously rather than assumed. 

An automated warehouse cannot casually go offline, so availability is an engineering requirement, not an 

aspiration [25]. I led security patches, kernel upgrades, and release upgrades on systems that had to keep 

running, planning maintenance around the plant's rhythm and testing every change against automation 

behavior before it touched production [102]. Because the system controls physical machinery, I validated 

upgrades against MFS behavior, not just functional correctness in isolation [3]. 

I also configured a new warehouse during a local migration, delicate work when an existing operation 

continues nearby and the machinery cannot be improvised with [1]. Support here is proactive by necessity: 

monitoring the MFS-to-PLC communication, the EWM queues, and exception conditions lets the team 

intervene before a small fault becomes a stopped line [104]. Industry 4.0 logistics treats exactly this 

continuous, monitored stability as intrinsic to running automated infrastructure rather than an afterthought 

[40]. 

A high-availability detail that separates a clean automated-warehouse upgrade from a chaotic one is 

planning for in-flight handling units across the restart. When MFS comes back after a kernel or release 

change, product may be physically mid-conveyor, and the system must reconcile its model to where 

material actually sits rather than assuming an empty line. I sequenced maintenance to quiesce the 

automation into a known state first, then verified the MFS-to-PLC view against physical position before 

resuming commands. Treating the restart as a reconciliation problem, not just a service bounce, is what 

kept Alcon's warehouses from waking up misrouting the product they were carrying when they went down 

[102], [104]. 

21.5 Measured Outcomes 

The defining outcome at Alcon was sustained continuous operation. Across security patches, kernel 

upgrades, and release upgrades, the three automated warehouses kept running, because change was 

planned, tested against automation behavior, and sequenced to protect the MFS-to-PLC link. For an 
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operation where downtime stops physical lines, that uninterrupted availability through a stream of 

maintenance was the result that mattered most to the business. 

Accuracy held alongside availability. A precise MFS model, carefully designed telegram communication, 

and robust error handling kept the warehouse's view aligned with the physical position of handling units 

even through controller restarts and communication drops. The qualitative result was reliable routing and 

inventory integrity at high throughput, so the automation could be trusted to move product correctly without 

constant manual reconciliation. 

The warehouse configured during the local migration came up without disrupting the running operation, 

demonstrating that new automated capacity could be introduced under live conditions rather than during a 

forced shutdown. Applying disciplined cutover and coexistence planning to an automated setting let the 

business expand and migrate without the outage such changes might otherwise force, which is a 

meaningful capability in a continuously operating plant where every hour of downtime stops physical lines. 

The customer feedback of seven out of seven recorded by John Garner at Alcon in 2019 reflected the whole 

picture: a high-automation EWM 9.5 operation kept available, accurate, and evolving through upgrades and 

a migration. The durable outcome was a support model that treated stability as engineered continuously, 

giving the business confidence in automation that ran without drama through exactly the events, patches, 

upgrades, and migrations, that most threaten an automated warehouse. 

The defining outcome was sustained continuous operation: across patches, kernel upgrades, and release 

upgrades the three automated warehouses kept running, because change was planned, tested against 

automation behavior, and sequenced to protect the MFS-to-PLC link [102]. For an operation where 

downtime stops physical lines, that uninterrupted availability was what mattered most [25]. My manual-

versus-automated work frames why availability, not raw speed, is the true measure of an automated 

warehouse's success [104]. 

Accuracy held alongside availability: a precise MFS model, careful telegram design, and robust error 

handling kept the warehouse's view aligned with the physical position of handling units through controller 

restarts and communication drops [1]. The warehouse configured during the local migration came up 

without disrupting the running operation, showing new automated capacity could be introduced under live 

conditions [102]. The result was automation the business could trust to move product correctly without 

constant manual reconciliation [104]. 

A qualitative marker of the Alcon outcome was the trust the operation placed in running the automation with 

minimal hovering. Over time the client trusted the system to route, store, and retrieve without someone 

watching the conveyors for reassurance, because upgrades, a migration, and daily throughput had all 

passed without the automation losing its place. That earned confidence, reflected in the standing feedback 

from the site, is hard to overstate: an automated warehouse people trust to run unattended is a 

fundamentally different asset from one they watch anxiously. It was the clearest sign the stability had been 

engineered in rather than merely hoped for [104], [102]. 

Table 21.1 Automation layers and engineering focus at Alcon 

Layer Function Key Engineering Concern SAP / Automation Element 

Warehouse 

management 
Decide what and why to 

move 
Structure mirrors 

automation 
EWM 9.5 storage types, WOCR 
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Layer Function Key Engineering Concern SAP / Automation Element 

Material flow control Command the machinery Telegram design and 

routing 
MFS communication points 

PLC communication Drive physical devices Reliable, recoverable link Telegrams, acknowledgements 

Physical automation Move handling units Model matches topology Conveyors, AS/RS, cranes 

Availability Keep the plant running Tested patches and upgrades Kernel and release upgrade 

discipline 

Change and migration Introduce new capacity Live cutover and 

coexistence 
New warehouse configuration 

 

21.6 Chapter Summary 

Automation shifts warehouse engineering from directing people to orchestrating machines in real time, and 

this chapter examined that shift through the Alcon Laboratories work: SAP EWM 9.5 across three fully 

automated warehouses in the Dallas-Fort Worth area. EWM's structure and strategies were configured to 

map exactly onto the automation and feed it efficiently, while the Material Flow System let EWM command 

conveyors and cranes directly through telegram communication with the PLCs, with a topology-accurate 

model and resilient error handling keeping the warehouse view aligned to physical reality [102]. High 

availability was engineered through carefully tested patches, kernel and release upgrades, and a live 

warehouse migration [104]. The seven-out-of-seven customer feedback reflected an automated operation 

kept continuously available, accurate, and able to evolve. 
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Chapter 22 

Material Flow System and Warehouse Automation 

22.1 The EWM-MFS Architecture 

The Material Flow System sits inside SAP EWM as the layer that speaks directly to programmable logic 

controllers, turning warehouse tasks into machine movements. When I led the Alcon automated-warehouse 

work in DFW, three fully automated facilities depended on MFS to drive conveyors, sorters, and the 

automated storage and retrieval system without a separate middleware host. Understanding this 

architecture means seeing exactly where warehouse management logic ends and where deterministic, real-

time control begins. 

MFS extends the standard EWM object model rather than replacing it. A communication channel connects 

each PLC to the SAP application server, and communication points map to physical locations where a 

handling unit is identified, routed, or confirmed. The warehouse task remains the unit of work, but MFS 

resources, conveyor segments, and telegram queues take over the role that a human resource and radio-

frequency confirmation play inside a manual storage type. One warehouse number hosts both automated 

and manual activity areas [1]. 

The design decision that mattered most was keeping business rules in EWM and motion rules in the PLC. 

Putaway and removal strategies, storage type search sequences, and stock determination stayed in 

standard configuration, while acceleration, spacing, and safety interlocks stayed on the floor. That 

separation let us change slotting or wave logic without touching controller code, and it kept the automation 

predictable later, when we applied kernel and release upgrades to the live system under continuous 

operation [104]. 

Reliability came from treating MFS as a first-class part of the warehouse model, not a bolt-on. We 

documented every resource, conveyor segment, and communication point, and we mapped each 

automated storage type to its search and interleaving behaviour. When a facility ran three shifts, this 

discipline meant an engineer could trace a stalled pallet from the physical roller back through the 

communication point, the telegram, and the open warehouse task without guessing where the boundary of 

responsibility fell [25]. 

On the DFW floor I learned to read the MFS architecture as a contract between two clocks: the enterprise 

clock that plans waves and the millisecond clock that governs a diverting roller. Classic warehousing texts 

frame automation as material-handling design [23], and facilities planning treats layout and equipment as 

one system [31]. MFS honours that view by letting EWM own the plan while the controller owns the motion, 

so neither clock ever waits on the other. 

When I documented the architecture for Alcon, I insisted every resource and communication point trace 

back to a physical asset a technician could touch. My own EWM work in S/4HANA taught me that efficiency 

comes from this transparency rather than from clever controller tricks [102]. An architecture nobody can 

explain is an architecture nobody can upgrade, so I treated clear boundaries between warehouse logic and 

machine logic as the deliverable that mattered most across three shifts. 

One configuration detail decided the whole build: the communication channel type. At Alcon we ran MFS 

over TCP/IP sockets rather than a file interface, defining each channel with its own port, poll cycle, and byte 
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order in the PLC connection customising. A pitfall I hit early was mismatched endianness between the 

controller and the SAP host, which silently corrupted destination fields; the mitigation was a fixed conversion 

routine tested against a captured telegram trace. Getting the channel definition right, down to the socket 

keep-alive, mattered more to uptime than any downstream strategy setting [1], [104]. 

22.2 Telegram Design and Communication Points 

Telegrams are the structured messages exchanged between MFS and the PLC, and they are where 

automation succeeds or fails. Each telegram carries a type, a communication point, and a payload 

describing the handling unit and its destination. At Alcon we defined telegram types for movement requests, 

movement confirmations, status changes, and error reports, and mapped each to a processing function 

module. Field offsets and data formats had to match the controller specification exactly, byte for byte, or 

the whole line stalled [25]. 

A communication point represents a decision location on the conveyor or crane path. When a handling unit 

reaches a scanner or photo-eye, the PLC sends a telegram; MFS reads the identification, determines the 

next destination from the open warehouse task, and answers with a routing telegram. Getting the 

handshake right meant designing for latency: the controller expects a response inside a fixed window, so 

the processing logic had to stay lean and avoid expensive database work in the critical path [23]. 

Telegram life cycle management is easy to underestimate. Every outbound movement telegram expects a 

confirmation, and unacknowledged messages have to be detected, requeued, or escalated rather than 

silently lost. We used the MFS telegram journal to monitor sequence numbers and timeouts, and we built 

alerting so operators saw a stuck communication point before it backed up the sorter. Robust telegram 

design, more than any single strategy setting, determined whether the automated warehouse ran smoothly 

across shifts [1]. 

I came to judge telegram design the way I judged manual versus automated process trade-offs in my own 

EWM studies [104]. A manual pick forgives a slow decision; a telegram does not, because the pallet keeps 

moving whether or not MFS has answered. That unforgiving cadence forced me to strip database work out 

of the critical path and pre-resolve routing wherever the delivery and wave already made the destination 

knowable before the handling unit even reached the read point. 

Legacy WM interfaces taught the industry how brittle fixed-offset messaging can be [9], and facilities-

planning discipline reminds us that every conveyor branch is a designed decision point [31]. So I versioned 

our telegram specifications, kept a byte-level mapping document beside the controller code, and rehearsed 

format changes on a test line first. When a controller vendor revised a payload, that discipline turned what 

could have been a floor-stopping mismatch into a scheduled, verified change with a known back-out. 

A subtle telegram pitfall nearly caught us at Alcon: sequence-number wraparound. The controller cycled its 

counter within a fixed range, and our first design assumed monotonic growth, so a wrap looked like a flood 

of duplicate messages and MFS began discarding valid confirmations. The mitigation was a modular-

arithmetic comparison plus an idempotent confirmation handler that keyed on the handling-unit identifier, 

not the sequence alone. I also added a validation gate that rejected malformed payloads to an error queue 

rather than the processing function, so one corrupt frame could never stall an entire communication point 

[25], [104]. 
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22.3 Conveyor, Sorter, and AS/RS Control 

Conveyor control in MFS is about routing handling units through a network of segments, each with capacity, 

direction, and a set of communication points. EWM models the physical topology so that a warehouse task 

can be broken into leg-by-leg movements, with the system choosing merges and diverts as pallets travel. 

In the Alcon facilities this let inbound receipts and outbound picks share the same transport network while 

keeping deconsolidation, quality inspection, and putaway destinations logically distinct [23]. 

Sorters demand tighter timing than plain conveyor. The PLC reports a unit approaching a divert, MFS 

resolves the destination from the outbound delivery and wave, and the answer must arrive before the unit 

passes the branch. We tuned the read points and pre-computed routing where we could, so the sorter never 

defaulted a handling unit to a reject lane for lack of an answer. Correct sortation kept wave completion 

predictable and protected downstream loading sequence [25]. 

The automated storage and retrieval system is the most rule-rich part of the network. MFS drives the 

storage and retrieval machines through movement telegrams, while EWM decides bin assignment using 

putaway strategy, capacity, and storage-section checks, and drives removal through stock determination 

and interleaving. Double-cycle optimisation, where a crane stores one handling unit and retrieves another 

in a single travel, came directly from letting EWM interleave tasks rather than hard-coding sequences in the 

controller, which improved throughput without touching PLC logic [31]. 

Routing across a shared transport network is where warehouse strategy becomes visible in steel. My 

S/4HANA EWM work showed how storage-type search and deconsolidation logic decide a pallet's path 

long before it reaches a divert [102], and embedded EWM ties that logic tightly to the delivery [3]. On the 

Alcon network I mapped every merge and branch so inbound receipts and outbound picks could share 

segments without contending, keeping quality inspection and putaway destinations logically distinct even 

on one physical loop. 

Double-cycle optimisation only pays off if the surrounding process feeds the crane balanced work, a point 

my manual-versus-automated analysis kept reinforcing [104]. I watched interleaving degrade whenever 

waves front-loaded storage and starved retrieval, so I tuned wave release to keep both directions supplied. 

The lesson was that AS/RS throughput is a system property, not a controller setting: EWM's task 

interleaving delivers the gain, but only when planning gives it a steady mix of stores and retrievals to weave 

together. 

AS/RS behaviour is only as good as the bin master data behind it. On the Alcon cranes, a handful of storage 

bins carried capacity and dimension attributes that did not match the physical racking, and MFS dutifully 

routed oversized handling units to bins that could not accept them, jamming the aisle. The fix was a 

reconciliation of bin master against a physical survey before go-live, plus a putaway check that verified 

handling-unit dimensions against storage-section limits. I learned to treat the bin master as safety-critical 

data, because the crane obeys the record, not the rack [31], [102]. 

22.4 Exception Handling and Manual Intervention 

Automation is judged by how gracefully it fails, not how well it runs when everything is nominal. In MFS, 

exceptions arrive as error telegrams, timeouts, or handling units that reach a communication point without 

a valid open task. We classified these so that recoverable conditions, such as a barcode no-read, triggered 
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an automatic re-scan or a routing to an identification station, while genuine faults raised an alert and moved 

the unit to a defined exception lane rather than blocking the network [26]. 

Manual intervention has to be a designed path, not an improvised one. At Alcon we kept manual work 

centers and RF-enabled fallback so that when a crane aisle went offline, operators could continue putaway 

and picking in the affected area without stopping the whole warehouse. Storage control stayed consistent 

because the manual movements used the same warehouse tasks and destinations, so stock records never 

diverged from the physical reality on the floor [104]. 

Monitoring tied the exception model together. The MFS monitor and the warehouse management monitor 

gave supervisors a live view of communication points, resource status, blocked stock, and open exceptions, 

so intervention was targeted. We defined clear ownership between the automation team and warehouse 

operations, which mattered most during the security patches, kernel upgrades, and release upgrades I led, 

when a disciplined exception process let us keep the automated warehouses running while changes moved 

through the landscape [1]. 

Warehouse-automation literature stresses that organisation, not just equipment, determines resilience [25], 

and older WM practice shows how quickly an unhandled fault cascades [9]. At Alcon I built an exception 

taxonomy that separated the merely inconvenient from the genuinely dangerous, so a no-read rerouted 

itself to an identification station while an interlock trip halted only the affected segment. That grading kept 

small faults from escalating and reserved human attention for the exceptions that actually threatened stock 

accuracy or safety on the floor. 

Designed fallback is what let me claim the automation was trustworthy rather than merely fast, echoing the 

efficiency-through-transparency theme of my EWM work [102]. Every manual recovery path used the same 

warehouse tasks and destinations as the automated flow, so when a crane aisle dropped out, operators 

picked and put away by RF without the ledger ever diverging from the floor. Fallback was rehearsed, not 

improvised, and that rehearsal was the difference between a graceful degrade and a stalled facility. 

Exception handling in MFS is configured through exception codes that map a raised condition to an 

executable follow-on action, and getting that mapping granular paid off. At Alcon we distinguished a photo-

eye no-read from a weight-check failure from an interlock trip, each routed to a different recovery: re-scan, 

divert to inspection, or halt the segment. The pitfall was over-broad codes that lumped distinct faults 

together, so operators lost the diagnostic signal. Refining the code catalogue, and wiring each code to a 

monitor alert with an owner, turned the exception log into a genuine troubleshooting map rather than noise 

[26], [1]. 

Table 22.1 MFS telegram types and their roles in the automated warehouse 

Telegram type Direction Trigger EWM action 

Movement request PLC to MFS HU reaches a communication point Resolve destination from open warehouse task 

Routing response MFS to PLC Destination determined Instruct next conveyor or crane movement 

Movement confirmation PLC to MFS HU reaches destination Confirm warehouse task, update bin stock 

Status change PLC to MFS Resource or segment state change Update MFS resource and monitor status 

Error report PLC to MFS No-read, jam, or interlock Raise exception, route HU to exception lane 
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22.5 Chapter Summary 

This chapter set out how SAP EWM drives physical automation through the Material Flow System, drawing 

on the three fully automated warehouses I supported at Alcon in DFW. I described the MFS architecture 

that keeps business rules in EWM and motion rules in the PLC; the telegram and communication-point 

design that makes the machine dialogue deterministic and timely; the routing logic behind conveyors, 

sorters, and the AS/RS, including double-cycle optimisation; and an exception model in which recoverable 

faults self-heal and genuine failures route to designed manual fallback. Together these disciplines let an 

automated warehouse run continuously across shifts and, as later chapters show, survive kernel and 

release upgrades without stopping operations [104], [25]. 
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Chapter 23 

Cross-Functional Integration with MM, SD, FI, and LE 

23.1 The Integrated Logistics Data Flow 

EWM never runs alone; it lives inside an integrated logistics flow that starts in materials management and 

sales, passes through logistics execution, and ends in financial accounting. In the greenfield S/4HANA 

programs I led, the discipline was to see one continuous data flow rather than four modules stitched 

together. A purchase order or sales order sets intent, deliveries carry the physical commitment, EWM 

executes the movement, and financial postings record the value, all keyed to the same material, plant, and 

document chain [8]. 

The technical spine of that flow is the delivery. Inbound deliveries originate from purchasing and advanced 

shipping notifications, outbound deliveries from sales orders and stock transfers, and both replicate into 

EWM as executable documents. In embedded S/4HANA the replication is close-coupled, but the modelling 

still matters: warehouse number, storage-type search, and packaging specifications must align with the 

plant, storage location, and shipping point defined on the ERP side, or the physical and logical views drift 

apart [4]. 

Getting the flow right early prevented reconciliation pain later. At CuraScript SD, where specialty 

pharmaceutical distribution demanded strict traceability and cold-chain handling, I insisted that batch, 

expiry, and serial data flow cleanly from goods receipt through EWM handling units into outbound goods 

issue and billing. When master data and document customising line up across MM, SD, LE, and FI, the 

warehouse becomes the reliable execution layer the rest of the enterprise assumes it to be [99]. 

Seeing one continuous flow rather than four modules is a habit I built configuring cross-functional EWM 

integration across SD, MM, production, and quality [103]. Logistics in S/4HANA is designed as an end-to-

end chain, and treating it that way avoids the seams where data quietly drifts [6]. On my greenfield programs 

I traced a single order from intent through delivery, execution, and posting before touching configuration, 

because the flow, once drawn honestly, exposed exactly which master data had to agree across the 

boundary. 

Supply-chain logistics theory frames the warehouse as one node whose value depends on the links around 

it [13]. At CuraScript SD that framing was literal: batch, expiry, and serial attributes had to survive every 

hop from goods receipt to billing, or traceability broke at the weakest join. I made those attributes first-class 

citizens of the delivery and handling unit rather than afterthoughts, so specialty pharmaceutical distribution 

kept its cold-chain and compliance story intact from the dock to the customer invoice. 

The integrated flow breaks most often at master data, not at the interfaces. On the CuraScript SD build, a 

material extended to a plant but not to the warehouse's storage location replicated as a delivery that EWM 

could not execute, and the error surfaced only at putaway. The mitigation was a master-data readiness 

check that verified plant, storage-location, warehouse-number, and packaging-specification extension as a 

set before any delivery was created. I made this a gated step in cutover, because one unextended material 

in a specialty-pharma catalogue can stall an entire inbound wave at go-live [8], [99]. 
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23.2 EWM-ERP Delivery and Inventory Integration 

Delivery integration is the contract between EWM and the ERP inventory ledger. An inbound delivery 

replicated into EWM drives putaway, and its goods receipt posting updates ERP stock; an outbound delivery 

drives picking, packing, and staging, and its goods issue posting relieves inventory and triggers the value 

chain. Keeping these postings synchronous and idempotent was central to every implementation, because 

a warehouse that confirms movement the ERP does not see is worse than one that is simply slower [4]. 

Stock type and status must map precisely across the boundary. Unrestricted, quality inspection, and 

blocked stock in EWM correspond to ERP stock categories, and every status change, whether a quality 

decision or a scrapping, has to post back so the two ledgers agree. At Zimmer Biomet, with orthopedic 

devices moving through multiple distribution centers, I paid close attention to serial-number and batch 

consistency so that a unit in an EWM bin and the same unit in the ERP material document were never in 

dispute [8]. 

Error handling on the interface deserves as much design as the happy path. Failed goods movements, 

delivery-split conflicts, and quantity mismatches surface through queued RFC and the delivery interface 

monitor, and support teams need a clear runbook to clear them without double-posting. I built reconciliation 

checks into hypercare so that any divergence between EWM bin stock and ERP plant stock was caught 

the same day, which kept inventory accuracy high through the fragile weeks after go-live [103]. 

Delivery and inventory integration is where I apply lessons from implementing ERP in a regulated device 

environment, where a posting the ledger missed became a compliance finding, not just a nuisance [99]. I 

designed goods movements to be idempotent so a retried confirmation could never double-post, and I made 

the inbound goods receipt and its ERP stock update a single logical event. In regulated distribution, 

agreement between EWM and ERP is an audit obligation as much as an operational one. 

Standard EWM inventory mechanics repay careful study before customising [1], and embedded S/4HANA 

tightens the ERP coupling further [3]. At Zimmer Biomet I leaned on that close coupling for serial-managed 

implants, so a unit in an EWM bin and the same unit in the material document were never in dispute across 

distribution centers. I treated every stock-status mapping, from quality inspection to blocked, as a two-way 

contract, ensuring each status change posted back before the physical move was ever considered 

complete. 

Delivery and inventory integration rides on qRFC queues, and their configuration is easy to under-engineer. 

At Zimmer Biomet the inbound and outbound delivery queues had to be registered, monitored, and given 

enough parallel inbound processes to absorb peak goods movements without serialising behind one slow 

document. The pitfall was a single stuck entry blocking an entire queue, freezing every posting behind it. 

The mitigation was queue-specific monitoring with automatic retry for transient errors and a manual runbook 

for genuine failures, so a delivery-split conflict on one implant never held up the whole distribution center's 

inventory updates [4], [103]. 

23.3 Financial Postings and Cost Assignment 

Every physical movement of value eventually becomes a financial posting, and warehouse architects ignore 

that at their peril. Goods receipt and goods issue generate material documents that post to inventory and 

offsetting accounts through account determination, and stock transfers between plants or storage locations 
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carry their own valuation logic. In regulated distribution, where high-value pharmaceuticals and implants 

move daily, the accuracy of these postings is a compliance concern as much as an accounting one [8]. 

Cost assignment becomes visible where value-added services and handling meet the general ledger. VAS 

activities, special processing, and returns can attach costs to orders or cost centers, and the shipping and 

freight side introduces delivery costs that flow into FI through logistics invoice verification. At CuraScript SD 

I worked with finance to ensure that cold-chain handling and compliance-driven processing were 

represented so that the true cost of serving demanding customers was transparent, not buried in overhead 

[20]. 

The architect's job is to trace the posting logic end to end. Movement type, valuation class, and account 

determination together decide which accounts a goods movement touches, and mis-set customising here 

produces silent errors that only surface at period close. I treated financial postings as an integration test 

target in their own right, validating in SIT and UAT that each warehouse process produced the expected 

accounting document, so that finance and logistics closed each period on a single, agreed set of numbers 

[99]. 

Supply-chain performance management insists that cost visibility drives the right behaviour [21]. I applied 

that by refusing to let cold-chain handling and compliance processing disappear into overhead at CuraScript 

SD. Working with finance, I mapped value-added and special-handling activities to cost objects so the true 

price of serving demanding customers surfaced in the ledger. When the cost of service is visible, the 

business can price and prioritise it deliberately, instead of subsidising difficult work with margin earned 

elsewhere in the network. 

Cross-functional integration taught me that account determination is an integration test target, not an 

accounting afterthought [103]. Movement type, valuation class, and account assignment together decide 

which accounts a goods movement touches, and a single mis-set entry produces silent errors that only 

surface at period close. So I validated in SIT and UAT that every warehouse process yielded the expected 

accounting document, letting finance and logistics close each period on one agreed set of numbers rather 

than reconciling surprises after the fact. 

A financial pitfall that surfaces only at period close is an incomplete account-determination configuration for 

a movement type that appears rarely. At CuraScript SD, returns and scrapping of expired specialty product 

used movement types the initial build had not fully mapped, so the postings fell into a default clearing 

account nobody reconciled. The mitigation was a matrix that enumerated every movement type, valuation 

class, and transaction-key combination the warehouse could generate, validated against expected 

accounts in UAT. I treated the rare movement as the dangerous one, because it is precisely the path that 

escapes routine testing until finance finds it [8], [99]. 

23.4 Logistics Execution and Shipping Integration 

Logistics execution binds the warehouse to the act of shipping. Outbound deliveries carry route, shipping 

point, and transportation data, and EWM staging and loading feed the goods issue that releases the 

shipment. In the MicroVention program, neurovascular devices left the warehouse through a defined 

outbound flow of picking, loading, and shipping, integrated with the shipping ERP and an external XPS 

parcel system so that carrier labels and tracking matched the handling units physically loaded [6]. 
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Handling units are the currency of shipping integration. A packed HU in EWM becomes the shipping unit 

whose weight, dimensions, and contents drive carrier selection, packaging, and documentation. When the 

parcel system assigns a tracking number, that identifier must return to the delivery so customer service and 

downstream billing see a consistent record. I designed these interfaces to fail safe, holding a delivery from 

goods issue if the external label or rate call did not complete, rather than shipping blind [2]. 

Where SAP Transportation Management is in scope, logistics execution extends into freight units, freight 

orders, and settlement, but even a pure LE landscape needs disciplined shipping-point and route 

configuration. Aligning EWM staging areas, LE loading, and the carrier interface meant that the sequence 

in which handling units were built matched the sequence in which they were loaded and manifested. That 

alignment shortened the dock-to-departure window and reduced the reprocessing that erodes on-time 

shipping performance [5]. 

Shipping integration is where warehouse execution meets the outside world, and my cross-functional EWM 

work with 3PL and shipping systems shaped how I designed it [103]. Integrating EWM cleanly into S/4HANA 

depends on disciplined delivery and interface modelling [4]. On MicroVention I made the packed handling 

unit the shipping unit whose weight and contents drove carrier selection, so the label a courier scanned 

always matched the physical unit on the dock, with no blind reconciliation left for customer service to 

untangle. 

Regulated device distribution taught me to make shipping interfaces fail safe [99]. When an external parcel 

system could not return a rate or a label, I held the delivery from goods issue rather than shipping blind, 

because a neurovascular device leaving without a verified tracking record is a traceability gap, not a minor 

exception. Aligning EWM staging sequence with LE loading and the carrier manifest shortened the dock-

to-departure window while keeping every shipment auditable from pack to proof of delivery. 

Shipping integration lived or died on output and interface determination. On MicroVention, the outbound 

delivery triggered the parcel interface through condition-based output, and a missing output condition meant 

a delivery reached the dock with no label call ever fired. The mitigation was an explicit output-determination 

check in the goods-issue readiness step and a monitor for deliveries in a shipped status without a returned 

tracking number. Aligning the SAP shipping point, route, and the external XPS carrier mapping as one 

configured set kept the label, the manifest, and the physical handling unit describing the same shipment 

[6], [2]. 

Table 23.1 Warehouse events and their cross-module postings 

Warehouse event Source document EWM action Downstream posting 

Goods receipt Inbound delivery / ASN Putaway warehouse task MM inventory increase, FI material document 

Quality decision Inspection lot Stock status change MM stock category update 

Goods issue Outbound delivery Pick, pack, load, stage SD billing trigger, FI cost of goods sold 

Stock transfer Stock transport order Interwarehouse movement MM valuation, FI transfer posting 

Value-added service VAS order Processing at work center FI cost assignment to order or cost center 

 

23.5 Chapter Summary 

This chapter treated EWM as one node in an integrated logistics data flow spanning MM, SD, FI, and LE, 

drawing on the CuraScript SD, Zimmer Biomet, and MicroVention greenfield programs. I described how 
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deliveries form the spine that connects purchasing and sales to warehouse execution; how delivery and 

inventory integration keep EWM bin stock and ERP plant stock in agreement through synchronous, 

idempotent postings and disciplined error handling; how goods movements become financial documents 

through movement type and account determination, carrying value-added and handling costs into FI; and 

how logistics execution links staging and loading to shipping and carrier documentation. The consistent 

theme is that a warehouse earns trust only when its physical, logical, and financial views never diverge [4], 

[99]. 
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Chapter 24 

SAP Fiori, User Experience, and Mobility 

24.1 Fiori for the Warehouse and Transportation User 

SAP Fiori changed the conversation between the warehouse and the people who run it. Where classic 

transactions demanded knowledge of screen numbers and field sequences, Fiori presents role-based apps 

that expose one task at a time in the user's language. On the Indorama Ventures program, where I worked 

on the Fiori user experience across a multi-plant, multi-country chemical business, this shift mattered 

because operators and planners in different regions needed a consistent, learnable interface rather than a 

wall of transaction codes [10]. 

For the warehouse user, Fiori surfaces the work that EWM already models: warehouse orders, tasks, 

physical inventory, and exception handling, delivered as focused apps and, on the floor, through the RF 

framework on handheld devices. For the transportation user, Fiori exposes freight units, freight orders, and 

planning in a visual form that suits dispatchers who think in loads and lanes. The underlying EWM and TM 

logic is unchanged; Fiori is the presentation layer that makes it approachable [3]. 

The architect's responsibility is to choose the right app for the right role and not to over-customise. Standard 

Fiori apps carry SAP's ongoing maintenance and fit the upgrade path, so I favoured configuration and role 

assignment over bespoke UIs wherever the standard app covered the task. When a genuine gap existed, 

a targeted extension was justified, but every custom screen is a future regression cost, a theme that recurs 

when platform upgrades are discussed later in this part [5]. 

Fiori reframed my role from teaching transaction codes to designing tasks, and logistics in S/4HANA is built 

to be consumed that way [6]. My EWM work in S/4HANA reinforced that the underlying execution logic is 

unchanged; Fiori simply makes it reachable [102]. On Indorama, operators across countries needed the 

same task to look and behave the same way, so I treated the app as the unit of design and let the well-

tested EWM and TM logic beneath it stay exactly as it was. 

Fiori implementation practice warns that every bespoke screen is a maintenance liability [10]. I took that 

seriously by favouring standard apps and role assignment over custom UIs, reserving extensions for 

genuine gaps I could justify against the upgrade path. On a multi-country chemical business, resisting the 

urge to over-customise kept the experience consistent for planners in different regions and spared us the 

regression cost that custom screens quietly accrue every time the platform moves to a new release. 

A concrete Fiori decision on Indorama was whether to adopt spaces and pages or stay on the classic 

homepage groups, and we chose spaces because they map cleanly to a role's process and survive 

upgrades better. The pitfall was assuming every classic transaction had a Fiori equivalent; several 

warehouse tasks still launched as GUI-for-HTML tiles, and pretending otherwise would have stranded 

operators. I catalogued each role's tasks against real app availability first, so the launchpad promised only 

what it could deliver, and the GUI-backed tiles were labelled honestly rather than dressed up as native Fiori 

[10], [3]. 

24.2 Designing Role-Based Launchpads 

The Fiori launchpad is only as good as the role design behind it. A launchpad cluttered with every app a 

user might theoretically touch is as unusable as no launchpad at all. I approach it by starting from the 
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business role: a putaway operator, a wave planner, a shipping clerk, and a transportation dispatcher each 

see a curated set of tiles matched to their daily work, with groups and spaces that reflect the process, not 

the org chart [10]. 

Behind the tiles sits the catalog and authorization model. Business catalogs bundle apps, catalogs map to 

roles, and roles carry the PFCG authorizations that decide what data a user may act on. Getting this layering 

right means a new joiner inherits a coherent, secure launchpad simply by receiving a role, and a change to 

one catalog propagates cleanly. On the Indorama rollout across regions, this let us keep a consistent 

experience while respecting local plant and warehouse authorizations [3]. 

Governance keeps launchpads coherent over time. Without it, teams add tiles ad hoc until the experience 

fragments and upgrades become risky. I set naming conventions, a catalog ownership model, and a review 

step so that new apps entered the launchpad deliberately. The payoff is a UX that stays clean release after 

release, and a security posture where what a user can see and what a user can do are defined in one 

traceable chain from role to catalog to authorization [102]. 

A launchpad is a security artefact as much as a usability one, and Fiori implementation guidance makes 

the catalog-to-role layering explicit [10]. I designed from the business role outward, so a putaway operator, 

a wave planner, and a dispatcher each received a curated set of tiles matched to their day. Getting the 

catalog, role, and authorization chain right meant a new joiner inherited a coherent, secure launchpad 

simply by being assigned a role, with nothing extraneous cluttering the decision. 

Logistics content in S/4HANA ships with sensible standard catalogs that reward reuse over reinvention [6]. 

On the Indorama rollout I mapped those catalogs to regional roles so a change to one propagated cleanly 

rather than being re-cut per plant. Governance held the design together: naming conventions, a catalog 

ownership model, and a review step meant new apps entered the launchpad deliberately. The payoff was 

a UX that stayed clean release after release instead of fragmenting as teams bolted on tiles ad hoc. 

A launchpad pitfall that is really a security defect is granting a catalog through a wide authorization default 

so a tile appears for everyone. On the Indorama rollout I found early drafts where a business catalog rode 

along with a broad role, exposing transportation apps to warehouse clerks who should never have seen 

them. The mitigation was to derive PFCG roles per business role and audit the catalog-to-role assignment 

as a matrix, checking that the tiles a user saw matched the authorizations they actually held. A launchpad 

that shows an app a user cannot legitimately run erodes trust in the whole design [10], [102]. 

24.3 Mobile Warehouse Applications 

The warehouse floor is a mobile environment, and the interface has to match the constraints of a user 

wearing gloves, holding a scanner, and moving between bins. The EWM RF framework is purpose-built for 

this: menu-driven, keystroke-efficient screens that guide putaway, picking, packing, and physical inventory 

through validated barcode scans. On the automated and manual areas alike, RF remains the workhorse 

because it is fast, robust on rugged devices, and forgiving of intermittent connectivity [3]. 

Fiori-based mobile apps complement rather than replace RF for many warehouse tasks. Where a 

supervisor needs to review exceptions, reassign resources, or check a wave from a tablet, a responsive 

Fiori app is ideal; where a picker needs high-volume, low-latency confirmation, RF or pick-by-voice usually 

wins. The design choice comes down to task cadence and device: I match the interaction pattern to the job 

rather than forcing one technology across every warehouse role [10]. 
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Reliability and offline behaviour separate a good mobile design from a fragile one. Scanners must validate 

against the storage bin, handling unit, and quantity in real time, and the system must handle a dropped 

connection without losing a confirmed movement. In regulated distribution, every scan is also a traceability 

record, so I designed mobile flows to capture batch, serial, and expiry at the point of action, keeping the 

physical process and the compliance record inseparable [4]. 

On the floor I match the interface to the task, not the fashion, a discipline my EWM S/4HANA work made 

concrete [102]. The RF framework still wins for high-volume, gloved, low-latency confirmation, while 

transportation planning suits a richer visual surface [5]. A picker needs keystroke efficiency and forgiveness 

of dropped connectivity; a supervisor reviewing exceptions wants a responsive tablet view. Forcing one 

technology across every role would have slowed the very people the system was meant to make faster. 

Mobile Fiori and RF coexist, and implementation guidance stresses designing for the device rather than the 

demo [10]. In regulated distribution every scan is also a traceability record, so I built mobile flows to validate 

against bin, handling unit, and quantity in real time and to capture batch, serial, and expiry at the point of 

action. A dropped connection could never lose a confirmed movement, keeping the physical process and 

the compliance record inseparable even on rugged handhelds in cold rooms. 

RF design is configuration, not just device choice. On the floor we built the EWM RF menu from logical 

transactions and screen-manager settings, tuning function keys and step-by-step verification so a gloved 

operator confirmed a bin and quantity in the fewest keystrokes. A pitfall was presentation-device profiles 

mismatched to the physical scanner's screen dimensions, which pushed critical fields off the visible area 

and invited scan errors. The mitigation was to define a presentation profile per device model and test it on 

the actual hardware, because an RF screen that looks fine in the emulator can be unusable under a cold-

room glove [3], [10]. 

24.4 Analytical and Overview Apps 

Beyond transactional work, Fiori delivers analytical and overview apps that turn warehouse and 

transportation data into decisions. Overview pages present a single screen of cards, each summarising a 

slice of the operation, such as open outbound deliveries, backlog by wave, or exceptions by storage type, 

with drill-down into the underlying documents. For a warehouse manager, this replaces a stack of reports 

with a live, prioritised picture that supports action within the same session [7]. 

The analytical apps draw on embedded analytics in S/4HANA, built over CDS views that expose warehouse 

and transportation key figures without moving data to a separate system. Because the analytics run on the 

live transactional data, a planner sees current reality, not last night's extract. On the Indorama program this 

real-time view suited a business coordinating plants across countries, where a stale number could mean a 

missed shipment or an idle line [3]. 

The architect's caution is to keep analytics focused and trustworthy. A KPI is only useful if its definition is 

agreed and its source is understood, so I worked with the business to define a small set of meaningful 

measures rather than a sprawl of vanity metrics. Overview and analytical apps then reinforced the 

operational apps in the launchpad, giving each role both the work to do and the context to prioritise it, all 

within one consistent Fiori experience [10]. 

Analytical apps only help if the numbers are current, and embedded analytics in S/4HANA read the live 

transactional data directly [6]. My EWM work showed how much a planner trusts a figure that reflects the 
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floor right now rather than last night [102]. On Indorama, coordinating plants across countries, a stale 

backlog number could mean a missed shipment or an idle line, so I favoured overview pages built on CDS 

views that a manager could act on within the same session. 

Transportation analytics taught me the same restraint I applied to warehouse KPIs [5]. A measure is only 

useful when its definition is agreed and its source understood, so I worked with the business to define a 

small set of meaningful figures rather than a sprawl of vanity metrics. Overview and analytical apps then 

reinforced the operational tiles in the launchpad, giving each role both the work to do and the context to 

prioritise it inside one consistent Fiori experience. 

Live embedded analytics carry a performance pitfall: an analytical query over a poorly designed CDS view 

can compete with transactional work on the same system. On Indorama I watched an overview card 

aggregating open deliveries across every plant slow noticeably at shift change, when both the query and 

the operation peaked together. The mitigation was to review the CDS view's aggregation and filters, restrict 

the default variant to the user's own warehouse, and lean on stored aggregates where a live scan added 

no value. Real-time analytics are worth having only when they do not tax the very operation they measure 

[7], [3]. 

Table 24.1 Fiori app types mapped to warehouse and transportation roles 

App type Primary role Example task Interaction pattern 

Transactional Fiori Wave planner Create and release waves Desktop or tablet, guided workflow 

RF framework Putaway and pick operator Confirm bin-to-bin movement Handheld scanner, keystroke-driven 

Pick-by-voice High-volume picker Confirm pick quantity Hands-free voice dialogue 

Overview page Warehouse manager Monitor backlog and exceptions Card dashboard with drill-down 

Analytical app Transportation dispatcher Track freight order status Live embedded analytics over CDS 

 

24.5 Chapter Summary 

This chapter examined how SAP Fiori reshapes the warehouse and transportation user experience, 

grounded in the Fiori work I led on the Indorama Ventures multi-country program. I argued that Fiori is a 

presentation layer over unchanged EWM and TM logic, making role-based apps learnable where classic 

transactions were not; that role-based launchpads succeed only on disciplined catalog, role, and 

authorization design under active governance; that mobility means matching RF, pick-by-voice, and Fiori 

apps to each task's cadence and device while preserving traceability; and that analytical and overview 

apps, built on live embedded analytics, give each role the context to prioritise its work. Throughout, 

favouring standard apps over bespoke screens protects the upgrade path this part defends [10], [102]. 
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Chapter 25 

Platform Upgrades, Kernel, and Release Management Under 

Continuous Operation 

25.1 Upgrading Without Stopping the Warehouse 

An automated warehouse that runs three shifts does not offer a quiet weekend for upgrades. At Alcon, 

where I led release upgrades for automated WM and EWM across three fully automated facilities, the 

governing constraint was that the physical operation could not simply stop while the software changed. 

Every upgrade plan therefore started from the operation's rhythm, identifying the narrowest maintenance 

windows and the conveyor and crane states in which a controlled pause was safe [104]. 

Minimising downtime meant sequencing the work so the warehouse drained to a known state before 

cutover. We quiesced inbound and outbound waves, let open warehouse tasks and in-transit handling units 

reach stable positions, and confirmed that the Material Flow System had no telegrams stranded in flight. 

Only then did the technical upgrade proceed, so that when the system returned, the automation resumed 

from a clean, reconciled position rather than an ambiguous one that risked lost or duplicated movements 

[3]. 

Continuous operation also shaped the technical approach. Where the landscape and release supported it, 

near-zero-downtime techniques and careful use of the maintenance planner reduced the business 

interruption to a fraction of a naive outage. The point was never cleverness for its own sake; it was that the 

customer's distribution commitments continued through the change. Sustained continuous operation across 

these upgrades became the measure of success, valued more than the speed of any single technical step 

[21]. 

Upgrading a running warehouse is a quality-managed process, and I ran it against the spirit of a 

documented management system [90]. My EWM S/4HANA work taught me to drain the operation to a 

known state before any cutover [102]. At Alcon I quiesced waves, let open tasks and in-transit handling 

units settle, and confirmed the Material Flow System held no telegrams in flight, so the automation resumed 

from a clean, reconciled position rather than an ambiguous one that risked lost movements. 

My manual-versus-automated analysis reminded me that an automated facility has no human slack to 

absorb a botched restart [104]. So I planned upgrades from the operation's rhythm outward, finding the 

narrowest safe windows and the conveyor and crane states in which a controlled pause did no harm. Near-

zero-downtime techniques mattered only insofar as they protected the customer's distribution 

commitments; sustained continuous operation, not the elegance of any single technical step, was the 

standard by which I judged every plan. 

A technical detail that decided our Alcon upgrade cadence was the maintenance planner and the stack.xml 

it generated. A pitfall we avoided only by rehearsal was a computed stack that upgraded the ABAP layer 

without a matching kernel and MFS-relevant patch, leaving the machine dialogue on an untested 

combination. The mitigation was to validate the full stack definition on the mirror system, including the exact 

kernel and RFC library levels, before SUM ever touched production. Draining the warehouse to a clean 

state is necessary, but so is proving the target software combination is one the automation has already run 

cleanly [90], [104]. 
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25.2 Security Patches and Kernel Upgrades 

Security patches and kernel upgrades are the routine maintenance that keeps a platform safe and 

supported, and in an automated warehouse they cannot be deferred indefinitely. At Alcon I led this work on 

the automated WM and EWM systems, treating each patch not as a standalone task but as a change that 

had to be proven harmless to the machine dialogue before it touched production. The kernel underpins 

everything, so its upgrade demanded particular care [89]. 

The method was to validate on a representative non-production system first. We applied the patch or kernel 

level to a system that mirrored the automated configuration, exercised the Material Flow System interfaces, 

and confirmed that telegram processing, RFC connectivity, and interface behaviour were unchanged. Only 

once the automation ran cleanly there did the change earn its place in the production schedule, and even 

then it went in during a controlled window with a rehearsed rollback path [88]. 

Kernel upgrades interact with the whole stack, from the database interface to the RFC layer that MFS 

depends on, so regression on these interfaces was the real risk, not the kernel binaries themselves. By 

pairing every patch and kernel move with focused interface testing and clear back-out criteria, we kept the 

automated warehouses secure and current without surprising the operation. Over time this cadence 

became routine, which is exactly what good security maintenance should feel like [21]. 

Security and kernel maintenance sit inside a broader quality and validation obligation [90], and in device-

adjacent distribution the regulatory expectation is explicit [92]. At Alcon I proved every patch harmless to 

the machine dialogue before it touched production, applying it first to a system that mirrored the automated 

configuration. Only after telegram processing, RFC connectivity, and interface behaviour were confirmed 

unchanged did a change earn its production slot, and even then it went in during a controlled window with 

a rehearsed rollback. 

The kernel underpins the whole stack, so I treated the RFC and database-interface layers that MFS 

depends on as the real regression risk, not the binaries themselves [104]. Pairing each patch with focused 

interface testing and clear back-out criteria kept the automated warehouses secure and current without 

surprising the operation. Over many cycles this cadence became routine and unremarkable, which is 

exactly how good security maintenance should feel: frequent, verified, and invisible to the shifts running 

product across the floor. 

In device-adjacent distribution, a kernel upgrade is also a documented change-control event, and treating 

it that way saved us audit pain at Alcon. Under a GAMP-aligned approach, each patch carried a risk 

assessment, a validation record from the mirror system, and an approved back-out plan before it reached 

production, and the electronic-records expectations meant those approvals themselves had to be traceable. 

The pitfall was informal emergency patching that fixed a vulnerability but left no validation trail. The 

mitigation was a lightweight but mandatory change record even for urgent fixes, so security currency never 

came at the cost of a compliance gap [88], [89]. 

25.3 Regression Discipline on Every Release 

Regression discipline is what lets an operations team accept change without fear. Every release, every 

patch, and every kernel move at Alcon carried the possibility of disturbing a working automation, so I insisted 

on a defined regression suite that exercised the critical warehouse and MFS paths. The suite was not 
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exhaustive theatre; it targeted the flows whose failure would stop the floor, from inbound putaway and 

AS/RS storage to outbound picking, sortation, and goods issue [88]. 

Building the suite meant identifying the representative scenarios that together covered the automation 

surface. We scripted putaway to the automated storage types, retrieval and interleaving through the cranes, 

sorter diverts, exception and manual-fallback handling, and the delivery and inventory postings that close 

the loop with ERP. Running this consistently before each production change turned a vague hope that 

nothing broke into evidence that the specific things that matter still worked [21]. 

The discipline paid off precisely because it was unglamorous and repeated. A regression pass that finds 

nothing is not wasted; it is the reason the operation trusts the change. Coupled with clear entry and exit 

criteria for each release, this practice let us move security patches, kernel upgrades, and release upgrades 

through the landscape steadily, and it is the same rigour I carried into the greenfield programs, where SIT 

and UAT played the equivalent gatekeeping role [104]. 

A regression suite is evidence, and quality-management thinking frames it as objective proof that change 

did no harm [90]. My work measuring test-management roles taught me to scope such suites to the flows 

whose failure would actually stop the floor [111]. So the Alcon suite was targeted, not exhaustive theatre: 

inbound putaway, AS/RS storage and interleaving, sorter diverts, exception and manual fallback, and the 

delivery and inventory postings that close the loop with ERP, run consistently before every production 

change. 

My EWM S/4HANA experience convinced me that an unglamorous, repeated regression pass is what lets 

an operations team accept change without fear [102]. A pass that finds nothing is not wasted; it is the 

reason the floor trusts the release. Coupled with clear entry and exit criteria, this discipline moved security 

patches, kernel upgrades, and release upgrades steadily through the landscape, and it is the same rigour 

I carried into greenfield programs where SIT and UAT played the equivalent gatekeeping role. 

A regression suite is only as honest as the test data behind it, and this is where ours nearly deceived us. 

Early Alcon regression runs used a thin, tidy dataset that never exercised the odd handling-unit mixes and 

congested storage types where real faults hid, so a clean pass meant little. The mitigation was to seed the 

mirror system with anonymised production-shaped data spanning the awkward cases, oversized units, 

near-full aisles, and split deliveries. A regression pass earns trust in proportion to how faithfully its inputs 

resemble the floor, so I invested as much in the test data as in the scripts [88], [111]. 

25.4 Production Support and Incident Reduction 

Production support in an automated warehouse is about preventing incidents as much as resolving them. 

The visible work is the triage of a stalled communication point or a delivery that will not goods-issue, but 

the durable value is in reducing how often such incidents occur. At Alcon I treated recurring tickets as design 

signals: a fault that appeared repeatedly pointed to a configuration, master-data, or interface weakness 

worth fixing permanently rather than clearing again and again [21]. 

Effective support rests on observability and clear ownership. The MFS monitor, the warehouse 

management monitor, and interface logs gave the team a live picture, while a defined boundary between 

automation, warehouse operations, and basis meant every incident had an owner and an escalation path. 

During the local warehouse migration, where I configured a new warehouse alongside the running 
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operation, this structure kept the existing facility stable while the new one came online, so support load did 

not spike [104]. 

Incident reduction compounds over time. Each root-cause fix, each hardened interface, and each improved 

runbook lowered the baseline noise, freeing the team to focus on genuine exceptions instead of firefighting 

the familiar. The customer feedback that recognised this work reflected an operation that had become 

steadier, not one that was merely well defended. In an automated distribution environment, a quiet support 

queue is the truest evidence that the underlying architecture and change discipline are sound [111]. 

Resilience standards treat security and continuity of operations as a managed capability, not an accident 

[91]. I applied that mindset by reading recurring tickets as design signals rather than chores, echoing the 

transparency my EWM work rewarded [102]. A fault that reappeared pointed to a configuration, master-

data, or interface weakness worth fixing permanently. During the local warehouse migration I configured 

the new facility alongside the running one, and that structure kept support load flat instead of spiking as the 

second warehouse came online. 

Measuring support the way I measured test-management roles kept the focus on prevention over heroics 

[111]. Each root-cause fix, hardened interface, and improved runbook lowered the baseline noise, freeing 

the team for genuine exceptions instead of the familiar firefight. The customer feedback that recognised 

this work reflected an operation that had grown steadier, not merely well defended. In an automated 

distribution environment a quiet support queue is the truest evidence that the architecture and change 

discipline underneath it are sound. 

Incident reduction depends on alert thresholds that are tuned, not default, and mis-tuning them is its own 

failure mode. At Alcon our first MFS and interface alerts fired so readily that operators learned to ignore 

them, and a genuinely stuck communication point hid inside the noise. The mitigation was to calibrate each 

threshold against normal shift variation, suppress transient blips that self-cleared, and reserve a page-out 

for conditions that truly threatened throughput or stock accuracy. Framed against a resilience-standards 

view of continuity, an alert that no one trusts is worse than none, because it trains the team to look away 

[91], [21]. 

Table 25.1 Change types and controls under continuous automated operation 

Change type Primary risk Key control Success measure 

Security patch Interface behaviour 

change 
Validate on representative system No MFS or RFC regression 

Kernel upgrade Stack-wide disturbance Interface test plus rollback path Stable telegram and RFC processing 

Release upgrade Functional regression Targeted regression suite Critical warehouse paths unchanged 

Warehouse 

migration 
Impact on running 

facility 
Parallel new-warehouse config Existing operation stays stable 

Emergency fix Unplanned downtime Controlled window, clear 

ownership 
Fast recovery, incident recurrence 

down 

 

25.5 Chapter Summary 

This chapter set out how to keep an automated warehouse current and safe under continuous operation, 

drawing on the security patches, kernel upgrades, and release upgrades I led on Alcon's three automated 

facilities. I showed how upgrades begin from the operation's rhythm, draining the warehouse and the 
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Material Flow System to a clean state before cutover and using near-zero-downtime techniques where 

available; how security patches and kernel moves are proven on representative systems before production; 

how a targeted regression suite over the critical automation paths turns hope into evidence; and how 

production support shifts from clearing incidents to reducing them through root-cause fixes and clear 

ownership. Sustained continuous operation was the standard by which all of it was judged [21], [90]. 
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Chapter 26 

Machine Learning for Warehouse and Distribution 

Performance 

26.1 From Telemetry to Insight 

A modern warehouse produces a continuous stream of telemetry, and most of it is discarded. Every 

warehouse task carries timestamps, every resource logs movement, every communication point and 

telegram records a machine event, and every wave leaves a trail of confirmations. My research on machine 

learning for warehouse and distribution performance began from the conviction that this exhaust is a 

measurement instrument, capable of explaining why throughput varies once it is organised into consistent, 

labelled observations rather than left as scattered logs [60]. 

Turning telemetry into insight starts with defining the unit of analysis. Depending on the question, that unit 

might be a warehouse order, a wave, a shift, or a resource-hour, and the target might be cycle time, 

throughput, or on-time completion. The engineering effort is to assemble these observations reliably from 

EWM and MFS data, aligning timestamps across systems and reconciling the physical and logical records 

so that each row honestly describes what happened on the floor [61]. 

Insight then requires modelling relationships, not just reporting averages. A dashboard tells you throughput 

fell; a model tells you which conditions predict the fall, quantifying how order mix, congestion, staffing, and 

slotting combine. This is where regression and ensemble methods enter, and where the discipline shifts 

from description to prediction. The rest of this chapter develops that path, from method selection through 

feature engineering, validation, and the measured, qualitative outcomes such models delivered in 

distribution operations [53]. 

Systematic reviews of machine learning in supply chains show how much operational data goes 

unmodelled, and tree ensembles like random forests are a natural first reach into it [45]. My book on AI-

powered supply chains argues the same case: the exhaust of daily execution is a latent measurement 

instrument [115]. I began the warehouse work by treating every timestamped task, telegram, and 

confirmation as a candidate observation, then asking which unit of analysis honestly answered the 

throughput question I actually cared about. 

My earlier study of supply-chain efficiency using statistical tools taught me that raw logs mislead until they 

are reconciled into consistent, labelled rows [114]. So the first engineering effort was alignment: matching 

timestamps across EWM and MFS, resolving the physical and logical records, and defining a target such 

as cycle time or on-time completion that a manager could act on. A dashboard reports that throughput fell; 

only a modelled, well-formed dataset can tell you which conditions predicted the fall. 

A data-quality problem specific to warehouse telemetry is clock skew. The PLC, the SAP application server, 

and the MFS journal each stamped events on their own clock, and even a few seconds of drift scrambled 

the ordering of a task and its confirmation, producing negative or absurd cycle times when I differenced 

them. The mitigation was to reconcile timestamps to a single reference and to derive durations from one 

authoritative clock wherever possible, discarding rows whose skew exceeded a tolerance. Before any 

model, this cleaning step decided whether the observations described real physics or an artefact of 

unsynchronised systems [61], [114]. 
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26.2 Ensemble and Kernel-Based Regression for Distribution Operations 

Distribution performance is nonlinear and interaction-heavy, which is why my work favoured ensemble and 

kernel-based regression over simple linear models. Ensemble tree methods, such as gradient boosting and 

random forests, capture threshold effects and interactions naturally, learning, for example, that congestion 

hurts cycle time far more once a storage type passes a certain occupancy. Kernel-based regression, 

meanwhile, models smooth nonlinear response surfaces, offering a complementary view where the 

underlying relationship is continuous rather than piecewise [46]. 

The choice between families is a matter of the data's shape and the decision it serves. Tree ensembles are 

robust to mixed feature types and outliers and give useful importance rankings, which suits operational data 

drawn from many heterogeneous sources. Kernel methods reward careful scaling and kernel choice but 

can generalise gracefully on smaller, cleaner datasets. In practice I compared both, using cross-validated 

error to let the operation's own data decide rather than committing to a method by preference [45]. 

What made the models trustworthy was pairing predictive strength with interpretability. A gradient-boosted 

model that predicts cycle time is only actionable if a manager can see which factors drive the prediction, so 

feature-importance and partial-dependence analysis accompanied the raw accuracy. This kept the 

analytics honest and grounded, connecting a statistical result back to a lever a warehouse leader could 

actually pull, whether that meant adjusting slotting, resequencing waves, or reallocating resources across 

activity areas [53]. 

When I compared model families, scalable boosting gave me interaction-aware accuracy on messy 

operational data [47], while support-vector networks offered a principled account of nonlinear separation 

where the response was smoother [49]. Neither was a default. Tree ensembles absorbed mixed feature 

types and outliers and handed back importance rankings; kernel methods rewarded careful scaling on 

cleaner, smaller sets. I let cross-validated error, not preference, decide, because distribution data has a 

shape the operation itself should be allowed to reveal. 

Support vector regression earned its place whenever the underlying cycle-time surface behaved as a 

continuous function rather than a set of thresholds [50]. I paired its predictions with feature-importance and 

partial-dependence views so a warehouse leader could see which factors moved the estimate. A model 

that forecasts congestion is only actionable when a manager can trace the prediction back to a lever, 

whether that means resequencing waves, adjusting slotting, or shifting resources across activity areas 

before the backlog builds. 

A modelling pitfall I respect with tree ensembles is that they cannot extrapolate beyond the range of their 

training data. A gradient-boosted model trained on a warehouse's normal congestion will predict confidently 

but wrongly when a peak pushes occupancy past anything it has seen, flattening its estimate at the last 

learned level. The mitigation was to monitor for out-of-range inputs and to keep a kernel-based model, 

which degrades more gracefully on smooth surfaces, as a cross-check in exactly those regimes. Knowing 

where each family fails told me more about which to trust than any single cross-validated error score did 

[47], [49]. 

26.3 Feature Engineering from Warehouse Data 

The performance of these models lived or died on feature engineering, not algorithm choice. Raw EWM 

and MFS records had to become features that expressed operational meaning: order lines per wave, 



Sciforce Publications  
www.sciforce.org 
 

159 | P a g e  

 

handling-unit mix, travel distance implied by source and destination bins, storage-type occupancy at the 

time of the task, and the interleaving opportunities available to a crane. Each feature encoded a hypothesis 

about what drives performance, translating warehouse domain knowledge into variables a model could 

learn from [53]. 

Temporal and contextual features carried much of the signal. Time-of-day, shift, day-of-week, and proximity 

to cut-off captured demand rhythms, while rolling measures of recent congestion and backlog captured the 

state the warehouse was in when a task executed. Because the same physical move behaves differently 

under a calm morning than a pre-cut-off surge, these context features let the model separate the intrinsic 

cost of a task from the load-dependent cost imposed by the surrounding operation [45]. 

Discipline in feature construction prevented leakage and self-deception. It is easy to build a feature that 

secretly encodes the answer, such as a completion timestamp used to predict cycle time, and such a feature 

produces spectacular but worthless accuracy. I was careful that every feature would be genuinely available 

at prediction time, and I documented each one's source and meaning so the model remained explainable 

and maintainable, which mattered when the analytics had to survive review and eventual operational use 

[60]. 

Gradient boosting rewards features that encode real thresholds, so I engineered occupancy, travel 

distance, and interleaving opportunity to expose exactly those effects [46]. My random-forest work on 

predictive modelling reinforced how much accuracy lives in construction rather than algorithm choice [106]. 

Each feature I built encoded a hypothesis about what drives performance, translating warehouse domain 

knowledge into variables a model could learn from, rather than trusting an algorithm to rediscover physics 

the floor team already understood in its bones. 

Reviews of machine learning in supply chains repeatedly warn that leakage inflates accuracy into 

something worthless [61]. I guarded against it by checking that every feature would genuinely be available 

at prediction time, banning completion timestamps and other quiet answers from the inputs. Temporal and 

contextual features, time-of-day, shift, proximity to cut-off, and rolling congestion, carried most of the signal 

because the same physical move costs differently under a calm morning than a pre-cut-off surge. I 

documented each feature's source and meaning. 

A feature-engineering trap in warehouse data is the high-cardinality identifier. Bin, material, and handling-

unit IDs number in the tens of thousands, and one-hot encoding them explodes the feature space while 

target-encoding them invites leakage if the encoding is computed over the whole dataset. My mitigation 

was to encode meaning rather than identity, replacing a raw bin with its aisle, level, and travel distance, 

and a material with its velocity band and dimensions. When I did use target statistics, I computed them only 

within the training fold. The lesson was that an identifier is rarely the feature; the property it stands for is 

[53], [45]. 

26.4 Model Validation and Deployment 

Validation had to respect how warehouse data is generated, which ruled out naive random splits. Because 

observations are correlated in time, I validated with time-aware schemes, training on earlier periods and 

testing on later ones, so the reported error reflected genuine forward prediction rather than memorised 

patterns. Cross-validation was structured to avoid leaking information from the future into the past, and 

error was reported with the metrics that matched the decision, such as mean absolute error on cycle time 

[53]. 
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Guarding against overfitting was continuous, not a final check. Ensemble depth, learning rate, and 

regularisation were tuned against held-out data, and kernel bandwidth was selected the same way, always 

preferring the simpler model when accuracy was comparable. I watched the gap between training and 

validation error as closely as the headline score, because a model that only shone on data it had seen 

would fail the moment the operation shifted, which distribution operations always eventually do [47]. 

Deployment turned a validated model into a repeatable capability. That meant a stable pipeline from EWM 

and MFS extraction through feature construction to scoring, with monitoring for data drift so the model's 

inputs stayed within the range it was trained on. Rather than a black box issuing commands, the model 

produced decision support that planners could weigh, and the whole path was documented so it could be 

maintained, retrained, and audited as the warehouse and its data evolved over time [61]. 

Random forests give an honest out-of-bag signal, but even that does not excuse a naive split on time-

correlated data [45]. My work evaluating financial performance indicators with ensembles hardened this 

instinct [100]. I validated by training on earlier periods and testing on later ones, structuring cross-validation 

so no future information leaked into the past. Error was reported with the metric that matched the decision, 

such as mean absolute error on cycle time, rather than whatever number happened to look most flattering. 

Kernel methods make the overfitting question vivid, since bandwidth selection can memorise noise if left 

unchecked [50]. So I tuned regularisation, depth, learning rate, and bandwidth against held-out data, always 

preferring the simpler model when accuracy was comparable, and watched the train-validation gap as 

closely as the headline score. Deployment then meant a stable pipeline from extraction through feature 

construction to scoring, with drift monitoring, delivering decision support a planner could weigh rather than 

a black box issuing commands. 

Deployment raised a question validation alone could not answer: when to retrain. A model validated on last 

quarter's data slowly decays as slotting changes and demand shifts, but retraining on every wobble invites 

instability. My approach was to monitor input distributions and prediction error against a control band, 

triggering retraining only when drift crossed a defined threshold rather than on a fixed calendar. I also kept 

the previous model live as a shadow until the new one demonstrably beat it on recent data. Treating 

retraining as an evidence-driven event, not a routine, kept the deployed model both current and stable [61], 

[100]. 

26.5 Measured Outcomes 

The outcomes of this work were real but are best stated qualitatively. Where models were applied to 

distribution operations, they improved the visibility of the factors driving cycle time and throughput, letting 

managers act on evidence rather than intuition. The clearest gain was not a single headline number but a 

shift in how decisions were made, with slotting, wave sequencing, and resource allocation informed by what 

the data actually predicted about performance [60]. 

Better prediction translated into steadier operation. When a model could anticipate congestion or a backlog 

building toward cut-off, planners could intervene earlier, smoothing the load rather than reacting to a crisis. 

The compounding effect was a distribution operation that behaved more predictably, with fewer late 

surprises and a tighter fulfilment cycle, which is the kind of improvement operators feel day to day even 

when it resists a tidy percentage [115]. 
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Just as important, the analytics earned trust because they were interpretable and validated. Feature-

importance and partial-dependence views let warehouse leaders challenge and understand the models, so 

recommendations were adopted rather than resisted. That trust, built on honest validation and clear 

explanation, was the outcome that mattered most, because a model no one believes changes nothing, 

however accurate, and a model the floor trusts keeps paying back long after the project ends [61]. 

The gains read best as changes in behaviour, not figures, and my random-forest modelling work led me to 

expect exactly that [106]. Statistical-learning theory reminds us that a model's value lies in generalisation a 

team can rely on, not in a single flattering score [53]. Where the models were applied, managers began 

weighing slotting, wave sequencing, and resource allocation against what the data predicted, so decisions 

grew evidence-led rather than intuitive, which is the outcome that outlasts any particular project. 

My ensemble work on performance indicators reinforced that trust, not raw accuracy, decides whether 

analytics change anything [100]. Because the models were interpretable and honestly validated, warehouse 

leaders could challenge and understand them, so recommendations were adopted rather than resisted. 

The compounding effect was a distribution operation that behaved more predictably, intervening earlier as 

congestion built and feeling steadier day to day. A model the floor believes keeps repaying long after go-

live; one it distrusts changes nothing, however clever. 

One outcome worth stating plainly is what we chose not to claim. It would have been easy to attach a single 

percentage to the work, but the honest picture was messier and better: managers reported fewer late 

surprises, planners intervened earlier, and the floor argued with the models instead of ignoring them. I 

deliberately kept the framing qualitative because a tidy number would have implied a precision the 

operation's variability did not support. The durable result was a change in how decisions were reached, 

evidence-weighed rather than intuition-led, and that shift outlasted any figure I could have advertised [115], 

[106]. 

Table 26.1 Modelling choices for warehouse performance prediction 

Prediction target Model family Key features Validation approach 

Task cycle time Gradient-boosted trees Travel distance, occupancy, order mix Time-ordered train and test split 

Wave throughput Random forest Lines per wave, staffing, congestion Time-aware cross-validation 

Congestion risk Kernel-based regression Rolling backlog, time-to-cut-off Held-out later periods 

On-time completion Ensemble classifier Shift, HU mix, resource availability Forward validation with drift checks 

Resource utilisation Tree ensemble Interleaving opportunity, queue depth Rolling-origin evaluation 

 

26.6 Chapter Summary 

This chapter connected my machine-learning research to the working warehouse, arguing that operational 

telemetry is a measurement instrument once organised into consistent, labelled observations. I described 

why distribution performance calls for ensemble and kernel-based regression rather than linear models, 

and how comparing families on cross-validated error lets the data choose; how feature engineering from 

EWM and MFS records, including temporal and congestion context, carries most of the signal while 

guarding against leakage; how time-aware validation and drift monitoring keep models honest through 

deployment as decision support rather than a black box; and how the measured outcomes, stated 

qualitatively, were steadier operations, earlier intervention, a tighter fulfilment cycle, and analytics the floor 

trusted because they were interpretable and validated [60], [45]. 
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Chapter 27 

Predictive Analytics for Healthcare and Medical-Device 

Distribution 

27.1 Predictive Modeling of Surgical and Implant Demand 

Surgical and implant demand is unusually hard to forecast because it is driven by scheduled procedures, 

surgeon preference, and clinical variability rather than steady retail consumption. My research on predictive 

modelling of orthopedic surgical and implant outcomes, together with the Zimmer Biomet program, shaped 

how I think about this problem: demand for a specific implant size or instrument set follows the case mix a 

hospital actually books, so the forecast must reach toward the clinical signal, not just extrapolate shipment 

history [101]. 

Predictive models here work best when they combine procedure-level drivers with distribution history. 

Features such as scheduled case volume, seasonality of elective surgery, and the size and laterality 

distribution of past implants let a model anticipate not just how many units but which variants will be needed. 

Because an orthopedic case often requires a range of sizes on hand even though only one is implanted, 

modelling the consumption pattern matters as much as the point demand [50]. 

The stakes make accuracy a clinical as well as a commercial concern. A missing implant size can delay or 

complicate a procedure, while overstocking high-value devices ties up capital and risks expiry. Predictive 

analytics that narrow this uncertainty let a distributor position the right variants at the right locations, and in 

a multiple-distribution-center network like Zimmer Biomet's, that positioning is precisely where a good 

forecast turns into better service and lower waste [98]. 

My predictive modelling of orthopedic surgical outcomes taught me that implant demand answers to clinical 

drivers, not retail rhythm [101]. Boosting methods such as AdaBoost helped combine weak procedure-level 

signals into a usable variant forecast [48]. At Zimmer Biomet I modelled scheduled case volume, elective-

surgery seasonality, and the size and laterality mix of past implants, because an orthopedic case needs a 

range of sizes on hand even though only one is implanted, so consumption pattern matters as much as 

point demand. 

My book on AI-powered supply chains frames this positioning problem as where forecasting earns its keep 

[115]. A missing implant size can delay a procedure, while overstocked high-value devices tie up capital 

and risk expiry, so accuracy here is clinical and commercial at once. Predictive analytics that narrow the 

variant uncertainty let a distributor place the right sizes at the right centers in a multiple-distribution-center 

network, turning a good forecast into better service and less waste rather than a report nobody acts on. 

Implant demand modelling depends on data that is notoriously incomplete: consignment and field inventory 

held at hospitals. At Zimmer Biomet, units sitting in a surgeon's consignment set were consumed at the 

point of use and reported with a lag, so raw shipment data overstated true demand and understated what 

was already positioned. The mitigation was to reconcile consignment usage into the demand signal before 

modelling, treating a delayed usage report as a known data-latency problem rather than absent demand. 

A variant forecast built on unreconciled shipments would confidently misplace exactly the sizes a surgeon 

needs on the shelf [101], [98]. 
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27.2 Data-Driven Performance Optimization in Healthcare Distribution 

Healthcare distribution rewards optimisation that respects its constraints, and my published work on data-

driven performance optimisation in healthcare distribution grew directly out of that reality. The same 

telemetry-to-insight discipline from warehouse analytics applies, but the objective function changes: service 

level and product integrity often outrank raw cost, because a late or compromised delivery in this sector 

carries consequences a consumer-goods shipment does not. Optimisation therefore starts by encoding 

those priorities honestly [98]. 

The models identify where performance is lost across the distribution network, from replenishment timing 

to handling and shipping. By analysing the drivers of cycle time and fill rate, they highlight which locations, 

product families, or process steps most constrain service. At CuraScript SD, where specialty 

pharmaceuticals demanded cold-chain handling and strict service levels, this kind of analysis pointed to 

where tighter control and better positioning would most protect both compliance and the customer 

commitment [93]. 

What distinguishes healthcare optimisation is the weight given to quality and traceability alongside 

throughput. An improvement that speeds a line but weakens batch or expiry control is no improvement at 

all in this sector. I framed optimisation as multi-objective, balancing speed, cost, service, and integrity, an 

approach that connects naturally to the multi-criteria decision methods in my broader research, where 

several competing criteria are weighed explicitly rather than collapsed into a single misleading score [100]. 

My published work on data-driven performance optimisation in healthcare distribution shaped this objective 

function directly [98]. Support vector regression let me model the drivers of cycle time and fill rate where 

the response surface was smooth [50]. At CuraScript SD the analysis pointed to which locations, product 

families, and process steps most constrained service, so tighter control and better positioning went where 

they protected both compliance and the customer commitment, rather than being spread evenly and thinly 

across a network that did not need it. 

Explainable-AI practice insists that an optimisation recommendation must be interrogable to be usable in a 

regulated setting [84]. So I framed healthcare optimisation as multi-objective, weighting service level and 

product integrity alongside cost, and exposed the reasoning behind each recommendation. An 

improvement that speeds a line but weakens batch or expiry control is no improvement at all here, and 

making the trade-offs explicit let quality and planning teams own them instead of inheriting a score they 

could not question. 

A healthcare-optimisation pitfall is letting a throughput proxy quietly override the constraints that matter. An 

early CuraScript SD model that minimised handling time favoured routes that shortened cold-chain 

product's time in a controlled environment only incidentally, and would happily have traded temperature 

safety for speed. The mitigation was to encode product integrity as a hard constraint rather than a weighted 

term, so the optimiser could not buy throughput with a cold-chain excursion. Framing the objective this way, 

integrity bounded and cost minimised within it, kept the recommendation aligned with what the regulation 

and the patient actually required [98], [93]. 

27.3 Risk and Quality Prediction 

In regulated distribution, predicting risk is as valuable as predicting demand. Temperature-sensitive 

medications and implantable devices carry quality and compliance exposure that a model can help 
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anticipate: which shipments face cold-chain risk, which batches approach expiry faster than they will be 

consumed, and which handling paths correlate with quality holds. Framing these as prediction problems 

lets a distributor act before a problem materialises rather than documenting it afterward [86]. 

The features for risk models come from the same operational and quality data the warehouse already 

captures, including batch, expiry, storage conditions, dwell time, and inspection outcomes. A model that 

flags a batch likely to reach expiry in blocked or slow-moving stock gives quality and planning teams time 

to intervene, whether by reallocating, prioritising, or escalating. In the CuraScript SD context, where 

traceability is non-negotiable, this predictive layer complements rather than replaces the controls already 

built into the process [95]. 

Quality prediction also feeds continuous improvement. When a model consistently associates certain 

conditions with inspection failures or holds, that association is a signal to fix the underlying process, echoing 

the root-cause discipline of good production support. The aim is a distribution operation that not only reacts 

to quality events but anticipates and prevents them, which in healthcare is the difference between a 

compliant record and a genuinely reliable supply of critical product [48]. 

Risk prediction reuses the same telemetry my healthcare-distribution optimisation work relied on, now 

aimed at quality exposure rather than throughput [98]. A quality-management framework for medical 

devices makes clear which controls a model must complement, never replace [96]. I built features from 

batch, expiry, storage conditions, dwell time, and inspection outcomes, so a model could flag a batch likely 

to reach expiry in slow-moving or blocked stock and give planning and quality teams time to reallocate, 

prioritise, or escalate before the loss occurred. 

My orthopedic outcomes modelling taught me that a consistent association between conditions and failures 

is a signal to fix the process, not just to flag the case [101]. When a model repeatedly ties certain handling 

paths to inspection holds, that pattern echoes the root-cause discipline of good production support. The 

aim in healthcare is a distribution operation that anticipates and prevents quality events rather than 

documenting them afterward, which is the difference between a merely compliant record and a genuinely 

reliable supply of critical product. 

Risk and quality prediction is a rare-event problem, and that reshapes how it must be validated. Cold-chain 

excursions and inspection holds are, thankfully, uncommon, so a model that simply predicts no risk scores 

high on accuracy while being useless. My mitigation was to judge these models on precision, recall, and 

the cost of a missed event rather than on accuracy, and to validate against time-ordered data so a rare 

excursion in the test period genuinely tested the model. In regulated distribution the expensive error is the 

missed risk, so I tuned the threshold toward catching it, accepting more false alarms [95], [96]. 

27.4 Human-in-the-Loop Decision Support 

In healthcare distribution, models advise; people decide. My consistent design principle is human-in-the-

loop decision support, where predictive analytics surface a recommendation and its reasoning, and a 

qualified planner, quality manager, or clinician-facing coordinator makes the call. The regulatory and clinical 

stakes make full automation of these decisions inappropriate, and explainability is therefore not a nicety but 

a requirement for the analytics to be usable at all [84]. 

This is where interpretable methods and explainable-AI techniques earn their place. Presenting the factors 

behind a demand forecast, a risk flag, or an optimisation recommendation lets the human weigh the model 
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against context the data does not capture, such as a known surgical schedule change or a supplier issue. 

My work on explainable multi-criteria methods reflects the same conviction: a recommendation a 

professional can interrogate is one they can responsibly act on, and one they will actually adopt [85]. 

Designed well, human-in-the-loop support raises both speed and confidence. The model handles the 

pattern-finding across volumes of data no person could scan, while the human applies judgement and 

accountability where it belongs. The result is faster, better-founded decisions without surrendering control, 

which in medical-device and pharmaceutical distribution is exactly the balance the sector demands and the 

balance my research and implementation work have consistently aimed to strike [105]. 

Local explanation methods such as LIME let me show why a model flagged a particular shipment [82], while 

Shapley-based attributions gave a consistent account of each feature's contribution across the whole model 

[83]. In healthcare distribution, models advise and people decide, so I surfaced not just a recommendation 

but its reasoning, letting a planner weigh the model against context the data never saw, such as a known 

surgical schedule change or a supplier issue that had not yet reached the feed. 

My WASPAS-based work on intelligent healthcare decisions reflects the same conviction: a 

recommendation a professional can interrogate is one they can responsibly act on [110]. Designed well, 

human-in-the-loop support raises both speed and confidence, letting the model find patterns across 

volumes no person could scan while the human applies judgement and accountability. In medical-device 

and pharmaceutical distribution that balance, fast pattern-finding under human control, is exactly what the 

sector demands, and it is the balance my research and implementation work have consistently aimed to 

strike. 

The subtle risk in human-in-the-loop design is automation bias: a planner who defers to the model even 

when their own knowledge should override it. If the interface presents a recommendation as an answer, 

the human stops deciding and starts approving. My mitigation was to surface the recommendation 

alongside its drivers and its uncertainty, and to make overriding it as easy as accepting it, so judgement 

stayed engaged. In medical-device distribution the human is accountable, so the design must actively invite 

challenge rather than encourage rubber-stamping, which is why I treated explanation and easy override as 

first-class parts of the workflow [82], [105]. 

Table 27.1 Predictive use cases in healthcare and medical-device distribution 

Use case Prediction Key inputs Decision supported 

Implant demand Variant-level demand by 

location 
Case volume, size and laterality 

mix 
Positioning of implant variants 

Cold-chain risk Shipments at temperature risk Storage conditions, route, dwell 

time 
Prioritise handling and 

monitoring 

Expiry risk Batches likely to expire in 

stock 
Batch, expiry, consumption rate Reallocate or escalate slow 

stock 

Quality hold Likelihood of inspection failure Handling path, inspection history Process fix and prevention 

Service 

optimisation 
Constraints on fill rate Replenishment timing, cycle time Rebalance network and control 

 

27.5 Chapter Summary 

This chapter applied predictive analytics to healthcare and medical-device distribution, drawing on my 

research and on the Zimmer Biomet and CuraScript SD programs. I argued that surgical and implant 
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demand must be modelled from clinical drivers and variant consumption, not shipment history alone; that 

performance optimisation in this sector is inherently multi-objective, weighting service level and product 

integrity alongside cost; that risk and quality prediction, built on batch, expiry, and handling data, lets 

distributors prevent problems rather than document them; and that decisions must stay human-in-the-loop, 

with interpretable and explainable models advising qualified professionals who retain accountability. The 

unifying theme is that in regulated distribution, analytics succeed by earning clinical and compliance trust, 

not by removing people from the decision [98], [101]. 
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Chapter 28 

Demand Forecasting and Inventory Optimization 

28.1 Forecasting Methods for Enterprise Supply Chains 

Enterprise forecasting is not one method but a portfolio matched to the behaviour of each item. Fast-

moving, stable products yield to classical time-series methods that capture level, trend, and seasonality, 

while intermittent and lumpy demand, common for spare parts and specialty items, needs approaches built 

for sparse, spiky histories. My research comparing linear and tree-based methods for forecasting reinforced 

a practical lesson: the right method depends on the data, and no single technique dominates across a 

diverse enterprise catalogue [62]. 

Machine-learning methods extend the toolkit where relationships are nonlinear or driven by external factors. 

Tree-based and ensemble models can incorporate promotions, calendar effects, and correlated demand 

signals that a univariate series cannot, and they handle the mixed, messy features real supply chains 

present. The trade-off is interpretability and data appetite, so I reserve these methods for items and 

questions where their added accuracy justifies the added complexity, rather than applying them uniformly 

[66]. 

Whatever the method, forecast quality is judged by fit-for-purpose accuracy and by the decisions it enables. 

A forecast feeds safety stock, replenishment, and capacity, so the error metric must reflect the cost of being 

wrong in each direction, and the forecast must come with an honest sense of its own uncertainty. That 

uncertainty, not just the point estimate, is what the inventory models in the next sections consume when 

they decide how much buffer a service target truly requires [63]. 

Large forecasting competitions show that statistical and machine-learning methods each win on different 

series, which is why I keep a portfolio rather than a favourite [67]. My own comparison of linear and tree-

based financial forecasting reached the same verdict from a different domain [109]. Fast, stable products 

yield to classical methods that capture level, trend, and seasonality, while intermittent, lumpy demand needs 

approaches built for sparse, spiky histories, so I match the technique to the item rather than imposing one 

across a diverse catalogue. 

Classical Box-Jenkins modelling still anchors my thinking about level, trend, and autocorrelation before any 

machine-learning method enters [68]. Tree-based and ensemble models extend the toolkit where 

relationships are nonlinear or driven by promotions and calendar effects a univariate series cannot see, but 

they cost interpretability and data. So I reserve them for items and questions where the added accuracy 

justifies the added complexity, and I insist every forecast arrive with an honest sense of its own uncertainty, 

not just a point estimate. 

A forecasting data-quality pitfall that quietly biases every model is censored demand: history records what 

was shipped, not what was wanted, so a stockout looks like low demand and teaches the model to under-

forecast exactly the items that ran short. The mitigation was to reconstruct unconstrained demand where I 

could, flagging periods of zero on-hand and treating their sales as a lower bound rather than truth. 

Especially for the intermittent items where a single stockout distorts a sparse history, cleaning the demand 

signal mattered more than the choice between a classical and a machine-learning method [62], [69]. 
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28.2 Inventory Optimization and Safety-Stock Modeling 

Inventory optimisation is the discipline of holding exactly enough, and safety stock is where forecast 

uncertainty becomes a stocking decision. The buffer must cover variability in both demand and supply lead 

time over the replenishment cycle, sized to a target service level. Modelling this well means using the 

forecast's error distribution, not a flat rule of thumb, so that volatile or long-lead items carry the protection 

they need while stable ones are not over-buffered out of habit [64]. 

The service-level target is a business choice with a direct cost, and the model makes that trade-off explicit. 

Chasing a very high fill rate on every item consumes capital and space disproportionately, because the last 

few points of service demand the most buffer. I frame the decision by item importance and criticality, so 

that essential or high-value items earn tighter service while the long tail is managed more economically, 

matching the buffer to what each item is actually worth to the operation [65]. 

Lead-time behaviour deserves as much attention as demand. A supplier whose lead time is long or erratic 

drives safety stock as strongly as volatile demand does, and ignoring lead-time variability is a common way 

to under-protect. By modelling both sources of uncertainty together, the optimisation produces stock targets 

that hold up in practice, and in regulated environments it also respects shelf-life, so that protecting service 

never quietly creates an expiry problem in high-value inventory [11]. 

Intermittent-demand research shows how badly ordinary error metrics mislead on spare parts, which 

reshaped how I size their buffers [69]. Canonical inventory theory then turns forecast uncertainty into a 

stocking decision through the error distribution rather than a flat rule [64]. I sized safety stock to cover 

variability in both demand and lead time over the replenishment cycle against a service target, so volatile 

or long-lead items carried the protection they needed while stable ones were not over-buffered out of habit. 

Forecasting practice stresses that the uncertainty around a prediction, not the point value, is what inventory 

policy should consume [63]. I framed the service-level target as an explicit business choice with a direct 

cost, because the last few points of fill rate demand the most buffer. Segmenting by item importance let 

essential and high-value products earn tighter service while the long tail was managed economically, and 

in regulated environments I sized every buffer to respect shelf-life so protecting service never created an 

expiry problem. 

A safety-stock pitfall hides in the comfortable assumption that demand is normally distributed. For the 

specialty and spare items I dealt with, demand was skewed and intermittent, and a normal-based buffer 

systematically under-protected the high-service items while wasting stock on the tail. The mitigation was to 

size buffers from the empirical error distribution or an appropriate intermittent-demand model rather than a 

single standard-deviation formula, and to validate the achieved service level against outcomes instead of 

trusting the theoretical target. The formula is only as good as its distributional assumption, and in regulated, 

lumpy-demand catalogues that assumption is usually wrong [64], [69]. 

28.3 Slotting and Replenishment Intelligence 

Where inventory sits inside the warehouse is as consequential as how much of it there is. Slotting assigns 

each product to a storage location based on velocity, size, weight, and affinity with co-picked items, and 

good slotting shortens travel, balances congestion, and raises pick productivity. In EWM this connects to 

storage-type search, activity areas, and the physical layout, and it is a natural target for the analytics in 

Chapter 26, because velocity and affinity are exactly what data reveals [23]. 
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Slotting is not a one-time exercise; demand drifts, seasons turn, and yesterday's fast mover becomes 

today's slow one. Replenishment intelligence keeps the forward pick faces fed without over-committing bin 

capacity, triggering internal moves ahead of need rather than in reaction to a stockout at the face. Tuning 

replenishment thresholds to actual pick-face consumption keeps pickers productive and avoids the twin 

failures of empty faces and overflowing forward locations [64]. 

Together, intelligent slotting and replenishment turn inventory optimisation into realised performance. It is 

not enough to hold the right quantity of an item; it must be positioned so the warehouse can fulfil against it 

efficiently. This is where forecasting, inventory policy, and warehouse execution meet, and where the 

analytics I have described pay off concretely, by continually re-slotting to the current demand pattern and 

replenishing to the rhythm the operation actually runs at rather than the one it was designed around [66]. 

Neural-network forecasting research shows how velocity and affinity patterns can be learned directly from 

demand history [70], and warehouse science formalises how location assignment governs travel and pick 

productivity [24]. I treat slotting as a data problem: assign each product to a bin by velocity, size, weight, 

and co-pick affinity, then let those patterns drive storage-type search and activity-area design in EWM. 

Good slotting shortens travel and balances congestion, and the signals that reveal it are exactly what 

operational data captures. 

My forecasting research reinforced that yesterday's fast mover becomes today's slow one, so slotting can 

never be a one-time exercise [109]. Replenishment intelligence keeps forward pick faces fed without over-

committing bin capacity, triggering internal moves ahead of need rather than reacting to a stockout at the 

face. Tuning thresholds to actual pick-face consumption avoids the twin failures of empty faces and 

overflowing forward locations, letting forecasting, inventory policy, and warehouse execution meet where 

the analytics finally pay off in realised performance. 

EWM offers slotting and rearrangement as configurable functions, and the pitfall is running them so 

aggressively that the warehouse thrashes. When I tuned re-slotting for a distribution operation, chasing 

every shift in velocity generated more internal moves than the productivity gain justified, and the labour 

spent relocating stock erased the shorter picks it bought. The mitigation was to re-slot on a cadence 

matched to genuine demand drift and to gate each proposed move by a benefit threshold, so only 

relocations that repaid their handling cost executed. Good slotting is continuous in principle but disciplined 

in practice, or the moves consume the savings [23], [64]. 

28.4 Balancing Service Level and Cost 

The central tension of inventory management is service against cost, and pretending it can be resolved 

once and for all is a mistake. More stock, more locations, and faster replenishment buy service but consume 

capital, space, and handling; the art is to find the point where the marginal cost of another unit of service 

exceeds its value. Framing this as an explicit trade-off, rather than a target handed down in isolation, is 

what makes the decision defensible [64]. 

This is naturally a multi-criteria problem, which connects to my research on decision methods such as 

TOPSIS, WASPAS, and their explainable variants. Service level, holding cost, obsolescence risk, and 

criticality pull in different directions, and methods that weigh several criteria transparently produce more 

balanced policies than optimising any one measure alone. Making the weights and reasoning visible lets 

the business own the trade-off instead of inheriting a black-box recommendation it cannot question [72]. 
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In regulated, high-value distribution the balance tilts toward service and integrity, but never without regard 

to cost. At CuraScript SD and Zimmer Biomet, protecting availability of critical products was paramount, yet 

capital tied in high-value implants and specialty drugs, and the risk of expiry, kept cost firmly in view. A 

good policy makes those competing pressures explicit and revisits them as demand and supply evolve, 

which is the habit that keeps inventory optimisation honest over the long run [110]. 

Weighing several criteria transparently is a habit I built measuring performance across competing roles and 

objectives [111], and production-and-operations theory supplies the cost structure behind the service trade-

off [65]. Service level, holding cost, obsolescence risk, and criticality pull in different directions, so a policy 

that optimises any one measure alone is usually unbalanced. I frame the decision as finding the point where 

the marginal cost of another unit of service exceeds its value, and I make that reasoning visible to the 

business. 

My hybrid explainable multi-criteria work convinced me that visible weights beat black-box optimisation 

whenever a business must own a trade-off [105]. At CuraScript SD and Zimmer Biomet the balance tilted 

toward availability and integrity of critical products, yet capital tied in high-value implants and specialty 

drugs, and the risk of expiry, kept cost firmly in view. A good policy makes those competing pressures 

explicit and revisits them as demand and supply evolve, which is the habit that keeps inventory optimisation 

honest. 

The honest difficulty in a multi-criteria inventory policy is that the weights on service, cost, obsolescence, 

and criticality are chosen by people, and a small change in them can flip which items get protected. The 

pitfall is presenting one weighting as objective when it encodes a business preference. My mitigation was 

sensitivity analysis: I showed how the recommended policy shifted as the weights moved, so the business 

could see where its choices actually mattered and own them deliberately. At Zimmer Biomet and CuraScript 

SD this turned a contestable black-box output into a transparent negotiation the planning and quality teams 

could stand behind [72], [111]. 

Table 28.1 Forecasting and inventory policy by demand profile 

Demand profile Forecast method Inventory policy driver Service emphasis 

Stable high-volume Time-series with seasonality Cycle stock plus modest buffer Cost-efficient service 

Promotion-driven Tree-based with external features Event-adjusted safety stock Availability during peaks 

Intermittent spare Intermittent-demand method Lead-time-driven buffer Criticality-based service 

High-value regulated Clinical-driver forecast Shelf-life and service target Integrity and availability 

Long-tail slow mover Simple robust baseline Minimal economic buffer Managed low service 

 

28.5 Chapter Summary 

This chapter tied demand forecasting to inventory optimisation across enterprise supply chains, drawing on 

my forecasting research and on the CuraScript SD and Zimmer Biomet programs. I argued that forecasting 

is a portfolio of methods matched to each item's behaviour, from classical time series to tree-based models, 

judged by decision-relevant accuracy and honest uncertainty; that safety stock must be modelled from the 

forecast's error distribution and lead-time variability against a service target; that intelligent slotting and 

replenishment turn stock policy into realised warehouse performance; and that balancing service against 

cost is a transparent, multi-criteria decision that tilts toward integrity in regulated distribution without ignoring 
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capital and expiry. The through-line is that optimisation must stay explicit, data-driven, and open to revision 

[64], [63]. 
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Chapter 29 

Intelligent Automation and Decision Support 

29.1 Multi-Criteria Decision Making in Operations (TOPSIS, WASPAS) 

Operations rarely turn on a single number. Selecting a putaway strategy, ranking carriers, or slotting a fast 

mover means balancing criteria that pull against each other, such as travel distance, congestion, handling 

cost, and service risk. In my published work on multi-criteria decision methods I applied TOPSIS and 

WASPAS to make those trade-offs explicit rather than intuitive. The techniques rank alternatives against 

weighted criteria, so a warehouse decision becomes auditable instead of a matter of an experienced 

planner's instinct. 

TOPSIS ranks each option by its distance from an ideal and an anti-ideal solution, which suits warehouse 

problems where you want the choice closest to best-case service and furthest from worst-case cost. 

WASPAS blends weighted-sum and weighted-product scores, adding robustness when criteria sit on very 

different scales. In an EWM context I map these onto real levers, including warehouse order creation rules, 

storage-type search sequences, and dock-to-stage assignment, feeding them normalized operational data 

drawn from the system of record. 

The value is not the algorithm but the discipline it imposes. Weights force a conversation with the business 

about what actually matters. Is same-day service worth the extra pick travel, or not? Once agreed, the 

model applies those weights consistently across the thousands of decisions the RF framework triggers 

each shift. I treat the scored output as a recommendation layer sitting above SAP configuration, never a 

replacement for the removal and putaway strategies that EWM already enforces. 

When practitioners ask which method to reach for, I resist dogma. Hwang and Yoon's original TOPSIS 

formulation [72] remains my default for ranking problems with a clear best and worst case, while the 

weighted aggregated sum-product approach [77] earns its place when criteria scales are wildly uneven. In 

my own healthcare decision study I leaned on WASPAS precisely because its dual aggregation dampened 

the distortion a single outlier criterion can introduce [110]. Method choice is itself a decision, and I make it 

deliberately rather than by habit. 

I have learned to run more than one method and compare, because a ranking that survives both TOPSIS 

and WASPAS is one I trust on the floor. Triantaphyllou's comparative treatment [76] taught me that different 

methods can reorder middle-ranked alternatives even when the top choice is stable, so I report where they 

agree and where they diverge. In my test-management measurement work the same discipline held [111]: 

agreement across methods, not a single score, is what earns a business's confidence in a recommendation. 

One pitfall I warn teams about is letting raw operational units leak into the model unnormalized, because a 

bin distance in metres and a handling cost in dollars will silently let the larger-scaled criterion dominate 

every rank. I standardize the decision matrix first, usually with vector normalization before a TOPSIS pass 

[72], and I stress-test the weights by perturbing them ten percent to see whether the top choice holds. In 

my healthcare WASPAS study the same sensitivity check exposed a criterion that looked decisive but was 

merely mis-scaled [110], a lesson I now build into every warehouse ranking I deliver. 
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29.2 Transparent and Explainable AI for Logistics 

A logistics recommendation that no one can explain will not survive contact with a warehouse floor. 

Supervisors override black-box output the first time it contradicts their judgment, and trust never recovers. 

My work on explainable AI, including a study pairing WASPAS with XAI techniques, grew directly out of that 

problem. A model must show why it ranked one carrier or one slot above another. In operations, 

interpretability is not academic; it is the precondition for adoption. 

Explainability takes concrete forms. For a carrier-selection model in TM, I expose the contribution of each 

factor, such as rate, transit time, business-share commitment, and historical on-time performance, so a 

planner sees the reasoning behind a proposed freight order. For putaway, the system states that a bin was 

chosen for its proximity to outbound staging and its current capacity. Feature attribution turns a bare score 

into a sentence a warehouse manager can accept or challenge on the spot. 

Transparency also protects the enterprise. Regulated clients such as CuraScript SD and MicroVention must 

demonstrate why the system acted as it did, especially where cold-chain integrity or device traceability is 

involved. An explainable recommendation leaves an audit trail that a validation team can review. I design 

these layers to log inputs, weights, and outputs alongside the SAP document flow, so an EWM warehouse 

task and the decision that shaped it can be reconstructed together rather than in isolation. 

The explainability literature gave me a vocabulary for what warehouse supervisors intuitively demanded. 

Local surrogate explanations in the style of LIME [82] and the additive attributions of SHAP [83] let me 

decompose a ranking into per-criterion contributions a planner can read at a glance. My hybrid XAI-ARAS 

study [105] pushed this further, pairing the additive ratio assessment method [75] with explanation layers 

so a cybersecurity ranking, and by extension a carrier ranking, arrived already justified rather than needing 

defense after the fact. 

I treat interpretability as an engineering requirement, not a research nicety. The XAI taxonomies that Arrieta 

and colleagues assembled [84] and Molnar's practical catalog of techniques [85] shaped how I choose 

between transparent models and post-hoc explanation. In a regulated logistics setting I favor methods 

whose reasoning survives an auditor's questioning, because an explanation that only a data scientist can 

parse is no explanation to the quality team that must sign the release. Clarity to the actual reader is the only 

test that matters. 

A pitfall I have hit is trusting a post-hoc explanation that is unstable, where two near-identical carriers 

produce wildly different feature attributions and a planner rightly stops believing the tool. My mitigation is to 

prefer an inherently transparent ranking method whose arithmetic a supervisor can follow, then attach 

explanation only as confirmation. My hybrid XAI-ARAS work [105] taught me that ARAS's additive ratio 

structure [75] already exposes each criterion's contribution as a share of an ideal, so the explanation is the 

method rather than a fragile layer bolted on afterward and hoping for the best. 

29.3 Automating Routine Warehouse Decisions 

Not every decision deserves human attention. The bulk of warehouse choices, including which open bin 

receives a pallet, which queue a resource pulls from next, and when a fixed bin drops below its 

replenishment point, are high-volume and low-ambiguity. These are exactly where automation pays. EWM 

already resolves much of this through putaway strategies, warehouse order creation rules, and the RF 
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framework, so intelligent automation tightens the parameters those rules use rather than replacing the rules 

themselves. 

Replenishment is the clearest case. Rather than static minimum and maximum levels, a demand-aware 

model adjusts trigger points by forecast velocity, so fast movers in the pick face are refilled ahead of 

depletion and slow movers do not hoard prime slots. The output is still an ordinary EWM replenishment 

task, executed by the same resource management and queue logic. Automation changes what the system 

decides, not how the warehouse physically carries it out on the floor. 

Wave management benefits similarly. Grouping outbound deliveries into waves by route, carrier cut-off, 

and workload balance is a repetitive optimization a model handles well, releasing work smoothly instead of 

in the lumpy batches manual planners tend to create. At Alcon's automated sites the Material Flow System 

already ran deterministic routing through telegrams and PLCs. The real opportunity for intelligence sat 

upstream, in how work was sequenced and released into that automated core. 

I draw a firm line around what stays manual. Exceptions, such as quality-blocked stock, damaged handling 

units, short picks, and count discrepancies, carry judgment and consequence, so they route to a person. 

The design goal is to let automation absorb the routine ninety percent so skilled operators spend their time 

on the ten percent that genuinely needs them. That division of labor, not full autonomy, is what makes a 

warehouse both efficient and resilient. 

Deciding which decisions to automate is itself a multi-criteria judgment, and I have scored it that way. My 

study comparing manual and automated warehouse processes in EWM [104] convinced me that routine, 

repeatable choices yield the cleanest automation returns, while judgment-heavy exceptions resist it. For 

the ranking work behind replenishment tuning I have applied both the weighted product logic of WASPAS 

[77] and compromise methods such as VIKOR [79], which surface a solution acceptably close to the ideal 

across competing velocity and capacity criteria. 

Method diversity matters even in automation. Where replenishment weighting is contested, I sometimes 

cross-check with MOORA [74], whose ratio-based structure resists the scaling artefacts that trip simpler 

weighted sums, and I revisit my healthcare WASPAS results [110] as a template for keeping the scoring 

transparent. The point is not algorithmic novelty but consistency: the same weighted logic that ranks a bin 

also decides whether a refill fires, so operators see one coherent rationale rather than a patchwork of 

disconnected rules. 

When I first automate a replenishment trigger I never flip every article at once; I pilot on a controlled slice 

of fast movers where a wrong call is cheap and visible, then widen as confidence grows. The governance 

detail that matters is a documented fallback: if the scoring service is unavailable, the system reverts to static 

min-max rather than freezing. I borrowed the staged-rollout discipline from my test-management 

measurement work [111], where I ranked readiness before promoting a role, and I use VIKOR's 

compromise ranking [79] to decide which article classes are safe to automate next. 

29.4 Operator Trust and Governance 

Automation fails on the floor for human reasons more often than technical ones. If operators do not trust a 

recommendation, they work around it, and the shadow process quietly becomes the real one. I have seen 

well-built optimizations abandoned because no one explained them to the shift that had to live with them. 
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Trust is earned by transparency, consistent behavior, and a visible ability to override, the same three 

properties I engineer into every decision layer I deliver. 

Governance gives that trust a structure. I establish who owns the weights in a decision model, who may 

change them, and how a change is tested before it reaches production, using the same change-control 

discipline that governs SAP transports. A recommendation model is a configurable asset, not a fixed fact, 

and it drifts as the business shifts. Without ownership and periodic review, yesterday's carefully tuned 

parameters silently degrade into today's bad advice. 

Override handling is where governance becomes concrete. Every manual override should be captured, 

because overrides are the richest signal a model receives; they mark where its view of the warehouse 

diverges from reality. In my deployments I feed override patterns back into review, so persistent 

disagreement prompts a look at the weights rather than blame for the operator. The system and the people 

who run it improve together, which is the only kind of automation that lasts. 

Governing the weights is where I most often reach for the analytic hierarchy process. Saaty's pairwise-

comparison framework [73], [78] gives business stakeholders a structured, defensible way to argue about 

relative importance, and its consistency ratio flags when their stated preferences contradict themselves. I 

have run these sessions deliberately, because a weight set that the business derived and can reproduce is 

one it will defend when an operator challenges a recommendation, whereas a weight someone simply typed 

in commands no such loyalty. 

Governance also means the explanation travels with the decision into the audit record. Drawing on my XAI-

ARAS work [105] and the broader explainable-AI principles catalogued in the field [84], I log the weights, 

the inputs, and the resulting rank alongside the SAP document flow so a reviewer months later can 

reconstruct why the system acted. Overrides feed the same record. A governed model is not one that never 

changes; it is one whose every change is owned, tested, and traceable to an accountable person. 

On one deployment I instituted a monthly weight-review forum where supervisors saw every override from 

the prior period ranked by frequency, and we argued each cluster to a decision. The discipline that made it 

work was outranking logic: rather than forcing a single score, I used a PROMETHEE-style preference 

comparison [81] so a criterion could be judged better without pretending the margin was exact, which 

matched how operators actually reason. My WASPAS healthcare experience [110] had shown me that a 

transparent, reproducible weight set survives challenge, whereas a number someone simply typed in earns 

no loyalty on the floor. 

Table 29.1 Multi-criteria decision methods mapped to warehouse and transportation decisions 

Decision Primary Criteria Method SAP Lever 

Carrier selection Rate, transit time, on-time %, business 

share 
TOPSIS Freight order / carrier selection (TM) 

Putaway bin choice Travel distance, capacity, velocity WASPAS Storage-type search / putaway 

strategy 

Wave release timing Cut-off, workload balance, route TOPSIS Wave management 

Replenishment trigger Forecast velocity, pick-face min/max WASPAS Replenishment task 

Dock and stage 

assignment 
Proximity, congestion, sequence TOPSIS Staging area determination 
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29.5 Chapter Summary 

Intelligent automation earns its place in the warehouse when it makes decisions explicit, explainable, and 

governed. This chapter argued that multi-criteria methods such as TOPSIS [72] and WASPAS [77] turn 

competing operational trade-offs into auditable choices, and that explainable AI is the precondition for 

adoption rather than an afterthought. Routine, high-volume decisions such as replenishment triggers, wave 

release, and bin selection are the right targets, while exceptions stay with skilled operators. Above all, 

automation succeeds on human terms: transparency, consistent behavior, visible override, and clear 

governance of the weights that drive recommendations. Layered above SAP EWM and TM configuration, 

decision support tightens the parameters existing strategies already enforce, without displacing the 

discipline that keeps a warehouse running. 
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Chapter 30 

AI-Powered Supply Chains: From Data to Autonomous 

Operations 

30.1 The Architecture of an Intelligent Supply Chain 

An intelligent supply chain is a layered system, not a single application. At the base sits the transactional 

core, meaning SAP EWM, TM, and the surrounding MM, SD, and FI processes that record what physically 

happens. Above it, a data layer captures and normalizes that activity. A decision layer, holding the models 

discussed in Chapter 29, turns data into recommendations. The point of the architecture is to keep these 

concerns separate so each can evolve without destabilizing the others. 

Separation matters because the transactional core must stay deterministic and auditable. A warehouse 

task, a freight order, a goods issue: these have to behave identically every time and survive regulatory 

scrutiny. Intelligence therefore lives beside the core, consuming its data and feeding back parameters and 

recommendations, rather than being welded inside standard SAP logic. This is the pattern I have carried 

across greenfield programs: enrich the edges, and protect the system of record at the center. 

The data layer is where most programs underinvest. Models are only as good as the operational history 

they learn from, and SAP generates that history in abundance, since every confirmation, exception, and 

cycle count carries signal. Capturing it cleanly, with consistent master data behind it, is unglamorous work 

that determines whether the decision layer ever earns trust. I treat data quality and master-data governance 

as first-class architecture, not a preliminary chore to rush through. 

The layered architecture I advocate is the spine of my own book on AI-powered supply chains [115], and it 

mirrors what the systematic reviews of machine learning in this field consistently find [60], [61]: value 

accrues where clean operational data meets a disciplined decision layer, not where a clever model is bolted 

onto a fragile core. Min's survey of artificial intelligence in supply-chain management [71] makes the same 

point from the academic side, that foundations, not algorithms, determine whether intelligence sticks. 

I increasingly frame the whole stack as a step toward a digital supply-chain twin. Ivanov and Dolgui's 

formulation of a digital twin for managing disruption risk [37] captures what the data and decision layers 

together make possible: a faithful, queryable model of the physical operation that planners can interrogate 

before they act. The SAP core supplies the ground truth that keeps such a twin honest, which is exactly 

why I refuse to let the transactional layer blur into the analytical one. 

The architectural mistake I see most is treating the data layer as a nightly extract rather than a governed 

asset, so models learn from a snapshot that already disagrees with the transactional core. My remedy is to 

define ownership of each master-data domain before a single model is trained, and to reconcile the 

analytical store against SAP counts on the same cadence the business closes its books. The systematic 

reviews of machine learning in supply chains [60], [61] repeatedly trace model failure to exactly this 

neglected foundation, which is why I treat data-layer governance as architecture rather than a preparatory 

chore to be rushed. 
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30.2 Integrating AI with SAP EWM and TM 

Integration is where architecture meets reality. SAP exposes well-defined interfaces, including IDocs, the 

core interface and its qRFC queues, BAPIs, and increasingly OData services behind the Fiori launchpad, 

and a disciplined AI layer uses these rather than reaching into tables directly. In EWM the natural touch-

points are warehouse order creation, replenishment, and wave release; in TM they are freight-unit building, 

carrier selection, and transportation planning. Respecting these seams keeps the intelligence layer 

upgrade-safe. 

For EWM, I position models to influence decisions the system is already making. A slotting model proposes 

storage-type and section assignments that feed standard putaway strategies. A workload model shapes 

how warehouse order creation rules bundle tasks. None of this bypasses EWM; it supplies better inputs to 

configuration that remains fully in control on the floor, so the RF framework and resource management 

behave exactly as operators expect them to. 

For TM, the optimizer is itself a decision engine, and AI complements rather than replaces it. Predicted 

transit reliability and cost trends sharpen carrier selection and business-share allocation, while demand 

signals improve how freight units are built and consolidated. The transportation planning result is still a 

standard freight order, tendered and settled through normal freight agreements and rate tables. Intelligence 

tunes the inputs and priorities; SAP TM executes and keeps the financial trail intact. 

The integration discipline I insist on is that every model output map to a real SAP object with its own audit 

trail. A recommendation that cannot be traced to a warehouse task, freight order, or delivery is a 

recommendation no one can validate. On regulated programs this is not optional. Binding intelligence to 

the document flow is what lets a validation team certify the whole system, model and transaction together, 

exactly as Chapter 29 described. 

The integration seams I trust are the ones the EWM and TM literature documents as supported. My own 

work on enhancing warehouse efficiency through EWM in S/4HANA [102] and on cross-functional EWM 

integration with SD, MM, 3PL, production, and quality [103] mapped exactly these touch-points, and the 

standard references on EWM [1] and transportation management [2] reinforce which interfaces are safe to 

build against. Reaching through a supported service is upgrade-safe; reaching into a table is a future 

incident I have already met too often. 

Embedded and decentralized EWM deployments each impose their own integration rhythm, and the 

guidance on integrating EWM in S/4HANA [4] shaped how I position models relative to the core. In an 

embedded model the data is close at hand but the blast radius of a mistake is larger; in a decentralized one 

the seams are cleaner but latency and reconciliation demand attention. I choose where intelligence sits 

based on that trade-off, always binding each recommendation to a warehouse task or freight order it can 

be audited against. 

A concrete pitfall on the integration seam is latency drift: an OData service that answers in fifty milliseconds 

during testing can crawl once production queue volumes climb, and a slotting recommendation that arrives 

after the putaway task has already fired is worse than none. I mitigate this by making every model call 

asynchronous with a deterministic fallback, so the standard EWM strategy proceeds whether or not the 

recommendation returns in time. Min's survey of AI in supply-chain management [71] and my own book 

[115] both stress that intelligence must degrade gracefully into the core it advises rather than becoming a 

single point of failure. 
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30.3 Autonomous Replenishment and Fulfillment 

Autonomy is a spectrum, not a switch. The realistic near-term target is a supply chain that handles routine 

replenishment and fulfillment end-to-end without human initiation, escalating only exceptions. Demand 

signals drive replenishment triggers; EWM generates and executes the tasks; TM plans and tenders the 

resulting freight; and settlement closes the loop. Throughout, a person watches the exceptions queue rather 

than every transaction, intervening only where attention actually changes the outcome. 

Fulfillment shows the same shape. An inbound ASN drives deconsolidation and putaway, while outbound 

demand drives wave release, picking, whether pick-by-voice or RF-directed, packing into handling units, 

staging, and loading. Each step is standard EWM, but the sequencing and prioritization that used to need 

a planner can be model-driven. The warehouse runs closer to continuous flow, with work released when 

capacity and downstream transport are actually ready to absorb it. 

Autonomy must fail safe. When a model is unsure, when data is missing, or when an exception carries real 

consequence, the system hands control to a person with full context rather than guessing. I design explicit 

confidence thresholds and escalation paths so autonomy degrades gracefully. The goal is not an 

unattended warehouse but one where human attention is spent precisely where it changes the outcome, 

which is the argument that runs through this entire book. 

Autonomy in replenishment rests on inventory theory older than the automation. The reorder logic I encode 

draws on Silver, Pyke, and Peterson's treatment of inventory management [64] and Nahmias's production 

and operations analysis [65], because a model that ignores service-level and lead-time fundamentals simply 

automates a bad policy faster. For the many slow movers a warehouse carries, Syntetos and Boylan's work 

on intermittent demand [69] warns against naive velocity triggers, a caution I build directly into the 

confidence thresholds that decide when the system acts alone. 

Forecast quality bounds how far fulfillment can safely self-drive. Following Hyndman and Athanasopoulos's 

principles of forecasting [63], I pair each replenishment signal with an honest estimate of its own uncertainty, 

so the system escalates when the forecast is thin rather than committing stock on false confidence. Min's 

review of AI in the field [71] frames this well: autonomy is not the removal of judgment but its relocation into 

the thresholds and escalation rules, where it can be governed once and applied consistently across every 

routine transaction. 

Setting the confidence threshold is the decision that actually governs an autonomous loop, and I set it 

empirically rather than by intuition. I run the model in shadow mode for several weeks, logging where it 

would have acted and comparing against what planners actually did, then place the escalation line where 

the cost of a wrong autonomous call first exceeds the cost of a human interrupt. Framing the operation as 

a queryable digital twin, in Ivanov and Dolgui's sense [37], let me simulate those thresholds before trusting 

them live, so autonomy expanded on evidence rather than on optimism, a discipline I develop at length in 

my own book [115]. 

30.4 The Book's Central Argument Revisited 

This book has argued one thing consistently: intelligent supply chains are built on solid enterprise 

foundations, not in spite of them. The warehouse and transportation architecture documented across earlier 

parts, including storage types, activity areas, handling units, freight units, and settlement, is what makes 
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intelligence trustworthy. AI without that foundation is a demo; AI on top of it is an operating capability. My 

patents and publications all assume this dependency rather than wishing it away. 

The second thread is that human judgment does not disappear, it moves. As routine decisions automate, 

the operator's role shifts from executing tasks to governing systems, handling exceptions, and improving 

the models through the overrides they contribute. I have watched this transition on automated sites like 

Alcon's, where the skill mix moved toward monitoring and exception handling. Designing for that shift, rather 

than pretending to eliminate people, is what makes automation durable over time. 

The third thread is discipline. Explainability, governance, data quality, and integration through supported 

SAP interfaces are not constraints on innovation; they are what let innovation survive an upgrade, an audit, 

and a change of staff. Every greenfield program I have led, from Zimmer Biomet to Indorama Ventures, 

succeeded on that discipline more than on any single clever technique. Intelligence is the payoff, and 

architecture is the price of admission. 

The dependency I keep insisting on, intelligence atop sound foundations, is the organizing claim of my book 

[115] and echoes the operations-management synthesis Ivanov and colleagues offer on global supply 

chains [35]. My work on ERP implementation in a regulated environment [99] is the concrete proof: the 

discipline that made the enterprise core trustworthy is precisely what later let analytics ride on top of it. Skip 

the foundation and the analytics have nothing solid to stand on. 

The systematic reviews of machine learning in supply chains [60] reach a sobering conclusion that matches 

my field experience: most published models never reach production, and those that fail usually fail on data 

and integration, not on modeling. That is why I spend disproportionate effort on the unglamorous layers. 

Human judgment migrating rather than vanishing, disciplined interfaces, clean master data, these are not 

the interesting parts of a program, but they are the parts that determine whether any of the interesting parts 

survive. 

Looking back across the programs in this book, the pattern that predicts success is unglamorous: the teams 

that invested in foundations shipped intelligence that lasted, and the ones that chased models first rebuilt 

them within a year. My analytical study of supply-chain efficiency [114] reinforced the same lesson 

quantitatively, that structural discipline, not any single technique, drives durable gains. I return to this 

because it is the claim of my book [115] and the through-line of every chapter: architecture is not the boring 

prelude to intelligence, it is the reason intelligence survives an upgrade, an audit, and the inevitable turnover 

of the people who built it. 

Table 30.1 Layers of an intelligent supply chain and their governing concerns 

Layer Purpose SAP / Technical Elements Governing Concern 

Transactional core Execute and record EWM, TM, MM, SD, FI Determinism, auditability 

Data layer Capture and normalize history Confirmations, exceptions, master data Data quality 

Integration Move data and recommendations IDoc, CIF/qRFC, BAPI, OData Upgrade-safety 

Decision layer Rank and recommend TOPSIS/WASPAS, ML models, XAI Explainability 

Autonomy control Execute or escalate Confidence thresholds, exception queues Fail-safe behavior 
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30.5 Chapter Summary 

Chapter 30 framed the intelligent supply chain [115] as a layered architecture: a deterministic, auditable 

SAP core; a data layer that captures operational history cleanly; and a decision layer that turns that history 

into explainable recommendations. Intelligence integrates with EWM and TM through supported interfaces 

such as IDocs, the core interface, BAPIs, and OData, and every model output binds to a real SAP object 

with its own audit trail. Autonomous replenishment and fulfillment handle the routine and escalate 

exceptions, failing safe when confidence is low. Revisiting the book's central argument, the chapter held 

that AI earns trust only atop sound enterprise foundations, that human judgment migrates rather than 

vanishes, and that disciplined engineering is what lets intelligence endure. 
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Chapter 31 

Retail Supply Chain and Store Rollout (Reliance Retail) 

31.1 Retail Logistics and Store Replenishment 

Retail logistics lives or dies on shelf availability. When I worked on Reliance Retail's ECC 6.0 

implementation, India's largest retailer was expanding faster than any manual process could supply, and 

the central question was always the same: is the right article on the right shelf at the right store today? SAP 

Retail answered it through the article master, store-specific assortments, and replenishment that translated 

demand into distribution-center orders and deliveries. 

Store replenishment in that environment balanced two failure modes. Understock empties shelves and 

loses the sale outright, while overstock ties up capital and floods back rooms that were never sized for it. 

We configured replenishment to respect each store's format, assortment, and selling velocity, so a large-

format outlet and a neighborhood store drew from the same distribution centers on very different profiles. 

Article-level parameters, not a single national rule, drove the calculations. 

The transactional backbone was high-volume and interface-heavy. Point-of-sale data flowed inbound to 

update stock and demand; replenishment generated purchase orders and deliveries; and goods 

movements posted through inventory management and LE-WM in the distribution centers. IDocs carried 

much of this traffic, and keeping those queues healthy across a growing store estate was daily work. Retail 

at national scale is, in practice, an exercise in moving clean data reliably between thousands of endpoints. 

Retail replenishment is textbook supply-chain theory under relentless volume. Chopra and Meindl's 

treatment of the availability-versus-cost trade-off [11] describes exactly the tension we tuned per store, and 

Bowersox's logistics framework [13] shaped how we thought about the distribution-center-to-shelf pipeline. 

What the textbooks abstract as a service level, we lived as a specific article on a specific shelf on a specific 

morning, which is why I always translate strategy into the article-level parameters that actually drive the 

SAP calculation. 

The warehouse side ran on classic SAP WM in the distribution centers, and Murray's account of that 

functionality [9] mirrors the configuration we relied on for putaway, picking, and goods movement. I kept a 

close eye on the responsiveness that Christopher's supply-chain thinking prizes [14], because in retail the 

cost of a stockout is not just a lost margin but a shopper who learns the shelf is unreliable. Steady, 

predictable flow from distribution center to store mattered more than any single clever optimization. 

One configuration detail that repaid the effort was tuning the replenishment method per article rather than 

accepting a single default across the estate. For predictable fast movers we drove reorder-point logic from 

smoothed point-of-sale velocity, while erratic long-tail articles used a more conservative target-stock 

approach so a single spike did not flood a back room. Chopra and Meindl's availability-versus-cost framing 

[11] and Coyle's logistics treatment [20] both underline that no one policy fits a whole assortment, a truth 

Reliance's format diversity made unavoidable. Getting that per-article choice right at the parameter level 

mattered far more than any elegant national rule we could have written. 

31.2 Store and Service-Center Rollout at Scale 

Opening stores is a repeatable manufacturing process, and treating it that way is the difference between 

rolling out ten sites and ten thousand. As a System Analyst on the Reliance program I helped standardize 
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the store and service-center rollout so each new location followed the same master-data setup, assortment 

assignment, and replenishment configuration. When a template is right, a store opening becomes 

configuration and validation rather than a fresh project every single time. 

The template covered the unglamorous essentials: organizational structure in SAP Retail, site master, 

assortment linkage, pricing, and the interfaces to point-of-sale and logistics. Getting these consistent meant 

a new store behaved predictably from day one instead of accumulating one-off exceptions that would haunt 

support later. Every deviation we allowed had to justify itself, because each exception multiplied across the 

estate into a maintenance burden no support team could realistically carry. 

Service centers added their own wrinkle. Beyond selling articles they handled service and fulfillment flows 

that differed from a standard retail outlet, so the rollout template had to flex without fragmenting. We 

managed that by keeping a common core and isolating the variations, a discipline I would later formalize 

on the template programs described in Chapter 34. The principle held even in the ECC 6.0 world: 

standardize aggressively, and localize only deliberately. 

Scale also disciplined cutover. Each opening carried master-data loads, interface checks, and user 

readiness, all compressed into a tight window before a store went live to customers. We rehearsed the 

sequence until it was routine, because a botched cutover in retail is visible immediately, at the till, in front 

of shoppers. Repetition turned what could have been high-drama go-lives into a controlled, almost boring, 

production line of openings. 

Treating store openings as a production line is really an exercise in supply-chain design, and Simchi-Levi's 

work on designing and managing the supply chain [12] framed how I thought about standardizing the 

network node that each store represents. Every deviation we permitted carried a downstream cost, a lesson 

that Harrison and van Hoek's strategy-through-the-supply-chain lens [16] makes explicit. The template was 

our design discipline made concrete, turning a strategic intent to standardize into a repeatable configuration 

and validation routine anyone on the team could execute. 

Scaling a rollout is coordination as much as configuration. Hugos's essentials of supply-chain management 

[19] and Coyle's logistics perspective [20] both stress that repeatable process, not heroics, is what lets a 

small team support a large network, which is precisely what our rehearsed cutovers achieved. I came to 

see each opening as adding a node to a living network rather than launching a project, and that mental 

shift, more than any tool, is what kept quality steady as the store count climbed. 

The rollout pitfall that bit us early was master-data drift between the template and what a new store actually 

loaded, so a site would go live with an assortment that quietly diverged from the standard. My mitigation 

was a pre-cutover reconciliation checklist that compared each store's loaded data against the template 

before we opened the till, catching exceptions while they were still cheap to fix. Hugos's emphasis on 

repeatable process over heroics [19] and Simchi-Levi's network-node thinking [12] framed why this 

mattered: every unreconciled deviation became a support burden multiplied across a fast-growing estate, 

so we spent the discipline up front. 

31.3 Distribution-Center-to-Store Flow 

Between the distribution center and the store shelf sits the flow that actually determines availability. On the 

Reliance program this meant orchestrating goods receipt at the distribution centers, putaway and storage 

through LE-WM, picking against store orders, and outbound delivery onto the transport that served each 
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region. The article had to move from national supply to local shelf on a rhythm the stores could depend on, 

day after day without exception. 

Distribution-center design shaped everything downstream. Storage layout, picking strategy, and staging by 

route determined how quickly store orders could be assembled and dispatched. We tuned the warehouse 

processes so high-velocity articles were easy to pick and consolidate, and so outbound was organized by 

store and route rather than by article. A distribution center optimized for receiving but not for store-friendly 

dispatch simply pushes its inefficiency onto every outlet it serves. 

The flow was only as good as its weakest interface. Store orders, delivery confirmations, and stock updates 

had to reconcile across point-of-sale, inventory management, and the warehouse layers, or the picture of 

availability drifted from reality. We invested heavily in keeping those postings accurate and timely, because 

in retail an inventory record that lies is worse than no record at all; it sends replenishment to the wrong 

place and leaves real shelves empty. 

The distribution-center-to-store flow is where logistics fundamentals meet SAP execution. Ballou's 

business-logistics treatment of warehousing and transport [15] describes the layout-and-routing decisions 

we tuned so that outbound was organized by store and route rather than by article. Waters's introduction 

to the discipline [43] reinforced a point I hold firmly: a distribution center optimized only for efficient receiving 

pushes its inefficiency onto every store it serves, so I judged the design by how easily it dispatched, not 

how neatly it stored. 

Accurate postings across the WM layer [9] and inventory management were the difference between a flow 

that worked and one that merely looked like it did. Bowersox's emphasis on integrated logistics information 

[13] captures why we invested so heavily in reconciliation: an inventory record that lies sends replenishment 

to the wrong place and strands real demand. I would rather a store trust a slightly conservative number it 

could act on than chase a precise figure that the shelf quietly contradicted. 

A decision that shaped daily throughput was whether to organize distribution-center picking by article or by 

store-and-route, and we deliberately chose the latter even though it complicated the pick path. Assembling 

a store's full order together meant the outbound truck loaded in delivery sequence and the receiving store 

unpacked in aisle order, pushing efficiency toward the shelf rather than hoarding it in the warehouse. 

Ballou's warehousing-and-transport treatment [15] describes exactly this layout-versus-routing trade-off, 

and Bowersox's integrated-logistics view [13] confirms that optimizing the whole flow beats optimizing any 

single node. I judged the distribution center by how easily it dispatched, never by how neatly it stored. 

31.4 Measured Outcomes 

The clearest outcome was rollout repeatability. By standardizing the store and service-center template, the 

program brought new locations live on a consistent, predictable pattern, turning openings into a controlled 

production line rather than a series of bespoke efforts. That predictability let the business plan expansion 

with confidence that the systems would keep pace, which for India's largest retailer during a period of rapid 

growth was the outcome that mattered most. 

Operationally, tightening replenishment and distribution-center-to-store flow improved shelf availability and 

steadied the supply rhythm each store could rely on. Stores spent less time firefighting stock gaps and 

more time selling. Cleaner inventory postings across point-of-sale, inventory management, and the 
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warehouse layers gave planners a more trustworthy picture of demand, which in turn made replenishment 

decisions less reactive and more grounded in what was actually selling. 

The durable result was organizational, not just technical. A standardized SAP Retail platform and a 

rehearsed rollout method left Reliance with a foundation that new teams could operate and extend without 

relearning the system for every store. Support became more manageable because the estate was 

consistent, and consistency is what let a small core team support a large and growing number of sites. That 

leverage, more than any single feature, justified the platform. 

I judge outcomes here the way Christopher frames supply-chain performance [14], qualitatively and in terms 

of responsiveness rather than a single headline figure. The rollout's repeatability meant the business could 

plan expansion with confidence that the systems would keep pace, and stores spent noticeably less energy 

firefighting stock gaps. Lambert's process-and-performance perspective [21] captures what mattered most: 

the platform behaved consistently across a growing estate, and consistency, not any isolated metric, was 

the outcome the business valued. 

My later analytical work on supply-chain efficiency [114] sharpened how I reflect on engagements like this 

one, teaching me to look past anecdote toward durable structural gains. In those terms the Reliance result 

was organizational: a consistent platform and a rehearsed method that new teams could operate without 

relearning the system, which is the kind of leverage Handfield and Nichols describe as the real payoff of 

supply-chain integration [22]. That durable capability, not a moment-in-time improvement, is what I count 

as success. 

Reflecting on this engagement with the analytical lens I later developed [114], the outcome I value most is 

qualitative and structural rather than any headline number: the business gained a rollout capability it could 

exercise at will, so expansion stopped being a systems question and became purely a real-estate one. 

Lambert's process-and-performance perspective [21] captures why that mattered, since a platform that 

behaves consistently across a growing estate is worth more than any single optimized metric. Stores 

firefought stock gaps less and sold more, and planners trusted their inventory picture, but the durable win 

was a repeatable method a growing team could simply run. 

Table 31.1 Store and service-center rollout template components 

Rollout Element SAP Retail Object / Process Purpose Risk if Omitted 

Site setup Site master / org structure Define the store in SAP Retail Inconsistent store behavior 

Assortment Assortment assignment Control articles carried per store Wrong articles stocked 

Replenishment Replenishment parameters Drive distribution-center orders Understock or overstock 

POS integration Point-of-sale inbound IDoc Synchronize sales and stock Inaccurate inventory 

Logistics LE-WM / outbound delivery Distribution-center-to-store fulfillment Delayed shelf availability 

Cutover Master-data load / go-live checks Bring the store live safely Failed opening at the till 

 

31.5 Chapter Summary 

Chapter 31 grounded retail supply chain [11] in the Reliance Retail ECC 6.0 implementation, where 

availability at the shelf was the governing measure. Store replenishment balanced understock against 

overstock using article- and format-specific parameters, while point-of-sale, inventory management, and 

LE-WM exchanged high volumes of IDoc traffic that had to stay clean. Treating store and service-center 
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openings as a repeatable, templated production line let a small core team bring many sites live predictably, 

with rehearsed cutovers that avoided drama at the till. Distribution-center-to-store flow, tuned for store-

friendly dispatch and accurate postings, determined real availability. The lasting outcomes were repeatable 

rollout, steadier supply, trustworthy inventory, and a consistent platform a growing team could operate and 

extend. 
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Chapter 32 

Center-of-Excellence Delivery and Global Support (MARS) 

32.1 Building and Running a Supply Chain Center of Excellence 

A Center of Excellence is what turns a collection of support tickets into a managed capability. As a Team 

Lead in the MARS IS North America Center of Excellence, I helped run supply-chain support for a 

consumer-goods business spanning pet care, chocolate, Wrigley, and food and drink. The CoE's job was 

not merely to keep the lights on but to hold deep, reusable knowledge of how MARS's supply chain ran in 

SAP and to apply it consistently. 

The structure separated levels of work. Routine incidents were resolved quickly against a known playbook; 

recurring problems were escalated into root-cause analysis and permanent fixes; and genuine 

improvements fed a change pipeline governed like any other release. Keeping these streams distinct 

stopped the urgent from permanently crowding out the important, which is the failure mode of every support 

organization that never graduates from firefighting to engineering. 

Team leadership in that setting was as much about people as systems. A Band U4 lead balances a queue, 

develops analysts, and protects the client relationship, all while the underlying SAP landscape keeps 

changing. I learned to build the team's collective knowledge deliberately, so capability lived in documented 

process and shared understanding rather than in a few individuals whose absence would have stalled the 

whole operation. 

The CoE also served as the client's memory. Consumer-goods supply chains accumulate hard-won 

configuration decisions, and without a body that remembers why things are the way they are, every change 

risks reopening a settled question. The Center of Excellence was that institutional memory, which is why 

continuity and governance, covered later in this chapter, mattered every bit as much as raw technical skill. 

A Center of Excellence institutionalizes the planning-and-coordination view that Stadtler and Kilger describe 

in advanced supply-chain management [17]. Separating routine incidents from root-cause work and 

governed enhancement is, in effect, imposing a planning hierarchy on support itself. I ran the CoE so that 

the urgent never permanently displaced the important, because a support organization that only firefights, 

as Frazelle's supply-chain strategy work warns [44], never accumulates the reusable capability that 

distinguishes a managed function from a perpetual scramble. 

Institutional memory is a genuine supply-chain asset. Lambert's process orientation [21] and Handfield and 

Nichols's integration perspective [22] both stress that capability must live in process and shared 

understanding rather than in individuals, and that conviction shaped how I built the MARS team. I treated 

documented playbooks and deliberate knowledge transfer as first-class deliverables, because a CoE that 

remembers why its configuration is the way it is protects the client from reopening settled questions every 

time a person rotates off the account. 

A practical mechanism I introduced at the MARS CoE was a living decision log that recorded not just what 

we configured but why we rejected the alternatives, because the rejected options are what a future analyst 

reopens by mistake. Pairing that with a tiered on-call rotation meant knowledge transfer happened 

continuously rather than in a panicked handover when someone rotated off. Stadtler and Kilger's planning-

hierarchy discipline [17] shaped how I separated the streams, and Handfield and Nichols's integration view 
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[22] reminded me that capability must live in shared process. The decision log, unglamorous as it was, 

became the single artefact new joiners valued most. 

32.2 Global Support and Enhancement Delivery 

Support and enhancement are different disciplines that share a backlog. Day-to-day support restores 

service against agreed levels, while enhancement delivery changes the system to make it better. On the 

MARS engagement both ran together, and the craft was sequencing them so enhancements progressed 

without starving incident response, and so incidents informed which enhancements were actually worth 

building. Tools like Solution Manager and quality-management tracking gave the work a common spine. 

Enhancement delivery followed real discipline even under support pressure. A change moved through 

analysis, build, unit test, system integration test, and user acceptance before transport to production, with 

cutover planned rather than improvised. Skipping steps to hit a date is a false economy in a live consumer-

goods landscape, where a bad transport can disrupt order-to-cash across brands. I held the line on testing 

because the cost of a regression always exceeded the cost of the test. 

Global reach added coordination weight. Supporting a business across regions meant respecting time 

zones, local calendars, and the reality that a change safe in one market might collide with another's peak. 

We coordinated releases so a fix or enhancement rolled out without surprising a region mid-season. That 

global-local tension, managed here at the level of support windows, is the same one that Chapter 34 

addresses at the level of template design. 

Sequencing support against enhancement is a scheduling problem, and I approached it with the same logic 

Coyle and colleagues apply to logistics flows [20] and the planning hierarchy Stadtler and Kilger describe 

[17]: finite capacity, competing priorities, and the need to keep service level intact while progress continues. 

Enhancements that starve incident response are as damaging as incidents that stall enhancement, so I 

balanced the two against a shared backlog, letting the incident stream inform which enhancements were 

genuinely worth building. 

Global coordination added the network dimension that Simchi-Levi's design thinking foregrounds [12]. A 

change safe in one market can collide with another's peak, so I sequenced releases the way one would 

coordinate a distribution network across regions, respecting local calendars and seasons. Harrison and van 

Hoek's strategy lens [16] frames this global-local tension well; managing it at the level of support windows 

was the same discipline Chapter 34 applies at the level of template design, only compressed into a release 

schedule. 

The scheduling pitfall I learned to respect was the hidden collision between a globally scheduled 

enhancement and a single region's local peak that no central calendar captured. My mitigation was a shared 

release calendar that every regional lead maintained, with an explicit veto right over any window touching 

their season, so coordination replaced surprise. Coyle and colleagues' logistics-flow thinking [20] framed 

the finite-capacity scheduling problem, while Harrison and van Hoek's global-local strategy lens [16] 

explained why local knowledge had to sit inside the release decision. A transport that is safe in North 

America and disastrous in a European market-close is only visible to the person living that calendar. 

32.3 Consumer-Goods Supply Chain Characteristics 

Consumer goods have a distinctive supply-chain signature: high volume, thin margins, short shelf life on 

many items, and unforgiving retail customers. MARS's portfolio, spanning pet care, chocolate, Wrigley, and 
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food and drink, carried all of these. Chocolate is seasonal and heat-sensitive; food and drink carry expiry 

and traceability obligations; pet care spans a wide article range. The SAP landscape had to serve very 

different product logics under one coherent operating model. 

That signature drives specific SAP behavior. Batch management and shelf-life expiration handling matter 

where freshness and recall-readiness are non-negotiable. Promotions and seasonality create demand 

spikes that replenishment and distribution must absorb without stranding inventory afterward. High order 

volumes put a premium on clean, automated order-to-cash and warehouse processing, because manual 

intervention that is tolerable at low volume becomes an outright bottleneck at consumer-goods scale. 

The customer end imposes its own rules. Large retailers enforce delivery windows, compliance 

requirements, and penalties for missed service, so the supply chain must be dependable, not merely 

efficient. Supporting MARS meant keeping the flows that feed those customers reliable through promotions, 

seasons, and everyday volume alike. In consumer goods, a supply chain that is fast on average but 

unreliable at the peak has failed at exactly the moment that counts. 

Consumer-goods supply chains stress exactly the fundamentals the inventory and forecasting literature 

treats most carefully. Silver, Pyke, and Peterson's inventory framework [64] governs how shelf-life and 

expiry items must be managed, while Makridakis's forecasting methods [62] describe the seasonality and 

promotional spikes that MARS's chocolate and confectionery lines threw at us. I leaned on this theory 

because a promotion that a model fails to anticipate becomes either an empty shelf or a warehouse full of 

stock nobody will buy after the season turns. 

The SAP behavior these products demand is well documented. Batch management and shelf-life handling 

of the kind Akhtar details in materials management [8] were non-negotiable where freshness and recall-

readiness mattered. Intermittent demand across a wide pet-care range [69] complicated replenishment 

further, and Frazelle's supply-chain strategy perspective [44] reminded me that high volume with thin 

margins punishes any manual intervention that does not scale. Clean, automated order-to-cash was less a 

preference than a survival requirement at consumer-goods throughput. 

A characteristic that quietly drove our support load was promotional volatility, where a single confectionery 

campaign could multiply an article's throughput for a fortnight and then collapse it. We tuned the SAP 

demand and replenishment parameters to widen tolerances around known promotion windows rather than 

let the system chase a spike it would soon regret, and we scheduled extra warehouse capacity against the 

promotion calendar. Chopra and Meindl's availability-versus-cost trade-off [11] and Christopher's emphasis 

on responsiveness over average speed [14] both applied directly: in consumer goods the supply chain is 

judged at the peak, so we designed the parameters for the spike, not the mean. 

32.4 Knowledge Continuity and Governance 

The quiet risk in long-running support is knowledge walking out the door. People rotate, and a CoE that 

keeps its expertise only in individuals is one resignation away from losing years of context. On the MARS 

engagement I treated documentation, structured handover, and shared ownership of solutions as core 

deliverables, not overhead. The measure of a healthy support organization is how little damage the 

departure of any single person can actually do. 

Governance made continuity real. Clear ownership of processes, disciplined change control, and a 

maintained record of why key configuration decisions were made meant that new team members could 
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become productive without excavating the whole history from scratch. This is the same governance instinct 

I bring to decision models in Chapter 29 and to global templates in Chapter 34: know who owns a thing, 

how it changes, and why it is the way it is. 

Continuity also protected the client's confidence. A business trusts a support partner that behaves 

consistently regardless of who is on shift, and consistency comes from process, not heroics. By investing 

in knowledge continuity and governance, the Center of Excellence delivered predictable service across 

staffing changes and years of operation. That predictability, unglamorous as it sounds, was the foundation 

of a relationship that lasted through the full engagement. 

Continuity is a governance problem before it is a documentation problem. Lambert's process framework 

[21] and the strategic supply-chain view Chopra and Meindl take [11] both taught me to vest ownership in 

defined processes rather than individuals, so that a rotation is a handover rather than a rupture. On the 

MARS engagement I made shared ownership of solutions an explicit deliverable, measuring the team's 

health by how little damage any single departure could do to years of client context. 

Governed change control is what keeps that memory accurate over time. Stadtler and Kilger's planning 

discipline [17] and Handfield and Nichols's integration perspective [22] both imply that a maintained record 

of why key decisions were made is as valuable as the decisions themselves. I kept that record deliberately, 

because a business trusts a partner that behaves consistently regardless of who is on shift, and consistency 

comes from documented process, not from heroics that quietly depend on one irreplaceable expert. 

The test of our continuity discipline came when two senior analysts left within the same quarter, and the 

account barely felt it because their context lived in documented process rather than in their heads. What 

made that possible was treating handover as a scheduled deliverable with its own acceptance criteria, not 

a favour done on someone's last week. Hugos's insistence that repeatable process outlasts heroics [19] 

and Lambert's process-ownership framework [21] both underwrote the approach. I measured the CoE's 

health precisely by that stress test: how little a departure cost the client, because a business trusts a partner 

whose behaviour does not depend on who is on shift. 

Table 32.1 Center-of-Excellence work streams and their disciplines 

Work Stream Trigger Discipline Output 

Incident support Service disruption Playbook, service levels Restored service 

Problem management Recurring incident Root-cause analysis Permanent fix 

Enhancement delivery Improvement request Analysis, UT, SIT, UAT, cutover Transported change 

Release coordination Scheduled change Cross-region planning Non-disruptive rollout 

Knowledge management Ongoing Documentation, handover Retained expertise 

 

32.5 Chapter Summary 

Chapter 32 drew on the MARS IS North America Center of Excellence to show how supply-chain support 

becomes a managed capability [21] rather than perpetual firefighting. A CoE separates routine incidents 

from root-cause work and governed enhancements, holds the client's institutional memory, and develops 

its people deliberately. Support and enhancement delivery run together on a shared backlog, with full unit, 

integration, and acceptance testing preserved even under pressure and releases coordinated across 

regions. Consumer-goods characteristics such as high volume, seasonality, shelf life, batch and expiry 
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handling, and demanding retail customers shape the SAP landscape. Above all, knowledge continuity and 

governance make service predictable across staffing changes, which is what sustains a multi-year client 

relationship. 
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Chapter 33 

Discrete and Process Manufacturing Support (Bridgestone, 

ArcelorMittal, Johnson Controls) 

33.1 Tire and Rubber Manufacturing Logistics (Bridgestone) 

Tire and rubber manufacturing is process industry feeding discrete assembly, and its logistics reflect that 

hybrid. On the Bridgestone engagement I supported and enhanced an ECC 6.0 landscape where raw 

rubber, compounds, and components converged into finished tires across many specifications. The supply 

chain had to track material through curing and building stages while managing a finished-goods catalog 

broad enough to cover countless vehicle fitments and replacement sizes. 

The SAP footprint centered on production and warehouse logistics under ECC. Batch management 

mattered where compound characteristics and traceability were involved; inventory management and WM 

organized raw, semi-finished, and finished stock; and outbound logistics moved a high-volume, physically 

bulky product to distribution. Enhancements typically sharpened these flows, tightening a goods movement, 

closing a reporting gap, or smoothing an interface, rather than reinventing a landscape that already ran the 

plant. 

Support in a manufacturing setting is unforgiving because the plant does not wait. A stalled goods 

movement or a broken interface can back up the floor within hours, so incident response had to be fast and 

surgical. I learned to prioritize by production impact, fixing what threatened throughput first and scheduling 

the rest. In tire and rubber, keeping material and information moving in step is essentially the whole job. 

Tire manufacturing's hybrid of process and discrete production stresses materials management in ways 

Akhtar's treatment makes clear [8]. Batch characteristics for compounds, traceability through curing, and a 

finished-goods catalog spanning countless fitments all lived in the material master and inventory 

management. I supported these flows knowing that the operations-management fundamentals Ivanov and 

colleagues describe [35] applied directly: keeping material and information moving in step through the plant 

was, in practice, the substance of the whole engagement. 

Warehouse logistics ran on classic WM under ECC, and Murray's account of that functionality [9] mirrors 

the putaway, picking, and goods-movement configuration we tuned for a bulky, high-volume product. The 

Industry 4.0 logistics literature [39] pointed toward where such a plant would eventually modernize, but the 

day-to-day discipline was unglamorous: a stalled goods movement backs up the floor within hours, so I 

prioritized by production impact and fixed what threatened throughput first, scheduling everything else 

around it. 

A configuration nuance specific to tire manufacturing was managing batch characteristics through the curing 

and building stages, where a compound's properties, and its traceability, had to follow the material across 

a process-to-discrete boundary that standard flows do not always anticipate. We leaned on batch 

determination and classification so a finished tire could be traced back to its compound lot without bolting 

on custom tables. Ivanov's operations-management synthesis [35] frames why that material-and-

information alignment is the substance of the work, and the Industry 4.0 logistics literature [39] pointed to 

where such traceability eventually becomes sensor-driven rather than transactional, which is the direction 

I would take the plant next. 
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33.2 Steel and Mining Supply Chains (ArcelorMittal) 

Steel and mining sit at the heavy end of process manufacturing, and the ArcelorMittal ECC 6.0 rollout 

carried all the weight that implies. The supply chain spanned raw materials, bulk intermediate products, and 

finished steel, moved in tonnages and by transport modes that dwarf most industries. Configuring SAP for 

that world meant respecting units of measure, weight-based logistics, and the reality that a single shipment 

could be an entire rail consignment. 

A rollout, unlike ongoing support, is about bringing a defined scope live in a new setting. The discipline was 

standard but the stakes were physical: organizational structures, master data, and process configuration in 

MM, SD, and logistics execution had to be set up, tested through integration and acceptance, and cut over 

without stranding production. In a steel operation, a flawed go-live is not an inconvenience; it can idle 

equipment that is enormously expensive to restart. 

Heavy industry also stresses master data. Material characteristics, grades, dimensions, and weights must 

be precise, because downstream planning, pricing, and logistics all inherit them. Errors that a lighter 

industry might absorb become costly when the unit of trade is a coil or a consignment of ore. Getting master 

data right before go-live was therefore not preparation for the rollout; in steel and mining it largely was the 

rollout. 

Steel and mining push weight-based logistics to an extreme, and the fundamentals Bowersox lays out for 

heavy freight [13] governed how we configured units of measure and shipment structures where a single 

consignment could be an entire rail load. Akhtar's materials-management treatment [8] framed the master-

data precision the industry demands, since grades, dimensions, and weights propagate into planning, 

pricing, and logistics. In steel, an error a lighter industry would absorb becomes costly the moment the unit 

of trade is a coil or a consignment of ore. 

A rollout in heavy industry carries physical stakes that Ivanov's operations-management synthesis [35] 

captures well: a flawed go-live can idle equipment that is enormously expensive to restart. I therefore 

treated master-data quality, in Ballou's logistics sense of accurate foundational data [15], as effectively 

being the rollout rather than preparation for it. Getting grades and weights right before cutover was the 

difference between a steel operation that shipped on go-live morning and one that stood idle while we 

reconciled. 

The steel rollout taught me that unit-of-measure configuration is not a detail but a load-bearing decision, 

because a coil weighed in one system and billed in another will reconcile to the wrong tonnage and corrupt 

everything downstream. We locked the base and alternative units, and the conversion factors between 

them, before any transactional testing, treating that as the true first milestone. Bowersox's heavy-freight 

logistics fundamentals [13] governed how we structured weight-based shipments, and Ivanov's operations 

framing [35] underlined the physical stakes: in steel a master-data error does not inconvenience a user, it 

can misroute an entire rail consignment and idle a caster. 

33.3 Industrial Products and Building Controls (Johnson Controls) 

Johnson Controls is a global industrial and building-controls leader operating in more than 150 countries, 

and supporting it meant working at genuine international scale. The product range spanned building 

systems and controls, which are engineered, configurable products rather than simple commodities, so 

configuration, bills of material, and order-to-cash accuracy sat at the center of the supply chain. Serving 
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that many markets from a coherent SAP landscape is an exercise in balancing global consistency against 

local need. 

The implementation and support work reflected that breadth. Engineered products drive complexity in the 

material master, the BOM, and the link between sales configuration and fulfillment, so keeping those chains 

accurate mattered more than raw volume. Global operation added the coordination weight of many 

countries, currencies, and regulatory settings sharing a platform. The recurring challenge was letting local 

operations do what local rules required without fragmenting the common core that made the platform 

maintainable. 

That balance is precisely the global-template problem Chapter 34 treats in depth. At Johnson Controls it 

showed up concretely in every enhancement: would a requested change belong in the global template, 

benefiting everyone, or was it a genuine local variation that had to be isolated? Answering that consistently 

is what keeps a 150-country landscape from decaying into a hundred incompatible systems wearing the 

same badge. 

Engineered, configurable products put the material master, the bill of material, and the sales-to-fulfillment 

link at the center of the supply chain, exactly the territory that production-planning practice covers [7]. At 

Johnson Controls the complexity lived in configuration accuracy rather than raw volume, so I watched the 

BOM-to-order chain closely. Akhtar's materials-management perspective [8] underlined how much 

downstream fulfillment inherits from a correctly modeled product, a dependency that only sharpens when 

the same platform serves more than 150 countries. 

Operating at that international scale is a network-design problem in Simchi-Levi's sense [12]: many 

countries, currencies, and regulatory settings sharing one platform, with the constant question of whether 

a change belongs in the global core or a local variation. Ivanov's global operations framing [35] captures 

the balance I kept, letting local operations meet local rules without fragmenting the common core. 

Answering that question consistently is what keeps a 150-country landscape from decaying into a hundred 

incompatible systems wearing the same badge. 

What made Johnson Controls demanding was variant configuration, where an engineered building-controls 

product is not one material but a rules-driven family, so a single modelling error in the configurator 

propagated into every quotation and every fulfillment that followed. I watched the link between sales 

configuration and the bill of material closely, because that seam is where order-to-cash accuracy is won or 

lost at engineered-product complexity. Simchi-Levi's network-design perspective [12] framed the 150-

country platform question of what belongs globally, and Ivanov's global-operations synthesis [35] captured 

the balance I kept, letting each market meet its rules without fragmenting the configurator that the whole 

estate depended upon. 

33.4 ECC 6.0 Support, Enhancement, and Rollout 

Across Bridgestone, ArcelorMittal, and Johnson Controls, the common platform was ECC 6.0, and the 

common work was support, enhancement, and rollout. These three modes demand different mindsets. 

Support restores and protects a running system; enhancement improves it; rollout extends it to new scope 

or geography. Doing all three well on the same landscape requires knowing which mode you are in and not 

letting the habits of one contaminate the others. 
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The engineering discipline was consistent regardless of client. Changes moved through analysis, build, unit 

test, system integration test, and user acceptance before a planned transport and cutover, tracked in tools 

like Solution Manager and quality-management systems. This rigor is not bureaucracy; on ECC landscapes 

running real plants and global operations, an untested transport is a production incident waiting for a trigger. 

I have never regretted a test I insisted on, only ones I was talked out of. 

Integration was where much of the risk lived. ECC connects MM, SD, FI, and logistics execution internally 

and reaches outward through IDocs and EDI to customers, carriers, and plants. Most serious incidents I 

handled traced to an interface rather than core configuration, so I watched the seams closely. In a 

manufacturing or heavy-industry landscape, the interfaces are the nervous system, and a silent failure there 

is more dangerous than a loud one on a screen a user can see. 

These ECC engagements also frame the modernization theme that closes this book. Bridgestone, 

ArcelorMittal, and Johnson Controls represent the large, mature SAP estates that greenfield S/4HANA 

programs and ECC-to-S/4HANA conversions must eventually address. Understanding how these 

landscapes actually run, including their enhancements, interfaces, and hard-won configuration, is the 

honest starting point for any migration, which Chapter 35 takes up directly. 

The three modes, support, enhancement, and rollout, each demand their own discipline, but all rest on the 

materials-management and logistics fundamentals Akhtar documents [8]. I insisted on full testing before 

transport regardless of mode, because on ECC landscapes running real plants an untested change is a 

production incident waiting for a trigger. The operations-management stakes Ivanov describes [35] are 

physical here; a regression does not merely inconvenience users, it can disrupt order-to-cash across an 

entire manufacturing business. 

Interfaces held most of the real risk. ECC reaches outward through IDoc and EDI to customers, carriers, 

and plants, and the integration discipline that EWM-in-S/4HANA guidance formalizes [4] applied just as 

much to these older landscapes: watch the seams, because a silent interface failure is more dangerous 

than a loud on-screen error. These mature estates are also the honest starting point for modernization, and 

my work on EWM efficiency in S/4HANA [102] grew directly from understanding how such systems actually 

run before proposing to move them. 

Across all three clients the enhancement I trusted least was any change touching an EDI partner interface, 

because a silent mapping error there surfaces not on a screen but as a customer's rejected order days 

later. My rule became to test outbound and inbound EDI against a partner's real qualifier set before 

transport, never against an idealized sample. Ivanov's operations-management framing [35] captures why 

the stakes are physical on a running plant, and my own analytical work on supply-chain efficiency [114] 

sharpened how I weigh where scarce test effort earns the most protection. On mature ECC estates the 

interfaces, not the core, are where modernization risk truly concentrates. 

Table 33.1 ECC 6.0 manufacturing engagements and their SAP focus 

Client Industry Engagement Key SAP Focus 

Bridgestone Tire and rubber ECC 6.0 support and 

enhancement 
Batch management, WM, outbound 

logistics 

ArcelorMittal Steel and mining ECC 6.0 rollout Weight-based logistics, master data, 

MM/SD 

Johnson 

Controls 
Building controls (150+ 

countries) 
Implementation and support Configurable products, BOM, global 

template 
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Client Industry Engagement Key SAP Focus 

All three Discrete / process mfg Support, enhancement, rollout IDoc/EDI integration, tested transports 

 

33.5 Chapter Summary 

Chapter 33 spanned three ECC 6.0 manufacturing engagements [8]. Bridgestone's tire and rubber logistics 

combined process production with a vast finished-goods catalog, leaning on batch management, WM, and 

fast, production-aware support. ArcelorMittal's steel and mining rollout worked in tonnages and weight-

based logistics, where precise master data effectively was the rollout and a flawed go-live could idle costly 

equipment. Johnson Controls, operating in more than 150 countries with engineered building-controls 

products, showed the global-versus-local balance that Chapter 34 develops. Across all three, support, 

enhancement, and rollout demanded distinct mindsets but a shared engineering discipline: full testing 

before transport, close attention to IDoc and EDI interfaces, and respect for the mature estates that later 

S/4HANA modernization must address. 
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Chapter 34 

Global Template Design and Multi-Country Rollout 

34.1 Template-Based Deployment Strategy 

A global template is a deliberate answer to a simple question: how much of the enterprise should work the 

same way everywhere? On the Indorama Ventures program, a multi-plant, multi-country chemical business, 

and in the Johnson Controls landscape spanning over 150 countries, the template was the mechanism that 

kept dozens of sites coherent. It captures the common process design, including organizational structures, 

master-data rules, and core configuration, once, so each deployment inherits it rather than reinventing it. 

The strategic value is leverage. A well-built template turns each new country or plant deployment into a 

controlled adaptation instead of a fresh implementation, compressing timelines and holding quality steady 

across waves. It also concentrates expertise, since the hard design decisions are made once by the 

strongest people and then reused. Without a template, a global program becomes a set of loosely related 

local projects that drift apart and can never be supported as one system. 

But a template is a living asset, not a monument. It must absorb genuine improvements discovered during 

rollout and feed them back so later waves benefit, while resisting the pressure to bloat with every local 

request. Managing that tension, staying stable enough to deploy yet flexible enough to evolve, is the central 

craft of template ownership, and it depends entirely on the governance this chapter later describes. 

A global template is network design applied to configuration, and Simchi-Levi's work on designing and 

managing the supply chain [12] shaped how I think about capturing the common process once and 

inheriting it everywhere. The logistics-in-S/4HANA reference [6] documents the organizational structures 

and core configuration a template must standardize, from enterprise structure through master-data rules. 

Building that once, with the strongest people making the hard decisions, concentrates expertise in a way 

that a set of loosely related local projects can never achieve. 

The leverage is real but conditional on discipline. Akhtar's materials-management treatment [8] illustrates 

how much downstream behavior depends on standardized master data, which is exactly what a template 

protects. In S/4HANA-era programs the embedded EWM design [3] becomes part of that common core, so 

a warehouse deployment inherits proven configuration rather than reinventing it. A template that stays 

stable enough to deploy yet flexible enough to absorb genuine improvement is the central craft, and it 

depends entirely on the governance this chapter later describes. 

The template decision that constrains everything after it is the enterprise-structure design, meaning how 

company codes, plants, sales organizations, and warehouse numbers map to the real business, because 

it is the one layer you cannot cheaply change once countries are live on it. I invest disproportionate effort 

there, modelling the structure against the most complex country the template will ever serve rather than the 

first one to deploy. The logistics-in-S/4HANA reference [6] documents how much downstream configuration 

inherits from that skeleton, and Simchi-Levi's network-design thinking [12] frames it as the choice that 

determines whether the whole estate can ever be reported and supported as one. 

34.2 Localization and Regulatory Variation 

No template survives contact with the real world unmodified, because countries genuinely differ. Tax 

treatment, statutory reporting, invoicing rules, customs and trade requirements, and language all vary, and 
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SAP has to reflect that. The discipline is distinguishing true localization, meaning variation that law or 

unavoidable local practice demands, from mere local preference. The first must be accommodated; the 

second should usually yield to the global standard for the sake of coherence. 

On the Indorama assignment across North America and Europe, this distinction was daily work. A European 

statutory requirement is not optional; a regional team's habit of doing something a particular way often is. I 

structured the solution so mandated localizations lived in clearly bounded configuration, including country-

specific settings, tax and pricing determination, output and reporting, while the core process stayed 

common. Isolating variation is what lets a template flex without fracturing. 

Regulatory variation also shapes logistics directly. Trade compliance, documentation, and even labeling 

can differ by market, and the supply-chain configuration has to carry those differences without special-

casing the whole design. My approach was to parameterize where variation was legitimate and standardize 

everywhere else, so the exceptions were explicit, contained, and maintainable rather than scattered through 

the landscape as hidden one-offs waiting to surprise a future support team. 

Distinguishing mandated localization from mere local preference is the daily discipline of template work, a 

network-design judgment in Simchi-Levi's terms [12]. Statutory tax, invoicing, and reporting requirements 

are genuine variation that the logistics-in-S/4HANA configuration [6] must reflect, while a regional team's 

habit of doing something a particular way usually is not. I structured solutions so mandated localizations 

lived in clearly bounded configuration, country-specific settings, tax and pricing determination, output and 

reporting, while the core process stayed common. 

Regulatory difference reaches into logistics and transportation directly. Trade compliance, documentation, 

and labeling vary by market, and the transportation-management configuration in S/4HANA [5] together 

with materials-management settings [8] had to carry those differences without special-casing the whole 

design. My approach was to parameterize where variation was legitimate and standardize everywhere else, 

so exceptions were explicit, contained, and maintainable rather than scattered through the landscape as 

hidden one-offs waiting to surprise a future support team. 

A localization pitfall I now guard against is letting a genuinely statutory requirement be implemented as a 

core-process change instead of a bounded country setting, because that quietly contaminates the template 

for every other market. My test is blunt: if a change cannot be expressed through country-specific tax, 

pricing, output, or reporting configuration, I challenge whether it is truly mandated or merely habit. The 

transportation-management configuration in S/4HANA [5] and Akhtar's materials-management settings [8] 

gave me the parameterization points to keep legitimate variation contained. Isolating the exception where 

it belongs is what lets the template flex for one country without fracturing for the rest. 

34.3 Phased, Multi-Wave Rollout Planning 

You do not deploy a global template everywhere at once; you roll it out in waves. Sequencing matters as 

much as the template itself. Early waves are chosen to prove the template in real conditions and to build a 

repeatable deployment method, while later waves benefit from the lessons and run faster. On multi-country 

programs I favor starting where complexity is representative but the organization is ready, so the first go-

live teaches without overwhelming. 

Each wave follows the familiar arc, meaning fit assessment against the template, localization build, data 

migration, integration and acceptance testing, cutover, and hypercare, but the template makes each pass 
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lighter than the last. The deployment team accumulates a playbook: the load programs that work, the 

interface checks that matter, the reconciliation steps that catch problems early. What began as a project 

becomes, by the third or fourth wave, something closer to a practiced operation. 

Planning also has to respect the business calendar. A chemical plant's turnaround, a retailer's peak season, 

a market's fiscal close: these constrain when a wave can safely go live. Coordinating cutovers around them, 

and never running a risky go-live into a peak, is basic respect for the operation you are changing. A 

technically perfect deployment at the wrong moment is still a failure, because the business measures 

success by continuity, not by your project plan. 

Wave sequencing is itself a planning decision, and I approach it with the network logic Simchi-Levi 

articulates [12]: prove the template where complexity is representative but the organization is ready, then 

let later waves run faster on the accumulated playbook. The logistics-in-S/4HANA reference [6] anchors 

what each wave must cover, from fit assessment through cutover, but the template makes every pass 

lighter than the last as the team learns which load programs and reconciliation steps actually catch 

problems early. 

Planning must respect the business calendar as much as the project plan. Coyle and colleagues' logistics 

perspective [20] and Harrison and van Hoek's strategy lens [16] both reinforce a rule I hold firmly: never 

run a risky go-live into a peak season or a fiscal close. A chemical plant's turnaround and a market's month-

end constrain when a wave can safely land, and a technically perfect deployment at the wrong moment is 

still a failure. The business measures success by continuity, so I coordinate cutovers around its rhythm. 

Choosing the first wave is the sequencing decision I labour over most, because it sets the template's 

reputation inside the organization. I look for a site complex enough to exercise the design honestly but led 

by a team ready to absorb the disruption of going first, so the pilot teaches without becoming a cautionary 

tale. Where warehousing is in scope, the embedded-EWM design [3] adds its own proving burden that I 

prefer to validate early rather than at scale. Harrison and van Hoek's strategy lens [16] reinforced my rule 

of never sequencing a risky first wave into a peak, since a stumble there poisons every wave that follows. 

34.4 Global-Local Governance 

Global templates succeed or fail on governance more than on design. Someone must own the template, 

decide what enters it, and arbitrate when a local team insists its situation is special. Without that authority, 

every wave negotiates the core afresh and the template erodes wave by wave until nothing is truly common. 

I set up governance so change requests against the template are evaluated globally, with local needs 

represented but the coherence of the whole protected. 

The mechanism is a clear split of decision rights. Global owns the common process, master-data standards, 

and shared configuration; local owns the bounded areas where variation is legitimate, meaning statutory, 

fiscal, and specific operational settings. Every proposed deviation must declare which category it falls into 

and justify itself accordingly. This is the same ownership discipline I apply to decision models in Chapter 

29 and to support in Chapter 32: know who decides, and on what basis. 

Governance is also how a template stays alive after rollout ends. Improvements found in one country should 

be evaluated for the global core so everyone benefits, and genuine local changes should be recorded so 

they are not mistaken later for global standard. A governed template accumulates value over time; an 
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ungoverned one decays into a hundred divergent systems that happen to share an origin. The Johnson 

Controls scale, 150-plus countries, makes that difference existential. 

Governance is what turns a template from a design into a durable asset. Someone must own the common 

process, master-data standards, and shared configuration that the logistics-in-S/4HANA model defines [6], 

and arbitrate when a local team insists its situation is special, a coherence problem in Simchi-Levi's network 

terms [12]. I set up decision rights so change requests were evaluated globally, with local needs 

represented but the coherence of the whole protected. Without that authority, every wave renegotiates the 

core afresh and the template erodes. 

The split of decision rights only works if the master-data standards it protects are genuinely shared, which 

is why Akhtar's materials-management discipline [8] sits underneath the governance model. Global owns 

the standards; local owns the bounded, legitimate variation. Simchi-Levi's design perspective [12] frames 

the payoff: a governed template accumulates value over time as improvements found in one country flow 

to the core, while an ungoverned one decays into divergent systems that merely share an origin. At 150-

plus countries, that difference is existential. 

The governance mechanism that actually held the line was a template change board with a standing rule 

that any request had to declare itself global or local before it was even discussed, which forced the hard 

classification to the front rather than the end of the conversation. Reflecting with the structural lens of my 

supply-chain efficiency work [114], I came to see that board as the real product of the program, more 

durable than any single configuration. Simchi-Levi's network-coherence framing [12] explains why: without 

an owner arbitrating the core, every wave renegotiates it, and a 150-country estate quietly decays into 

divergent systems sharing only a logo. 

Table 34.1 Global versus local decision rights in a template program 

Domain Global (Template) Local (Deployment) Governance Test 

Process design Common core process Bounded exceptions only Is the variation legally required? 

Master data Standards and structures Local values Does it break shared reporting? 

Tax and statutory Framework Country-specific configuration Is it mandated by law? 

Pricing and output Common logic Local forms and rates Regulatory need or preference? 

Interfaces Standard integration Local partner links Reusable across waves? 

 

34.5 Chapter Summary 

Chapter 34 presented the global template [12] as the mechanism that keeps a multi-country SAP landscape 

coherent, drawing on the multi-plant, multi-country Indorama Ventures program and the 150-plus-country 

Johnson Controls estate. A template captures common organizational structures, master-data rules, and 

core configuration once, turning each deployment into a controlled adaptation rather than a fresh build. 

Localization must be confined to genuine regulatory and statutory variation, isolated in bounded 

configuration so the core stays common. Rollout proceeds in sequenced waves that grow lighter as a 

deployment playbook matures and that respect the business calendar. Above all, global-local governance, 

meaning clear ownership and a disciplined split of decision rights, is what lets a template evolve without 

fracturing into divergent systems. 
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Chapter 35 

Legacy Modernization: ECC to S/4HANA Migration 

35.1 Assessing a Legacy SAP Estate 

Modernization begins with an honest inventory, not a migration plan. Before deciding how to move an ECC 

estate to S/4HANA, you have to know what you actually have: which processes are standard, which are 

custom, which enhancements are load-bearing and which are dead weight. On the ECC engagements 

described in Chapter 33, meaning Bridgestone, ArcelorMittal, and Johnson Controls, the enhancements 

and interfaces were the real system, and any assessment that ignored them would have been fiction. 

A proper assessment catalogs custom code, interfaces, master-data quality, and the true business 

processes running on the landscape, then tests each against S/4HANA's simplified model. Some custom 

developments become redundant because S/4HANA absorbs them; others must be reworked; a few 

encode genuine differentiation worth preserving. The output is a clear-eyed map of scope and risk, which 

is the only sound basis for choosing a conversion approach rather than guessing at one. 

Assessment also surfaces the data problem early. Years of ECC operation accumulate duplicate, obsolete, 

and inconsistent master and transactional data, and S/4HANA will not magically clean it. Knowing the state 

of the data before committing to an approach prevents the classic failure of discovering, mid-cutover, that 

the foundation you are migrating is unsound. I would rather deliver uncomfortable findings in assessment 

than uncover them in hypercare. 

An honest assessment inventories what the estate actually is, and for the warehouse layer that means 

understanding the classic WM configuration Murray documents [9] before assuming S/4HANA will simply 

absorb it. Akhtar's materials-management treatment [8] frames how much custom logic and master-data 

debt accumulate over years of ECC operation. I catalog custom code, interfaces, and true business 

processes against the simplified S/4HANA model, because an assessment that ignores the enhancements 

and interfaces, which are the real system, would be fiction. 

The embedded-EWM target model [3] reshapes what the assessment must test, since warehouse 

processes will not convert like-for-like but be redesigned. My own work on warehouse efficiency in 

S/4HANA [102] taught me to surface the data problem early: duplicate, obsolete, and inconsistent records 

that the new platform will not magically clean. I would rather deliver uncomfortable findings in assessment 

than uncover them mid-cutover, because the state of the data before you commit determines whether the 

whole approach is sound. 

An assessment technique I rely on is usage-driven custom-code analysis, ranking every enhancement by 

how often it actually executes in production rather than by how impressive it looks in the repository, because 

most estates carry dead code that no one dares delete. Retiring the unused before conversion shrinks the 

migration surface dramatically. Murray's account of classic WM configuration [9] anchors what the 

warehouse layer really does before I assume S/4HANA absorbs it, and my own warehouse-efficiency work 

in S/4HANA [102] taught me to pair that code inventory with an early data-quality read, because dead code 

and dirty data are the two debts an honest assessment must surface first. 
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35.2 Brownfield, Greenfield, and Hybrid Conversion 

There are three honest routes to S/4HANA, and choosing among them is the pivotal decision of a 

modernization program. A brownfield conversion migrates the existing system in place, preserving history 

and configuration. A greenfield build starts fresh with a clean design. A hybrid, or selective data transition, 

takes elements of both, moving chosen data and processes into a new build. Each suits a different starting 

condition, and pretending one route fits every client is how programs go wrong. 

Brownfield appeals when the existing landscape is fundamentally sound and continuity is paramount. It 

carries less process disruption but also carries forward accumulated complexity and any technical debt you 

do not deliberately clean. The danger is lifting decades of workarounds into a new platform and calling it 

modernization. Brownfield done well pairs the conversion with targeted cleanup; done poorly it simply 

relocates the existing mess onto faster hardware and newer screens. 

Greenfield is the route I know most intimately, having led it end-to-end at Zimmer Biomet, CuraScript SD, 

MicroVention, and Indorama Ventures. It suits organizations ready to rethink process and shed legacy 

baggage, especially regulated businesses that benefit from a clean, validated design. The cost is effort and 

change management, since a fresh build demands rigorous redesign, data migration, and user adoption. 

The reward is a landscape unburdened by history and aligned to how the business should work now. 

Hybrid conversion serves the common middle case: keep what genuinely works, and rebuild what does not. 

It lets a client preserve selected history and proven configuration while redesigning the areas that legacy 

constraints held back, often warehouse and logistics execution, where the move from WM to EWM is itself 

a redesign. The art is drawing the line cleanly, so the program gets the benefits of a fresh design where it 

matters without discarding value where it does not. 

Choosing among the three routes turns largely on the warehouse, because the move from WM to EWM is 

a redesign whichever route you pick. The guidance on embedded and decentralized EWM in S/4HANA [3] 

and on integrating EWM [4] clarified for me that brownfield's promise of continuity does not extend cleanly 

to warehousing, where the underlying model differs fundamentally from the classic WM structures Murray 

describes [9]. Pretending one route fits every client is how modernization programs go wrong before they 

begin. 

Greenfield is the route I know most intimately, and my work on warehouse efficiency in S/4HANA [102] 

reflects how a clean design lets a warehouse adopt processes it could never run under classic WM. Hybrid 

conversion serves the common middle case, keeping proven configuration while rebuilding what legacy 

constraints held back, often the logistics-execution layer where the EWM integration guidance [4] matters 

most. The art is drawing the line cleanly, so the program gets a fresh design where it counts without 

discarding value where it does not. 

The route decision deserves a structured scorecard rather than a preference, and the criterion that most 

often tips it is the warehouse, because the WM-to-EWM move is a redesign no matter which path you pick. 

I score continuity value, technical-debt burden, regulatory redesign benefit, and warehouse impact 

explicitly, so the choice is defensible to a steering committee months later. The guidance on embedded and 

decentralized EWM [3] and on integrating EWM in S/4HANA [4] made clear that brownfield's continuity 

promise simply does not extend to warehousing, so a landscape that looks like a clean brownfield candidate 

often needs a hybrid boundary drawn precisely around its logistics execution. 
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35.3 Data Migration and Reconciliation 

Data migration is where modernization programs most often stumble, because it is unglamorous and 

unforgiving. Master data, open transactional data, and historical data each demand a different strategy: 

cleanse and transform master data, migrate open items with care, and decide deliberately how much history 

to carry versus archive. On every greenfield program I have led, migration planning started early precisely 

because underestimating it is the fastest way to miss a go-live. 

Reconciliation is the discipline that makes migration trustworthy. Every load must be proven, with counts, 

values, and key balances reconciled between source and target so the business can certify that nothing 

was lost or distorted. In regulated environments like CuraScript SD and MicroVention this is not optional; a 

validation team must sign off that migrated data is complete and accurate. I build reconciliation into each 

cycle rather than treating it as a final check, because an error found late is an error found expensively. 

Migration is also the moment to improve, not just move. Because data passes through transformation 

anyway, it is the natural point to enforce new master-data standards, retire obsolete records, and align to 

the S/4HANA model. I resist the temptation to lift and shift dirty data for the sake of speed, since the 

cleanliness established at migration sets the ceiling on data quality for years afterward. What you tolerate 

at cutover, you live with in production. 

Data migration succeeds on strategy, not effort. Master data, open transactional items, and history each 

demand a different approach, and Akhtar's materials-management perspective [8] frames how much 

downstream behavior inherits from correctly transformed master records. On every greenfield program I 

planned migration early [102], because underestimating it is the fastest way to miss a go-live. I cleanse and 

transform master data, migrate open items with care, and decide deliberately how much history to carry 

versus archive rather than defaulting to move everything. 

Reconciliation is what makes migration trustworthy, and in regulated settings it is mandatory. The risk-

based validation discipline of GAMP 5 [88] and the electronic-records requirements of 21 CFR Part 11 [89] 

meant a validation team at CuraScript SD and MicroVention had to certify that migrated data was complete 

and accurate. I build reconciliation into each cycle rather than treating it as a final check, because an error 

found late is an error found expensively, and the cleanliness set at migration caps data quality for years 

afterward. 

The reconciliation practice that repaid itself many times over was three-way agreement: source counts, 

target counts, and an independent business control total that neither system produced, because two 

systems can agree on the same wrong number. I reconciled at every mock run, not just the final one, so a 

transformation error surfaced while it was still cheap to trace. My warehouse-efficiency work in S/4HANA 

[102] shaped how I sequenced stock and open-document loads, and the structural discipline of my supply-

chain efficiency study [114] reinforced treating migration as the moment to raise data-quality standards 

permanently rather than merely to move records from one platform to another. 

35.4 Retiring Legacy WM Without Disruption 

SAP's classic Warehouse Management is on a defined path to end-of-life, and every ECC estate running 

WM must eventually move to EWM. Retiring WM is not a technical footnote; it is a warehouse redesign, 

because EWM's model of storage types, activity areas, handling units, warehouse tasks, and warehouse 
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order creation rules differs fundamentally from WM's transfer orders and simpler structures. Treating the 

switch as a like-for-like swap is the surest way to disrupt a live warehouse. 

The redesign is an opportunity as much as an obligation. EWM brings capabilities WM never had, including 

sophisticated storage control, labor management with engineered standards, resource management and 

queues, wave management, and the Material Flow System for automation. On the Alcon engagement I 

worked directly with EWM's automated-warehouse capabilities, including the MFS controlling AS/RS 

through telegrams and PLCs; that depth is simply not reachable in classic WM. Migrating off WM lets a 

warehouse adopt processes it could not run before. 

Doing it without disruption demands careful cutover design. A warehouse cannot stop, so the transition 

must handle in-flight stock, open deliveries, and physical inventory as of a clean cutover point, with 

reconciliation proving that system stock matches the floor before operations resume under EWM. I plan 

these cutovers in detail and rehearse them, because a warehouse whose system and shelves disagree on 

go-live morning cannot ship, and in that state every hour is visible and costly. 

Sequencing reduces risk further. Where possible I prefer migrating warehouses in a controlled sequence 

rather than all at once, proving the EWM design and the cutover method on an early site before scaling to 

the rest, the same wave logic Chapter 34 applies to global templates. Each migration then benefits from 

the last, and the organization builds genuine confidence in the new warehouse model before it commits its 

most critical sites to it. 

Retiring classic WM is a warehouse redesign, not a technical footnote. EWM's model of storage types, 

activity areas, handling units, warehouse tasks, and warehouse order creation rules, documented across 

the EWM literature [1], [3], differs fundamentally from the transfer orders and simpler structures Murray 

describes for classic WM [9]. Treating the switch as a like-for-like swap is the surest way to disrupt a live 

warehouse, so I approach it as an opportunity to adopt capabilities that classic WM never offered. 

Doing it without disruption is a cutover-design problem, and the EWM integration guidance [4] shaped how 

I handle in-flight stock, open deliveries, and physical inventory as of a clean cutover point, with reconciliation 

proving system stock matches the floor before EWM operations resume. My work on warehouse efficiency 

in S/4HANA [102] reinforced sequencing as the risk reducer: prove the design on an early site, the same 

wave logic Chapter 34 applies to templates, before committing the most critical warehouses to the new 

model. 

The cutover technique I trust for a live warehouse is a stock freeze narrow enough to be nearly invisible: a 

clean count point, open warehouse tasks and deliveries drained or carried in a known state, and a 

reconciliation that proves system stock matches the floor before EWM goes hot. The EWM integration 

guidance [4] shaped exactly how I handle in-flight stock and open deliveries across that boundary, and the 

embedded-EWM target model [3] reframed the migration as adopting resource management, labor 

management, and Material Flow System capabilities classic WM never offered. Sequencing warehouses 

one proven site at a time is how I keep that redesign from ever disrupting a shipment. 

Table 35.1 S/4HANA conversion approaches and their trade-offs 

Approach What Moves Best Fit Main Risk 

Brownfield System converted in place Sound landscape, continuity-critical Carries forward technical debt 

Greenfield Fresh build with migrated data Process rethink, regulated redesign Effort and change management 
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Approach What Moves Best Fit Main Risk 

Hybrid (selective) Chosen data and processes Keep what works, rebuild the rest Drawing the boundary cleanly 

WM to EWM Warehouse process redesign ECC WM at end-of-life In-flight stock at cutover 

Data migration Master, open, and historical data All approaches Unreconciled or dirty data 

 

35.5 Chapter Summary 

Chapter 35 closed the book on legacy modernization [102], insisting that migration begins with an honest 

assessment of custom code, interfaces, processes, and data quality rather than a premature plan. Three 

routes, meaning brownfield conversion, greenfield build, and hybrid selective transition, suit different 

starting conditions, and the author's greenfield programs at Zimmer Biomet, CuraScript SD, MicroVention, 

and Indorama Ventures illustrate the clean-design path. Data migration succeeds only with early planning, 

reconciliation built into every cycle, and the discipline to cleanse rather than lift and shift. Retiring classic 

WM is a full warehouse redesign toward EWM's richer model, unlocking labor management, resource 

management, and Material Flow System automation, executed through rehearsed, sequenced cutovers 

that keep system stock and physical shelves in agreement. 
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Chapter 36 

Performance Engineering and Solution Optimization at 

Enterprise Scale 

36.1 The Performance Architect Role 

The performance architect sits at the seam between functional design and technical reality. A solution that 

looks correct in a blueprint can still collapse under peak load. When I led the Alcon automated-warehouse 

work, I treated performance as a first-class design constraint rather than a tuning exercise deferred to 

hypercare. That means reasoning about queue depth, resource contention, and Material Flow System 

telegram timing while the storage-control and putaway strategies are still being drawn. Performance is 

architecture, not an afterthought. 

My role spans three altitudes at once. At the top I hold the end-to-end throughput target the business signed 

up for, expressed in deliveries, handling units, and freight orders per shift. In the middle I map that target 

onto EWM and TM component behavior — wave sizing, WOCR, queue assignment, optimizer horizons. At 

the bottom I confront HANA execution plans, qRFC inbound queues, and lock contention. Keeping those 

altitudes coherent is the discipline that prevents local fixes from causing global regressions. 

I insist on a measurable baseline before anyone proposes a change. Without a reproducible workload and 

instrumented timings, optimization becomes folklore. On the CuraScript SD program I established reference 

scenarios — a cold-chain outbound wave, a high-volume ASN posting, a transportation planning run — and 

captured their cost before touching configuration. Every subsequent recommendation was then defended 

against that baseline. This habit protects the team from chasing symptoms and gives business process 

owners honest evidence that an investment in engineering actually moved the number. 

Finally, the role is as much about restraint as invention. The cheapest fast system is one that does less 

work: fewer redundant updates, smaller waves that flow instead of stall, background jobs scheduled off the 

critical window. I spend more time removing accidental complexity than adding clever code. Chapter 21 

documents the wave and WOCR patterns I rely on; here the point is simpler — a performance architect 

earns trust by making the system predictable before making it fast. 

Treating performance as architecture also means borrowing the vocabulary of operations research rather 

than reinventing it. Warehousing and material-handling scholarship [23] and broader supply-chain 

performance frameworks [21], [35] give me a shared language for capacity, utilization, and flow that I can 

carry into a design authority forum. When I argue that a wave-sizing choice is really a throughput decision, 

I want it grounded in that literature, not in one architect's intuition, so the recommendation survives scrutiny 

long after I leave the program. 

I also treat measurement itself as a research instrument. My own studies on predictive performance 

modeling taught me to distrust single-run timings and to reason about distributions instead [100], [111]. So 

I capture repeated samples, look at tail latency rather than averages, and report variance honestly to 

sponsors. A performance architect who quotes only the median is hiding exactly the behavior operators 

feel on a bad afternoon, and the tail is usually where the real business risk lives. 

One practice I have come to rely on is a formal performance budget, allocated component by component 

before build begins. I divide the shift-level throughput target into a latency and resource allowance for each 
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stage — wave release, task creation, MFS confirmation, goods issue — so that every design choice spends 

against a known envelope rather than an open account. When a stage overruns its share, the trade-off 

becomes explicit and negotiated, not discovered at hypercare. Grounding those allowances in operations-

management capacity theory [35] keeps the budget defensible with a design authority, and revisiting it at 

each milestone turns performance from a hope into a tracked commitment [21]. 

36.2 Identifying Bottlenecks in EWM and TM 

Bottleneck hunting starts with a map of where work accumulates. In EWM the usual suspects are queue 

congestion, warehouse-task creation cost, and lock waits on stock and handling-unit tables during 

concurrent goods movements. I read the RF framework round-trip times, watch qRFC inbound and 

outbound queues for backlog, and check whether wave release is serializing on a shared resource. The 

symptom is always slowness; the cause is almost never where the user first felt it. 

Automated sites add another layer. At Alcon the Material Flow System sat between EWM and the PLC, and 

telegram latency there could masquerade as an application problem. I traced conveyor and AS/RS 

command timing against MFS action confirmations to separate mechanical wait from software wait. A crane 

cycling at its rated speed is not a bottleneck you fix in ABAP. Distinguishing the physical constraint from 

the logical one is the single most valuable judgment in automated-warehouse performance work. 

In TM the pressure points differ. The planning optimizer is sensitive to problem size — freight units, 

locations, and constraints all inflate solve time — so I watch the horizon, the selection profile, and whether 

incremental planning is being forced into full re-optimization. Carrier selection, tendering response handling, 

and charge calculation against large rate tables each carry their own cost. I profile the VSR optimizer run 

separately from the surrounding freight-order build to know which half of the process is actually slow. 

Integration seams deserve special suspicion. The core interface, IDoc and EDI flows, and the EWM-ERP 

delivery distribution can all queue silently until a downstream step starves. On the CuraScript SD program 

a fulfillment delay traced not to picking but to a backed-up qRFC destination feeding the ERP goods issue. 

I now instrument the boundaries first, because cross-system latency hides from any single system's own 

monitors and is where enterprise-scale problems most often live. 

The warehouse-science literature is unusually helpful here because it has already catalogued where picking 

systems bind [24], [27], [28]. When I map queue congestion or task-creation cost, I am often confirming a 

pattern that order-picking research predicted, which speeds diagnosis. I keep that scholarship close 

precisely so that a novel-looking slowdown can be matched against a known class of constraint rather than 

investigated from scratch under the pressure of a stalled shift. 

Comparing manual and automated flows sharpened my instinct for where cost hides, and I studied that 

contrast formally in one of my EWM papers [104]. Automation moves the bottleneck rather than removing 

it: a fast crane exposes a slow confirmation path, and a lean RF step exposes a backed-up queue. Reviews 

of machine learning in supply chains [60] reinforce that the signal you need is usually already logged; the 

work is instrumenting the seam so it becomes visible before the shift feels it. 

A technique I apply before touching configuration is time-decomposition under representative load: I 

instrument each stage of a flow and attribute wall-clock time to application, database, lock wait, and 

integration, so the largest addressable slice reveals itself rather than the loudest complaint. On a stalled 

outbound flow I would far rather learn that sixty percent of elapsed time is lock wait on handling-unit tables 
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than guess at wave sizing. Order-picking research supplies the catalogue of candidate causes [24], [28]; 

the decomposition tells me which one is actually paying rent, which spares the team a week of tuning the 

wrong layer entirely. 

36.3 Throughput, Response Time, and Scalability 

Three numbers govern the conversation, and they are not the same. Throughput is work completed per 

unit time — handling units putaway, waves confirmed, freight orders settled. Response time is how long 

one interaction makes a user or an interface wait. Scalability is how both behave as volume, users, and 

data grow. Optimizing one can wound another; a giant wave lifts throughput while destroying response 

time. My job is to hold the right balance for the business, not maximize a single metric. 

Throughput usually improves by increasing parallelism and reducing per-unit cost. In EWM that means 

right-sized waves, WOCR that produce warehouse orders matched to resource capacity, and queue 

assignment that keeps operators and equipment busy without collisions. In TM it means batching planning 

sensibly and letting background processing carry settlement. But parallelism has a ceiling set by locks and 

shared resources; past that point adding load only adds waiting. Finding that ceiling empirically is more 

honest than assuming linear scaling. 

Response time is protected by keeping the interactive path short. RF transactions must do minimal 

synchronous work, deferring anything non-essential to background or asynchronous update. I move 

expensive determinations out of the dialog step, keep verification lean, and ensure the optimizer is never 

invoked inline where a user is waiting. On regulated MicroVention outbound flows, steady, predictable RF 

response mattered more to the floor than raw peak throughput, because unpredictability breaks operator 

rhythm and trust. 

Scalability is proven, not promised. I test with representative data volumes — full rate tables, realistic bin 

counts, seasonal peak deliveries — because behavior at demo scale tells you almost nothing about 

behavior at year-three scale. Archiving strategy, index design, and number-range contention all surface 

only under volume. I plan capacity against the business growth curve and re-baseline periodically, so the 

system that comfortably runs today's load is not quietly two peaks away from falling over. 

Balancing the three numbers is ultimately a capacity-planning discipline, and I lean on supply-chain strategy 

and performance frameworks to keep it principled [21], [35], [44]. Throughput ceilings, queueing behavior, 

and the cost of contention are not SAP-specific; they are the operations-management fundamentals those 

texts formalize. Grounding a scalability argument in that body of work lets me tell a sponsor not just that a 

design will hold at year-three volume, but why the physics of the system says so. 

Predictive modeling changes how I prove scalability. Rather than extrapolating a straight line, I fit the 

observed relationship between load and response and let the data reveal where it bends [106]. Warehouse-

design research shows the same non-linear reality — performance degrades gracefully until a resource 

saturates, then sharply [30]. So I test at several volumes, model the curve, and plan capacity against its 

knee, because the point just before saturation is the only honest place to set an operational limit. 

I reason about warehouse flow with Little's Law more than any SAP-specific rule: work-in-process equals 

throughput times cycle time, so a floor drowning in open warehouse tasks is telling me its cycle time has 

grown, not that it needs bigger waves. Reducing work-in-process by releasing smaller waves more often 

frequently lifts throughput and steadies response at once, dissolving the apparent conflict between them. 
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The queueing fundamentals behind that relationship are not SAP-specific [35], [44]; they are exactly why I 

test at several volumes and plan capacity against the knee of the curve rather than trusting a single 

reassuring demo number. 

36.4 Proactive Monitoring and Issue Resolution 

Proactive means the system tells me it is degrading before a user does. I instrument the flows that matter 

— wave throughput, queue backlogs, MFS telegram round-trips, optimizer solve times, qRFC and IDoc 

depth — and set thresholds that trigger on trend, not just on failure. A queue that is slowly lengthening is a 

warning I want at hour one, not at the shift handover when it has already blocked outbound. Monitoring 

earns its keep by buying lead time. 

When something does break, disciplined triage beats heroics. I isolate the layer first: is it application, 

database, integration, or physical automation? Solution Manager, system logs, short dumps, and the queue 

monitors usually localize the fault quickly if you resist guessing. During the Alcon security patches, kernel 

upgrades, and release upgrades, a structured verification path let me confirm each layer before returning 

the automated warehouses to production, so a regression never reached the crane or conveyor unseen. 

Root cause discipline is what stops recurrence. A fix that clears today's backlog without explaining it is a 

deferred outage. I require a causal account — which lock, which queue, which optimizer parameter — 

before closing an incident, and I feed that account back into design standards. Over time this turns 

firefighting into prevention, because each resolved issue narrows the space where the next one can hide. 

Chapter 34 covers the hypercare cadence that institutionalizes this loop. 

I also design for graceful degradation. Peak days will exceed some assumption eventually, so the system 

should shed or defer non-critical work rather than seize. Background jobs yield to interactive users, optional 

determinations fail soft, and interfaces retry with backoff instead of storming a busy destination. On the 

CuraScript SD cold-chain flows, protecting the critical outbound path during a surge mattered more than 

completing every ancillary update on time. Resilience is a performance feature, not a separate concern. 

Monitoring on trend rather than threshold is where machine learning quietly pays off. A slowly lengthening 

queue is a forecasting problem, and the same regression methods I have published on can score the next 

hour of backlog from the last several [100], [106]. Surveys of AI in supply-chain management make the 

same case: the operational telemetry needed for early warning is already streaming, underused, past every 

monitor [61], [71]. I would rather the model raise a quiet flag at hour one than a loud alarm at handover. 

Graceful degradation is a design stance I import from broader operations thinking [35]. A system meeting 

a peak it never anticipated should shed the optional and protect the critical, and deciding in advance which 

is which is an architectural act, not an incident-time scramble. I write those priorities into the design — 

which determinations may fail soft, which interfaces retry with backoff — so that when a surge comes, the 

system already knows how to bend. Resilience planned early costs far less than resilience improvised at 2 

a.m. 

I have started borrowing the error-budget idea from site-reliability practice and adapting it to warehouse 

execution. Rather than chase zero incidents, I agree with the business on an acceptable degradation 

allowance per period — so many minutes of queue backlog, so many late goods issues — and treat 

consumption of that budget as the signal to shift effort from new features to hardening. It makes the 

monitoring conversation quantitative without pretending the target is perfection. Pairing that governance 
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with trend-based telemetry [35] and forecast-driven early warning [61] gives operators and sponsors a 

shared, honest language for when a system is healthy enough versus when it genuinely needs intervention. 

36.5 Measured Outcomes 

The Alcon engagement is the clearest proof point. Across successive security patches, kernel upgrades, 

and release upgrades, the three automated warehouses sustained continuous operation, with the Material 

Flow System and its PLC-driven equipment returning to production cleanly after each change. The 

measurable outcome was stability under change — a regulated, automation-dependent site that kept 

running while its platform was maintained beneath it. For an operation where a stalled crane halts shipping, 

that predictability was the outcome that mattered. 

On the greenfield programs the gains showed up as smoother flow rather than a single headline number. 

At MicroVention, tightening the outbound picking, loading, and shipping path produced steadier RF 

response and more predictable goods issue, which the floor experienced as fewer stalls and less rework. 

At CuraScript SD, attention to wave sizing and integration timing shortened the effective fulfillment cycle for 

temperature-sensitive orders and reduced the queue backlogs that had threatened service levels. 

In transportation the improvements were about planning that finished in time to act on. Profiling the 

optimizer and separating planning from freight-order build let planning runs complete within their operational 

window instead of overrunning it, so carrier selection and tendering happened on schedule. The result was 

not a faster benchmark in isolation but a planning cycle the business could actually depend on day after 

day, which is the only performance metric a dispatcher genuinely cares about. 

Across every engagement the durable outcome was confidence. Business process owners stopped bracing 

for month-end and peak-season slowdowns because the system behaved as designed under load. 

Improved inventory accuracy, more predictable putaway, and dependable planning windows compounded 

into trust, and trust changed the conversation from firefighting to roadmap. I count that shift — from reactive 

anxiety to proactive planning — as the most valuable, if least quantifiable, return on serious performance 

engineering. 

I keep these outcomes qualitative on purpose, because the honest lessons are about behavior, not 

benchmarks. My own research on data-driven performance optimization taught me how easily a single 

quoted figure misleads once conditions shift [98], [111]. What the Alcon, MicroVention, and CuraScript SD 

teams actually gained was a system whose behavior they could anticipate — fewer surprises, steadier 

rhythm, less bracing before a peak. That predictability is the outcome operators name first, and no isolated 

number captures it faithfully. 

Framing outcomes this way also aligns with how the supply-chain literature judges performance — as 

sustained capability across a process, not a one-time reading [21], [35]. Comparing the manual and 

automated flows I studied [104], the durable win was never a headline metric but a flow that held under 

stress. When business owners stopped scheduling extra staff against imagined slowdowns, that shift in 

posture — from defensive to confident — was the real return, and I report it as such rather than dressing it 

in a spurious percentage. 

The outcome I remember most vividly at Alcon was cultural rather than numerical: the gradual 

disappearance of the change-weekend war room. Early on, every patch or upgrade drew a nervous crowd 

waiting for the cranes to misbehave; over successive cycles that crowd thinned until a maintenance window 
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passed almost unremarked. No dashboard captures that shift, yet it is the truest measure of engineering 

that worked. The performance literature treats sustained capability, not a single reading, as the real signal 

[21], [35], and my own research on roles and performance taught me to trust that behavioral evidence over 

any tidy figure a slide might promise [111]. 

Table 36.1 Common EWM and TM performance bottlenecks by layer 

Symptom Likely Layer Diagnostic Signal First Remedy 

Outbound wave stalls at 

peak 
EWM application Lengthening queue backlog, lock 

waits on HU tables 
Right-size waves and revise 

WOCR 

RF transaction feels 

sluggish 
Dialog / database Long synchronous determination in 

verification step 
Defer non-essential work to 

async update 

Crane or conveyor appears 

idle mid-task 
Material Flow System / 

PLC 
Telegram round-trip latency versus 

action confirmation 
Separate mechanical wait 

from software wait 

TM planning run overruns 

its window 
TM optimizer Solve time growing with freight 

units and constraints 
Constrain horizon and 

selection profile 

Goods issue delayed 

downstream 
Integration (qRFC / 

core interface) 
Backlogged inbound queue to ERP 

destination 
Clear and instrument the 

boundary queue 

 

36.6 Chapter Summary 

Performance at enterprise scale is architecture, not late-stage tuning [21]. This chapter framed the 

performance architect as the person who holds throughput, response time, and scalability in balance across 

business, application, and database layers. I described how bottlenecks hide in EWM queues and locks, in 

Material Flow System telegram timing, in the TM optimizer, and above all at integration seams where cross-

system latency escapes any single monitor. Proactive monitoring buys lead time, disciplined triage isolates 

the failing layer, and root-cause rigor turns firefighting into prevention [35]. The measured outcomes at 

Alcon, MicroVention, and CuraScript SD were qualitative but real: sustained operation under change, 

smoother flow, and dependable planning windows that let business owners plan instead of brace. 
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Chapter 37 

Program Leadership, Governance, and Team Building 

37.1 Leading Large, Distributed Delivery Teams 

Leading a distributed SAP program is the work of keeping many hands building one coherent system. On 

the greenfield engagements I have led teams spanning functional EWM and TM consultants, ABAP 

developers, integration specialists, basis, and client business owners across time zones. The temptation is 

to coordinate through status meetings; the reality is that coordination lives in shared artifacts — the solution 

design, the interface register, the cutover plan — that everyone trusts and updates. Documents outlast 

meetings. 

Distribution turns communication from a courtesy into infrastructure. On the Indorama Ventures program, 

spanning North America and Europe, follow-the-sun handoffs only worked because each team wrote down 

what it left half-finished. I invest heavily in a single source of truth for design decisions and open issues, 

and I make asynchronous updates the norm so no one is blocked waiting for a call. A team that can hand 

off cleanly at day's end moves faster than one that must all be awake together. 

I organize delivery around outcomes, not silos. Rather than a picking team and a shipping team throwing 

work over a wall, I form thin end-to-end threads — inbound, outbound, transportation, integration — each 

owning a business process from configuration through test. This aligns the team map to the value stream, 

so a defect has a clear owner and an integration seam has two named people talking, not two departments 

filing tickets. Conway's law is real; I use it deliberately. 

Trust is the currency that makes distance survivable. I give competent people the decision rights that match 

their accountability, and I protect them from thrash by absorbing ambiguity upward. When the design is 

genuinely unsettled, that is my problem to resolve with the business, not a hot potato for a developer to 

guess at. Teams that feel shielded from churn take ownership; teams whipsawed by shifting scope retreat 

into ticket-taking. Leadership at scale is mostly managing that difference. 

Coordinating a distributed build is, at bottom, a supply-chain problem turned inward: information has to flow 

reliably across nodes and time zones, or work piles up at the seams. The logistics literature I rely on 

professionally applies just as well to a delivery organization [13], [14]. I treat the design repository, interface 

register, and issue log as the working inventory of a program, and I manage their flow with the same 

discipline [35] I would demand of goods moving through a warehouse. 

Documenting a regulated ERP program as it runs is not overhead; it is what makes distributed delivery 

auditable and repeatable, a lesson I drew out explicitly in my medical-device implementation study [99]. 

When each thread records what it left unfinished, a handoff across continents becomes a controlled 

transaction rather than a hopeful guess. Teams that write things down outpace teams that rely on everyone 

being awake at once, because the written artifact is the only thing that reliably survives a time-zone 

boundary. 

One signal I watch on distributed programs is decision latency — how long an open question sits before 

someone with authority resolves it. Across time zones an unanswered design point can idle an entire thread 

for a full working day, so I publish a delegation charter that names, for each class of decision, who can 

settle it without waiting for a call. Pushing authority to where the knowledge already sits shortens that 
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latency more than any additional status meeting could. It is the same principle I apply to inventory flow 

professionally [13], [35]: work stalls at the node that lacks the authority, or the stock, to move it forward. 

37.2 Mentorship, Coaching, and Consultant Development 

I have spent much of my career growing consultants, formally as a Tech Mahindra Band U4 team lead at 

the MARS Center of Excellence and informally on every program since. My conviction is that SAP EWM 

and TM are learned by doing under guidance, not by reading configuration guides alone. I pair less 

experienced consultants with real design problems and stay close enough to catch errors early, but far 

enough that they own the solution and the learning that comes with it. 

Coaching starts with the why behind a setting. A consultant who knows that a storage-control step exists 

but not why layout-oriented versus process-oriented control was chosen will misapply it on the next project. 

So I teach the trade-off, not the click path. When I explain WOCR, slotting, or the difference between a 

freight unit and a freight order, I anchor it to the business outcome it serves, because durable expertise is 

a chain of reasons, not a stack of remembered screens. 

I make room for productive struggle. The fastest way to stunt a consultant is to solve every hard problem 

for them; the fastest way to sink a project is to let them drown. I calibrate the gap — a challenge slightly 

beyond current reach, with a safety net I can deploy quietly. Reviewing their unit tests and design notes 

tells me where understanding is thin, and I close those gaps in conversation rather than by rewriting their 

work behind their back. 

Development is also about professional trajectory, not just task competence. I encourage the people I 

mentor to earn certifications, to present their work, and to write about what they learned, because 

articulating a solution deepens it. Several consultants I coached moved from configuration into architecture, 

which is the outcome I am proudest of. A program that ends with a delivered system but no grown people 

has, in my view, only half succeeded. 

Teaching the why behind a setting means teaching from the reference works, not just the IMG. When I 

coach a consultant on storage control or wave design, I anchor the conversation in the EWM and TM 

literature [1], [2], [3] so their understanding has a spine that outlasts any one project. A consultant who can 

trace a configuration choice back to a documented principle will adapt it correctly on the next engagement, 

where the screens differ but the reasoning holds. 

I encourage the people I mentor to publish, because articulating a solution is how you discover the gaps in 

your own grasp of it. My own conference work on warehouse efficiency in S/4HANA began exactly that way 

— as an attempt to explain a delivered design rigorously enough to defend it [102]. When a consultant 

writes up their WOCR pattern or their integration approach, they stop being a click-follower and start being 

an author of the reasoning, which is the transition I most want to provoke. 

A deliberate move I make is to rotate a developing consultant across the whole value stream rather than 

let them specialize prematurely. A stretch on inbound, then outbound, then exposure to the integration 

seam builds an architect's peripheral vision — the instinct that a slotting choice ripples into replenishment 

and shipping. Narrow experts are useful; systems thinkers are rare and made, not hired. I anchor each 

rotation in the underlying literature so the pattern generalizes beyond one screen [3], and I have even 

measured how role exposure shapes performance in my own research [111], which convinces me that 

breadth, sequenced deliberately, is what turns a configurer into a designer. 
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37.3 Governance Frameworks and Delivery Excellence 

Governance is the machinery that keeps a program honest between milestones. I run delivery on a blended 

ASAP and Agile/Scrum cadence — structured phases and deliverables for the overall program, iterative 

sprints for build and refinement. The point is not methodology purism; it is a rhythm of commitment and 

inspection frequent enough that problems surface while they are still cheap. Solution Manager anchors the 

documentation and test management, and tools like HPQC and Clarity track defects and effort against plan. 

Decisions need a place to be made and recorded. I establish design authority forums where cross-stream 

choices — a storage-control pattern, an integration approach, a master-data rule — are decided once, 

documented, and treated as binding until formally revisited. Without this, the same question gets answered 

three different ways by three sub-teams and the divergence only surfaces during SIT. A lightweight but real 

decision log is one of the highest-leverage governance artifacts a program can maintain. 

Quality gates make excellence non-optional. Configuration and code pass unit test, then SIT proves the 

process end-to-end across systems, then UAT lets the business confirm it against their reality. I refuse to 

let scope cross a gate on a promise; a story is done when it is tested and documented, not when it demos. 

This discipline feels slow in the moment and pays for itself at cutover, when the difference between a tidy 

transition and a chaotic one is entirely how honestly the gates were held. 

Governance also means managing change to scope with a straight face. Every program meets new 

requirements mid-flight; the question is whether they enter through a controlled change process with impact 

assessed, or leak in as undocumented drift. I make the trade-off visible to sponsors — this new item costs 

that much time or displaces this other item — so the business owns the choice. Transparent change control 

is what separates a program that flexes from one that quietly slips. 

Governance in a regulated program is not only about delivery hygiene; it is about auditability, and standards 

give the gates their teeth. When I hold a story at a quality gate, I am often enforcing expectations that trace 

to quality-management and computerized-system standards [88], [90], not merely to project preference. 

Framing gates that way changes the conversation with a sponsor tempted to skip one: the gate is not my 

bureaucracy, it is the evidence trail an auditor will later demand. 

A decision log is, in effect, the process-and-partnership discipline that supply-chain governance frameworks 

describe, applied to a build [21]. My study of an ERP implementation in a regulated environment convinced 

me that the programs which stay honest are the ones where cross-stream choices are made once, 

recorded, and treated as binding until formally revisited [99]. Without that, the same master-data question 

gets three answers and the divergence only surfaces in SIT, exactly where it is most expensive to reconcile. 

Governance fails quietly when it watches only lagging indicators — defects found, milestones slipped — 

because by then the cost is already sunk. So I instrument leading signals: the age of open design decisions, 

the ratio of stories reopened after a gate, the drift between planned and actual test coverage. A rising 

reopen rate warns me a quality gate is being held on optimism rather than evidence, weeks before SIT 

would expose it. Framing gates against recognized quality-management standards [90] gives those signals 

authority with sponsors, and my study of a regulated ERP program confirmed that programs stay honest 

when they measure their governance, not merely assert it [99]. 
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37.4 Resource Planning and Allocation 

Resource planning begins with an honest map of skills against the work ahead. A greenfield EWM and TM 

program needs different capabilities at different phases — heavy functional design early, integration and 

development through build, test and cutover specialists late. I plan the shape of the team over time, not just 

its size, so I am not carrying idle developers during blueprint or scrambling for basis support during a release 

upgrade. Staffing to the curve is cheaper and calmer than staffing to the peak. 

Allocation is a constant act of matching scarce specialists to the highest-value work. Deep MFS or optimizer 

expertise is rare, so I deploy it where it moves the program and use it to mentor rather than hoard. I watch 

for single points of failure — the one person who understands a critical interface — and deliberately spread 

that knowledge before it becomes a delivery risk. A plan that depends on no one taking leave is not a plan; 

it is a hope. 

Utilization has to be read with judgment, not as a target to maximize. A team run at a hundred percent has 

no slack to absorb a defect surge or a cutover crunch, so it converts every surprise into a slip. I plan for 

realistic productive capacity, leave headroom for the unplanned, and protect people from the sustained 

overtime that quietly destroys quality and retention. Burned-out consultants make expensive mistakes; the 

false economy of over-allocation shows up as rework. 

Finally, I align allocation with development. Where I can, I put a growing consultant next to the expert whose 

skills they need, so a staffing decision doubles as a coaching one. Reliance Retail's large rollout taught me 

early that you cannot buy every skill on the open market fast enough; you have to grow it inside the program. 

Planning resources and building people are, in practice, the same activity viewed over two different time 

horizons. 

I now treat knowledge redundancy as a scheduled deliverable, not a hope. For every critical capability — 

the MFS interface, the optimizer configuration, a gnarly EDI mapping — I insist on a named second who 

has actually done the work, not merely read the document, and I book the hours for that shadowing into the 

plan like any other task. It feels expensive until the specialist takes leave during cutover, when the false 

economy of a single point of failure becomes brutally clear. Managing scarce skill this way is capacity 

planning against risk [11], [35], and my early rollout experience taught me the market cannot backfill a 

specialist fast enough to rescue you [114]. 

Staffing to the curve rather than the peak is a capacity decision, and I plan it with the same logic I would 

bring to inventory or transportation capacity [11], [35]. Carrying idle specialists through blueprint is as 

wasteful as carrying safety stock no one needs; scrambling for basis support during a release upgrade is a 

stockout. Mapping the shape of the team against the phases of work is simply capacity planning applied to 

people, and the discipline transfers almost directly. 

I read utilization with judgment because I have measured, in my own research on roles and performance, 

how brittle a fully-loaded system becomes [111]. A team run at a hundred percent converts every surprise 

into a slip, exactly as a saturated resource does on a warehouse floor. My early exposure to large rollouts, 

including analytical work on supply-chain efficiency [114], taught me that you cannot buy scarce skill fast 

enough on the open market — you grow it inside the program, which is why allocation and development 

are one activity. 
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Table 37.1 Program governance forums and gates 

Forum or Gate Cadence Primary Decision Key Artifact 

Design authority forum Weekly Cross-stream design and master-data rules Decision log 

Sprint review Per sprint Accept or reject built stories Sprint backlog / Solution Manager 

Change control board As raised Approve scope changes with assessed impact Change request register 

SIT / UAT gate Per phase Authorize progression across quality gate Test results (HPQC) 

Cutover readiness review Pre go-live Go / no-go decision Cutover plan and checklist 

 

37.5 Chapter Summary 

This chapter treated leadership of large SAP programs as the discipline of making many distributed hands 

build one coherent system [35]. I argued that coordination lives in trusted shared artifacts rather than 

meetings, that teams should be organized around end-to-end value streams, and that shielding people from 

scope churn is what unlocks ownership. Mentorship, drawn from my MARS Center of Excellence and later 

work, teaches the why behind configuration so expertise becomes durable. Governance — a blended ASAP 

and Agile cadence, design authority forums, honest quality gates, and transparent change control — keeps 

programs honest between milestones, and the discipline is sharpest where the environment is regulated 

[99]. Resource planning staffs the curve, spreads scarce expertise, and treats building people and allocating 

them as one activity. 
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Chapter 38 

Strategy, Roadmaps, and Stakeholder Alignment 

38.1 Working with Executives and Business Process Owners 

Executives and business process owners speak different dialects of the same language, and an architect 

has to be fluent in both. A supply-chain executive wants to know what a program does to service levels, 

cost, and risk. A business process owner wants to know whether the outbound flow will actually work on 

their floor on Monday. I translate between the two continuously, because a roadmap that satisfies the 

boardroom but ignores the warehouse reality will fail at exactly the moment it meets operations. 

With executives I lead with outcomes and trade-offs, not features. On the Zimmer Biomet program I framed 

S/4HANA choices in terms the leadership cared about — supply continuity across multiple distribution 

centers, traceability for a regulated device, resilience of the global chain — and reserved the EWM 

configuration detail for where it actually informed a decision. Executives fund clarity and confidence. My job 

in that room is to make the consequences of each option legible, then let them own the choice. 

With business process owners the currency is credibility on the ground. They have watched 

implementations promise the world and disrupt their operation, so I earn trust by demonstrating that I 

understand their real constraints — cold-chain handling at CuraScript SD, the rhythm of picking and loading 

at MicroVention. When I can describe their day back to them accurately, they engage as co-designers 

rather than skeptics, and the requirements that surface are the real ones instead of the sanitized ones. 

Alignment is not a one-time sign-off; it is a maintained state. Priorities drift, sponsors change, and the 

business a program started serving is not quite the business it delivers to. I keep executives and process 

owners connected to the same evolving picture through regular, honest checkpoints, so divergence 

surfaces early. The most dangerous program is not the one with visible conflict but the one where 

stakeholders have quietly stopped meaning the same thing by the word done. 

Translating between the boardroom and the floor is easier when both dialects rest on a shared model of 

the supply chain, which is why I lean on strategy-level frameworks in executive rooms [11], [14], [44]. When 

I frame an S/4HANA choice as a question of service level, cost to serve, and resilience, I am using the 

same vocabulary those texts give executives to reason about their business [35]. Speaking their strategic 

language earns me the standing to later insist on the operational detail that makes the strategy real. 

Credibility with business process owners comes from demonstrating that I understand their regulated 

reality, not just their workflow. My case study of an ERP program in a regulated medical-device environment 

[99] was in large part an exercise in describing operators' constraints accurately enough that they 

recognized themselves in it. When I can narrate cold-chain handling or a picking rhythm back to the people 

who live it, they engage as co-designers, and the requirements that surface are the real ones rather than 

the version prepared for a steering committee. 

A device I find indispensable in the boardroom is disciplined scenario framing: for any consequential choice 

I present the expected case alongside an honest downside and the leading indicators that would tell us 

which we are living in. Executives fund confidence, but they trust an architect who names the risk before it 

arrives more than one who promises only upside. That habit turns a status update into a decision 

instrument. Grounding each scenario in a shared model of service level, cost to serve, and resilience [11], 
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[44] lets leadership and I reason from the same picture, which is what keeps alignment a maintained state 

rather than a one-time signature [35]. 

38.2 Supply Chain Strategy and Technology Roadmaps 

A technology roadmap is a strategy expressed in sequence. Before drawing it I insist on understanding the 

business strategy it serves — whether the priority is growth into new markets, tighter regulatory control, 

cost reduction, or resilience — because the same S/4HANA, EWM, and TM capabilities get sequenced 

very differently under each. A roadmap that is just a list of SAP modules to deploy, untethered from why, is 

a plan to spend money in a defensible order rather than a strategy. 

I favor a greenfield foundation followed by staged capability. On programs like Indorama Ventures and 

Zimmer Biomet the pattern was to establish a clean S/4HANA core and core warehouse and transportation 

processes first, then layer advanced capability — deeper automation, optimizer-driven planning, richer 

analytics — once the foundation is stable and trusted. Sequencing matters because capability built on an 

unstable base collapses. The roadmap has to respect technical dependency as much as business appetite, 

and I make those dependencies explicit. 

Roadmaps must also honor the reality that the business keeps running. A multi-plant, multi-country 

manufacturer cannot pause to be transformed, so I plan waves and rollouts that deliver value incrementally 

while protecting ongoing operations. Each phase should stand on its own — usable, tested, and worth the 

disruption — rather than deferring all benefit to a distant big-bang. That discipline keeps sponsor confidence 

high, because value arrives along the way instead of being perpetually one phase over the horizon. 

I keep the roadmap alive as a decision instrument, not a poster. Technology moves, regulatory demands 

shift, and results from early phases should inform later ones. I revisit sequence and scope at defined 

checkpoints and let evidence change the plan. Part IV of this book argues that the best roadmaps are 

hypotheses tested phase by phase; here the practical point is that a roadmap nobody revises has stopped 

being strategy and become decoration on a wall. 

A roadmap is where supply-chain strategy meets the Industry 4.0 agenda, and I sequence it against both. 

The foundational digitization literature [36], [42] and the broader survey of Industry 4.0 trends [41] remind 

me that advanced capability — automation, optimizer-driven planning, analytics — only pays off atop a 

stable digital core. I make those dependencies explicit so that a sponsor eager for the intelligent end-state 

understands why the unglamorous foundation phase is not a delay but a precondition [35]. 

Planning waves that deliver value while operations keep running is the same resilience thinking that digital 

supply-chain research now formalizes [37]. A multi-plant manufacturer cannot pause to be transformed, so 

each phase must stand on its own — tested, usable, worth its disruption — rather than deferring all benefit 

to a distant big-bang. Treating the roadmap as a living instrument I revise at checkpoints, as evidence from 

early phases arrives, is what keeps it a strategy rather than a poster on a wall [41]. 

I increasingly design roadmaps for optionality, borrowing the logic of real options from finance. Rather than 

commit the full sequence up front, I keep later phases deliberately loosely coupled to earlier ones, so 

evidence from the foundation can redirect the automation and intelligence phases without unwinding sunk 

work. Each phase buys information as much as capability. That stance fits how the digitization literature 

describes a maturing digital core [36], [42]: advanced capability is worth more when deferred until the 
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ground beneath it is proven. A roadmap built to absorb new evidence, rather than resist it, is what lets 

strategy survive a three-year horizon it cannot fully foresee [35]. 

38.3 Delivering Measurable Business Outcomes 

Strategy is judged by outcomes, so I tie every major program commitment to a business result the sponsor 

can recognize. Not a technical deliverable — a live interface is not an outcome — but the operational effect 

it enables: dependable service levels, faster fulfillment, tighter traceability, lower cost to serve. Naming the 

intended outcome up front disciplines the whole design, because it gives every configuration decision a 

test: does this actually move the result we promised, or is it merely tidy? 

On the CuraScript SD program the outcomes were about dependability for high-value, temperature-

sensitive medications — traceability, cold-chain integrity, and service levels that a specialty-pharmaceutical 

distributor cannot compromise. Framing the work that way kept the team focused on the flows that mattered 

most and gave the business a clear standard against which to judge go-live. The measure of success was 

not that the system worked in the abstract but that it upheld commitments the business had made to its own 

customers. 

I distinguish outcomes the program controls from those it merely influences. An implementation can 

guarantee that inventory accuracy improves because the design enforces it; it can only enable a 

downstream commercial gain that also depends on demand and execution. Being honest about that 

boundary protects credibility. I would rather claim the durable, defensible outcome — improved putaway 

efficiency, more reliable goods issue — than an inflated figure the business will later question when the 

world refuses to cooperate with the slide. 

Measurement has to outlast go-live to mean anything. I build the instrumentation to observe the promised 

outcomes into the solution, so the business can see whether the benefit is holding after hypercare ends 

and the consultants leave. An outcome asserted at go-live and never checked again is a claim, not a result. 

The programs I am proudest of are the ones where the sponsor could still point, a year later, to the number 

that moved and know why. 

Naming outcomes up front imposes a discipline the performance-oriented supply-chain literature has long 

advocated [21], [35]: every configuration decision should answer to a business result, not merely to tidiness. 

I tie commitments to effects a sponsor recognizes — dependable service, faster fulfillment, tighter 

traceability — because an outcome no one can picture is an outcome no one will defend when budgets 

tighten. The named result becomes a test every design choice must pass, which quietly keeps scope honest 

across the whole build. 

Instrumenting outcomes so they outlast go-live reflects a conviction that runs through my book and my 

applied research: benefit unobserved is benefit unproven [98], [115]. I build the measurement of a promised 

effect into the solution itself, so the business can watch whether the gain holds after the consultants leave. 

The programs I am proudest of are the ones where a sponsor could still point, a year on, to the number 

that moved and explain exactly why the design made it move. 

The hardest part of proving an outcome is attribution: a service level improves the same quarter demand 

softens, and the slide claims credit the design may not deserve. So before go-live I capture a baseline the 

business agrees to, and where possible I hold a comparison — a site not yet cutover, a period before and 

after — so the effect can be separated from the weather. It is a quasi-experimental habit imported from 
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research [98], and it protects credibility far better than an unfalsifiable claim. Reviews of analytics in supply 

chains warn that unharvested, unmeasured benefit is the common failure [60]; disciplined attribution is how 

a promised outcome becomes a defended one [115]. 

38.4 Cost Optimization and Value Realization 

Cost optimization is not the same as spending less; it is spending where value is created and stopping 

where it is not. In supply-chain execution the largest costs are usually operational — labor, transportation, 

inventory carried — so the highest-value engineering targets those, not the software line item. EWM labor 

management and engineered standards, smarter slotting and replenishment, and TM optimizer-driven 

carrier selection move real money. I steer investment toward the levers that change the operating cost 

curve, not merely the project budget. 

Total cost of ownership frames my design choices. A clever customization that saves a few clicks but must 

be retested at every upgrade can cost more over a system's life than the standard process it replaced. On 

the automated Alcon environment, where security patches, kernel upgrades, and release upgrades were 

routine, the cheapest design was the one that survived maintenance cleanly. I bias hard toward standard 

functionality and defensible extension, because durability is a cost decision disguised as a technical one. 

Value realization is the discipline of actually capturing the benefit a business case promised. Too many 

programs deliver capability and then never harvest it, because the operating model, the master data, or the 

labor practice around it never changed. I treat the process change as part of the deliverable, not an 

afterthought for the client, so the TM optimizer is genuinely used to select carriers rather than overridden 

by habit. Unused capability is pure cost; realized value requires changing behavior, not just software. 

I make the cost-value trade-off explicit to sponsors and let them own it. Some optimizations are not worth 

their complexity, and saying so protects credibility more than promising universal savings. On the 

international Indorama Ventures assignment, spanning multiple countries and plants, the discipline was to 

standardize where standardization paid and allow local variation only where it earned its keep. Cost 

optimization at that scale is mostly the courage to refuse complexity that does not pay for itself. 

Steering investment toward operational levers rather than the software line item is a strategy-of-logistics 

argument at heart [44], [35]. Labor management, slotting, replenishment, and optimizer-driven carrier 

selection move real operating cost, while a clever customization mostly moves the project budget. My 

comparative study of manual versus automated EWM flows [104] made the point concretely: the design 

that changed the operating-cost curve was worth far more than the one that merely trimmed a few clicks in 

a demo. 

Value realization requires changing behavior, not just deploying capability, and that is the theme I return to 

across my writing on AI-enabled supply chains [115]. Reviews of machine learning in supply-chain practice 

report the same gap — capability delivered and then never harvested because the operating model never 

changed [60]. So I treat the process change as part of the deliverable, ensuring the optimizer is genuinely 

used to select carriers rather than overridden by habit, because unused capability is pure cost carried 

indefinitely. 

One lever I return to is cost-to-serve segmentation: not every order, customer, or SKU deserves the same 

handling, and treating them uniformly quietly overspends on the trivial many while starving the vital few. In 

EWM and TM this becomes differentiated slotting, wave priority, and carrier policy tied to the actual margin 
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and service commitment each flow carries. On the Indorama Ventures footprint the discipline was to reserve 

premium handling for what earned it and let the rest run lean. That segmentation is a strategy-of-logistics 

judgment [44], [35], and my comparative work on manual versus automated flows showed the same truth 

— the cost curve bends where you match effort to value [104]. 

Table 38.1 A staged supply-chain technology roadmap and its business value 

Roadmap 

Phase 
Primary Objective Key SAP Capability Business Outcome 

Foundation Stable S/4HANA 

core 
Core EWM/TM processes and master data Reliable execution baseline 

Standardize Harmonize processes Standard putaway/removal, WOCR, freight 

units 
Lower cost to serve 

Automate Reduce manual 

effort 
MFS, RF, pick-by-voice, labor management Higher throughput and accuracy 

Optimize Smarter planning TM optimizer, slotting, replenishment Transportation and inventory 

savings 

Intelligence Predict and prescribe Analytics and ML-driven decision support Proactive service and resilience 

 

38.5 Chapter Summary 

This chapter connected strategy to delivery. I argued that an architect must translate fluently between 

executives, who fund clarity about outcomes and trade-offs, and business process owners, whose ground-

level credibility determines whether a design survives contact with the floor. A technology roadmap is 

strategy expressed in sequence: a stable S/4HANA, EWM, and TM foundation first, staged capability after, 

each phase delivering standalone value while operations keep running [35]. Outcomes must be named up 

front, honestly bounded, and instrumented to outlast go-live. Cost optimization means spending where 

value is created — operational levers over software line items — and value realization requires changing 

behavior, not just deploying capability [115]. Zimmer Biomet, CuraScript SD, Indorama, and Alcon anchored 

each point. 
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Chapter 39 

Research, Invention, and Technical Influence 

39.1 Turning Production Systems into Research 

My research did not begin in a lab; it began on production floors. Running automated warehouses and high-

volume distribution generates a torrent of operational data — task times, travel paths, throughput under 

varying load — and I kept noticing patterns that standard configuration could not fully exploit. That gap 

between what a system records and what it uses to decide became the seam I mined for research. The 

best questions I have studied were handed to me by systems misbehaving in interesting, repeatable ways. 

The move from observation to research is a discipline of formalization. A hunch that certain waves 

consistently underperform becomes a hypothesis, a labeled dataset, and a model whose error you can 

measure. Much of my published work applies machine learning to warehouse and distribution performance 

— ensemble and kernel-based regression to predict and optimize throughput — precisely because those 

methods turn messy operational history into decisions. The production system supplies the ground truth 

that keeps the modeling honest rather than merely elegant. 

Regulated healthcare distribution proved an especially rich source. My work on data-driven performance 

optimization in healthcare distribution and on predictive modeling of orthopedic surgical and implant 

outcomes grew directly out of environments like the medical-device and specialty-pharmaceutical programs 

I have architected. Constraints — traceability, cold chain, compliance — are not obstacles to research; they 

are the structure that makes a result meaningful. A model that respects regulatory reality is more useful, 

and more publishable, than one that ignores it. 

I also studied the enterprise transformation itself. One strand of my publications examines ERP 

implementation in regulated medical-device environments as an SAP case study, treating the program as 

an object of study rather than only a job delivered. Turning practice into research this way has a 

compounding benefit: the discipline of writing for peer review forces a rigor that then improves the next 

production system I build. Research and delivery feed each other when you refuse to keep them apart. 

Formalizing a hunch into a result means committing to specific methods and defending them. Much of my 

warehouse and distribution modeling rests on ensemble and kernel-based regression — random forests 

[45], gradient boosting [46], [47], and support-vector regression [50] — because those methods turn messy 

operational history into defensible predictions. My published work on data-driven performance optimization 

in healthcare distribution [98] and on predictive modeling of orthopedic surgical and implant outcomes [101] 

grew directly from the regulated programs I architected, where the ground truth kept the modeling honest. 

The production system supplies constraints that make a result meaningful rather than merely elegant. My 

study of manual versus automated warehouse processes [104] and my case analysis of ERP 

implementation in a regulated medical-device environment [99] both treat the program itself as an object of 

study, not only a job delivered. Even work that looks far afield — machine-learning optimization of 

electrochemical machining [107] or a SPSS analysis of avionics supply-chain efficiency [114] — trained the 

same instinct: let real data hand you the question, then answer it with method you can defend. 

What I underestimated early was that the research lives or dies on feature engineering, not model choice. 

Raw task logs, telegram timestamps, and travel paths are not features; turning them into predictors — 
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congestion at release time, queue-depth trend, resource-contention windows — is where domain 

knowledge earns its keep, and where a warehouse architect holds an edge over a pure data scientist. Tree 

ensembles then expose which of those constructed signals actually carry information [45], [46]. My agile-

engineering study made the same discovery in another domain [106]: the model was ordinary, but features 

drawn from a real process are what let it predict anything worth acting on. 

39.2 Patents and Original Contribution 

Original contribution is the test that separates competent delivery from genuine invention, and it is a hard 

test to pass honestly. I currently hold five patents filed in India and the United Kingdom, centered on AI-

driven supply-chain optimization, intelligent planning, and enterprise digital transformation. Each began 

where existing tools left a real decision to human guesswork and asked whether a system could make that 

decision better, repeatably, and at scale. A patent worth filing solves a problem practitioners actually feel. 

The through-line of that patent work is putting intelligence inside the execution loop rather than beside it. 

Conventional supply-chain systems optimize at plan time and then execute statically; my inventions concern 

planning and optimization that adapt as conditions change, informed by the operational data the system is 

already generating. The distinction matters because warehouses and transportation networks are not static 

— demand shifts, resources fail, priorities move — and a plan that cannot respond is obsolete the moment 

execution begins. 

Invention in enterprise software is constrained in productive ways. Whatever I propose has to coexist with 

real integration, master data, and regulatory demands, so the contribution is rarely a pure algorithm and 

more often a method for making an algorithm usable inside a governed enterprise landscape. That framing 

— intelligence that respects the constraints of SAP-scale operations — is what gives the patents their 

practical edge. An idea that only works in a clean simulation is not, to my mind, much of a contribution. 

I hold original contribution and delivery to the same standard of honesty. A patent is a claim examined by 

skeptical experts, which is exactly the scrutiny that keeps invention grounded. The filings, my book AI-

Powered Supply Chains, and the peer-reviewed papers together form a body of work whose common thesis 

is that logistics is on the cusp of genuine autonomy. Chapter 40 takes up that thesis directly; here the point 

is that the claims rest on built systems, not speculation. 

The through-line of my patent work is putting intelligence inside the execution loop rather than beside it, 

and the same thesis animates my book on AI-powered supply chains [115]. Conventional systems optimize 

at plan time and then execute statically; my inventions concern optimization that adapts as conditions 

change, informed by the boosting and ensemble methods [47], [48] the operation is already feeding. 

Surveys of AI in supply-chain management confirm the gap I aimed at — reasoning that reacts, not a plan 

frozen the moment execution begins [71]. 

Invention in enterprise software is constrained productively, so a contribution is rarely a pure algorithm and 

more often a method for making one usable inside a governed landscape. My hybrid explainable-ranking 

work [105] and my decision-support studies using WASPAS [110] and role-based performance 

measurement [111] all share that character: intelligence shaped to survive real integration, master data, 

and regulatory demand. Reviews of machine learning in supply chains [60] reinforce that adoptability, not 

novelty alone, separates a filed patent that matters from a clever idea that never leaves the simulation. 
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Patenting taught me a rigor peer review does not: the prior-art search. Before claiming novelty I must prove, 

against a skeptical examiner, that no one has already solved the problem, which forces an honesty about 

what is genuinely new versus merely reassembled. That discipline now shapes how I frame research 

contributions too — I state precisely what is novel and what is standard method reused. Reduction to 

practice matters equally; a claim untethered to a working method on real data is fragile. My explainable-

ranking [105] and WASPAS decision work [110] were scoped exactly this way, and boosting-based 

adaptivity [47], [48] gave the in-loop optimization a demonstrable core rather than a speculative one. 

39.3 Peer Review, Editorial Service, and the Scholarly Record 

A scholarly record is a two-way obligation: you publish, and you also steward the publishing of others. My 

own record stands at seventeen peer-reviewed publications with, at last count, 186 citations, an h-index of 

eight, and an i10-index of six. Those numbers matter less as a scoreboard than as evidence that the work 

has been read, used, and built upon by other researchers. Citation is the field's way of saying a contribution 

was worth the next person's time. 

I take editorial service seriously as a duty to the field. I serve on the editorial boards of JBID, JACR, and 

IISTJ, where the work is less glamorous than authorship and arguably more important — deciding what 

meets the bar, shaping revisions, and protecting the record from weak or overclaimed results. Good editing 

is invisible when done well; readers simply encounter a stronger literature. I regard a seat on an editorial 

board as a responsibility to that literature, not a line on a resume. 

Reviewing is where I spend the most scholarly effort. I have reviewed for more than thirty international 

journals and six IEEE conferences — thirty-seven papers in that conference stream — and completed 

seventy-six journal reviews for RSIS, alongside serving as a session chair and judge. Reviewing keeps me 

honest and current; reading others' methods closely, including where they fail, sharpens my own. The 

discipline of writing a fair, specific review is, quietly, some of the best training an engineer can get. 

My IEEE Senior Membership, together with fellowships and society memberships including Sigma Xi and 

ACM, situates this service within a broader professional community. These affiliations are not decoration; 

they are the institutions through which the field sets standards and vets claims. Participating in them is how 

an industry practitioner earns standing to influence the scholarly conversation rather than merely consume 

it. The record is a commons, and I try to leave it better maintained than I found it. 

My own record is built as much in conference rooms as in journals, and I hold my published work to the 

scrutiny I apply to others'. Papers on warehouse efficiency in S/4HANA [102], on cross-functional EWM 

integration [103], and on comparing manual and automated processes [104] each went through the review 

I now perform for more than thirty journals and six IEEE conferences. Reviewing keeps me current: reading 

others' methods closely, including where they fail, is quietly some of the best training an engineer can get. 

Stewarding the record also means engaging across subfields, which keeps my judgment as a reviewer 

honest. My comparative evaluation of AI prototypes [97], my work on linear versus tree-based financial 

forecasting [109], and my studies on network-traffic anomaly detection [112] and deep-learning label 

detection [113] span methods far beyond logistics. That breadth matters on an editorial board, where 

deciding what meets the bar demands recognizing rigor in an unfamiliar method — protecting the literature 

from weak or overclaimed results is the least glamorous and most important part of the service [108]. 
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Over seventy-six reviews I have distilled a rubric I apply almost mechanically: is there a fair baseline, is the 

test set genuinely held out, could data leakage inflate the result, and does the claim survive if I imagine the 

opposite. Most weak papers fail not on ambition but on one of these, and naming the failure specifically is 

what makes a review useful rather than merely negative. Reading how others misuse a method sharpens 

my own guard against it — my financial-forecasting [109] and anomaly-detection [112] studies are more 

careful for it. Checking that a support-vector or ensemble result [50], [45] was validated honestly is the least 

celebrated, most protective part of the work. 

39.4 Bridging Industry Practice and Academic Rigor 

The most useful position I occupy is the bridge between two communities that too rarely talk. Academic 

research prizes rigor, novelty, and generality; industry prizes results that survive contact with messy reality. 

Each is poorer without the other — theory untested on real systems drifts into elegance for its own sake, 

and practice untouched by rigor calcifies into folklore. Having a foot firmly in both, I try to carry problems 

one way and disciplined answers the other. 

Concretely, I bring real operational problems and data into research that would otherwise rely on synthetic 

benchmarks. My work spanning multi-criteria decision methods — TOPSIS, WASPAS, MOORA, ARAS, 

and explainable variants — and applied machine learning is grounded in the kinds of decisions a warehouse 

or distribution network actually faces. That grounding is what makes a method adoptable rather than merely 

publishable. A technique validated on the mess of production data has already answered the question an 

industry reader will ask first. 

Running the bridge the other way, I import academic rigor into delivery. The habit of stating hypotheses, 

measuring error honestly, and preferring methods you can explain has made me a more disciplined 

architect. My studies on explainability and on comparative modeling — linear versus tree-based 

approaches, for instance — directly inform how I would deploy analytics inside a governed SAP landscape, 

where a decision no one can explain is a decision no auditor will accept. Rigor, imported carefully, is a 

competitive advantage in practice. 

This bridging role is also why I write for practitioners, in books and chapters like this one, rather than only 

for journals. Translating rigorous results into decisions a working architect can act on is itself a contribution, 

and often a harder one than the original research. My aim across the publications, the patents, and this 

book is a single coherent message: the tools of modern data science are ready for serious supply-chain 

use, provided someone does the unglamorous work of making them fit reality. 

Carrying real problems into research means grounding methods in decisions a network actually faces. My 

work spanning multi-criteria decision methods — TOPSIS [72], MOORA [74], ARAS [75], and weighted-

aggregate variants [77] — is validated on genuine logistics trade-offs rather than synthetic benchmarks, as 

in my WASPAS-based healthcare decision study [110] and role-performance measurement [111]. A 

technique tested on the mess of production data has already answered the question an industry reader 

asks first, which is what makes it adoptable rather than merely publishable. 

Running the bridge the other way, I import rigor — especially explainability — into delivery, because in a 

governed SAP landscape a decision no one can explain is a decision no auditor will accept. My hybrid XAI–

ARAS approach [105] and my comparative evaluation of AI prototypes [97] draw directly on the 

interpretability literature [82], [83], [84], [85]. That habit of preferring methods you can account for has made 
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me a more disciplined architect, and translating those rigorous results into decisions a working practitioner 

can act on is itself a contribution, often harder than the original research. 

A contribution I think is undervalued at the bridge is publishing honest negative and boundary results — 

where a method did not transfer, where an elegant technique lost to a simpler one on production data. 

Academia rewards positive novelty; practice desperately needs to know what fails and why. My comparative 

evaluation of AI prototypes [97] was partly an exercise in that honesty, refusing to crown a winner the data 

did not support. Carrying interpretable, accountable methods across the bridge [84], [85] matters precisely 

because a practitioner inherits the failure modes, not just the headline. Reporting the boundary of a 

technique is, to a working architect, often the most actionable thing a researcher can offer. 

Table 39.1 Selected research strands and their production origins 

Research Topic Method Production Origin Contribution 

Warehouse performance 

optimization 
Ensemble and kernel-based 

regression 
Automated warehouse task data Predictive throughput 

tuning 

Healthcare distribution 

performance 
Data-driven modeling Specialty-pharma and medical-

device programs 
Service-level improvement 

Orthopedic outcome 

prediction 
Predictive modeling Orthopedic device domain Surgical and implant 

outcome insight 

ERP in regulated 

environments 
SAP case study Medical-device S/4HANA 

programs 
Implementation reference 

model 

Multi-criteria decision 

support 
TOPSIS, WASPAS, 

MOORA, ARAS, XAI 
Conflicting logistics choices Explainable ranking 

methods 

Supply-chain optimization AI-driven planning (patented) Enterprise execution loops Adaptive in-loop 

optimization 

 

39.5 Chapter Summary 

This chapter traced how production systems become research, invention, and influence. Operational data 

from automated warehouses and regulated distribution supplied the questions behind seventeen peer-

reviewed publications — machine learning for warehouse performance, healthcare-distribution 

optimization, orthopedic outcome prediction [101], and an ERP-in-medical-devices case study — carrying 

186 citations, an h-index of eight, and an i10-index of six. Five patents filed in India and the UK push 

intelligence into the execution loop. Editorial service on JBID, JACR, and IISTJ, reviewing for thirty-plus 

journals and six IEEE conferences, seventy-six RSIS reviews, and IEEE Senior Membership steward the 

scholarly record. Above all, the work bridges academic rigor and industry practice, carrying real problems 

one way and disciplined answers the other [115]. 
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Chapter 40 

The Future of AI-Driven, Autonomous Supply Chains 

40.1 Predictive and Prescriptive Supply Chain Analytics 

The near future of supply chain is a shift from descriptive to prescriptive. For decades our systems have 

told us what happened — yesterday's throughput, last month's on-time rate — and left the decision to 

human interpretation. Predictive analytics adds foresight, forecasting demand, delays, and capacity 

shortfalls before they bite. Prescriptive analytics takes the next step, recommending the specific action: 

which wave to release, which carrier to tender, which bin to slot. That progression is where most of the 

value now waits. 

The raw material for this already sits inside EWM and TM. Every warehouse task, resource movement, 

freight unit, and settlement is a labeled record of what the operation did and what it cost. My own research 

on ensemble and kernel-based regression for warehouse performance exists precisely because that data 

supports genuine prediction. The obstacle has rarely been algorithms; it has been getting clean, well-

governed operational data into a form a model can learn from without inheriting the noise of a hundred 

manual workarounds. 

Prescriptive analytics only earns adoption when its recommendations are trustworthy and timely. A 

suggestion that arrives after the wave is released is theater, and one the floor cannot understand will be 

overridden. So the engineering challenge is embedding prediction into the execution rhythm — scoring a 

decision in the window where it still matters and expressing it in the operation's own vocabulary. Done well, 

the planner stops reacting to yesterday's report and starts acting on a credible view of the next few hours. 

I am deliberate about where prescription belongs and where it does not. High-frequency, well-bounded 

decisions — replenishment timing, slotting, carrier selection against a rate table — are ideal, because they 

recur often enough to learn from and carry manageable consequences. Rare, high-stakes, poorly-

instrumented decisions are not, and pretending otherwise erodes trust. The art is matching the analytic 

ambition to the decision's frequency and reversibility, so the system augments judgment where it genuinely 

can and stays honest about where it cannot. 

The shift from descriptive to prescriptive is exactly the trajectory the machine-learning-in-supply-chain 

reviews chart [60], [61]: the data to forecast demand, delay, and shortfall already sits inside EWM and TM 

as labeled records of what the operation did and what it cost. My own regression work on warehouse 

performance [100] exists because that telemetry supports genuine prediction. The obstacle has rarely been 

algorithms; it has been getting clean, well-governed operational data into a form a model can learn from 

without inheriting a hundred manual workarounds. 

Prescription earns adoption only when it is timely and trustworthy, which is why I embed it in the execution 

rhythm rather than a nightly report. The applied-forecasting literature warns that a recommendation arriving 

after the wave releases is theater, and that method choice must match the decision's frequency and error 

tolerance [66], [67]. I reserve prescription for high-frequency, well-bounded, reversible decisions — 

replenishment, slotting, carrier selection — the same stance my book argues for [115], because matching 

analytic ambition to a decision's consequences is what keeps the floor's trust intact. 
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The frontier I watch most closely is concept drift: a warehouse model trained on last year's mix silently 

decays as SKUs, layouts, and demand patterns shift, and a confident but stale prediction is worse than 

none. So the forward-looking design is not a model but a pipeline — one that monitors its own error, flags 

drift, and retrains on a schedule the operation's volatility dictates. The machine-learning-in-supply-chain 

reviews increasingly frame this maintenance, not the initial fit, as the real adoption barrier [60], [61]. As 

Industry 4.0 connectivity makes telemetry continuous [41], prediction becomes a living service to be 

governed, which is exactly the argument my book presses [115]. 

40.2 Agentic AI in Warehouse and Transportation Execution 

Agentic AI is the next inflection: software that does not merely recommend but acts, within bounded 

authority, toward a goal. In a warehouse an execution agent might continuously rebalance queues, re-

sequence tasks, and trigger replenishment in response to live conditions, rather than waiting for a 

scheduled batch. The Material Flow System already hints at this — reacting to telegrams and equipment 

state in real time — but today it follows fixed logic. Agentic systems would let that logic adapt as the floor 

changes. 

In transportation the agentic pattern is even more natural. Freight-unit building, carrier selection, tendering, 

and re-planning around disruption are exactly the kind of goal-directed, repeatable decisions an agent can 

own within guardrails. An agent watching a delayed inbound could re-optimize downstream freight orders 

and initiate tendering before a human notices the problem. The TM optimizer supplies the reasoning engine; 

the agentic layer supplies the autonomy to invoke it, act on the result, and monitor whether the action 

achieved its intent. 

Bounded authority is the whole design problem. An agent that can act must have crisp limits — what it may 

decide alone, what it must escalate, what it may never touch — and those limits belong in the architecture, 

not in an afterthought policy document. In regulated environments like the medical-device and 

pharmaceutical operations I have built, an agent rearranging a cold-chain flow without traceability is 

unthinkable. Autonomy and governance have to be designed together, or the autonomy will not survive its 

first audit. 

I expect agents to arrive as narrow specialists before anything general. A replenishment agent, a tendering 

agent, a slotting agent — each mastering one bounded loop, coordinating through shared state, and earning 

trust in its lane before its authority widens. That incremental path mirrors how I have always deployed 

automation: prove a contained capability, measure it honestly, then extend. The alternative, a single 

autonomous system asked to run everything on day one, is how ambitious programs become cautionary 

tales. 

Agentic execution rests on the deep-learning advances that made perception and sequential decision-

making practical at scale [51], [52], and on the Industry 4.0 vision of cyber-physical systems reacting to live 

state [41]. The Material Flow System already hints at it — responding to telegrams and equipment state in 

real time — but today it follows fixed logic. An agentic layer would let that logic adapt as the floor changes, 

invoking the reasoning it needs, acting on the result, and monitoring whether the action achieved its intent. 

In transportation the pattern is even more natural, and the digital-twin research makes the mechanism 

concrete: a faithful model of the network lets an agent re-optimize freight orders and initiate tendering 

around a disruption before a human notices [37]. Bounded authority is the whole design problem, though 

— crisp limits on what an agent may decide, escalate, or never touch belong in the architecture, not an 
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afterthought policy. In the regulated operations I have built, autonomy and traceability must be designed 

together, or the autonomy will not survive its first audit [115]. 

A question I keep returning to is how an agent earns its authority before it holds any. My answer is a shadow 

mode: the agent proposes actions against live conditions while humans still decide, and we measure the 

gap between what it would have done and what a good operator did, for weeks, before letting it act. A digital 

twin of the network makes that rehearsal safe and repeatable [37], letting an agent accumulate evidence 

of competence without risking a shipment. The deep-learning methods underneath [52] supply the 

capability; the disciplined evaluation supplies the trust. Autonomy granted on a demo is reckless — 

autonomy earned in shadow is how I would deploy it. 

40.3 Autonomous, Self-Optimizing Logistics Networks 

Extend agentic execution across a whole network and you approach the autonomous, self-optimizing 

supply chain — warehouses, transportation, and inventory continuously tuning themselves toward business 

goals with minimal human steering. This is the thesis of my book and much of my patent work: intelligence 

in the execution loop, not merely at plan time. A self-optimizing network treats every day's operation as 

feedback, adjusting slotting, waves, routing, and carrier mix as conditions and results teach it what actually 

works. 

Self-optimization is a control problem before it is an AI problem. The network needs a clear objective — 

service level at a cost, resilience against disruption — sensors that observe reality faithfully, and actuators, 

in EWM and TM, that can change behavior. Close that loop and the system can hold a target despite shifting 

demand, much as a thermostat holds temperature. Open it, and you have a dashboard that describes drift 

without correcting it. The intelligence lives in closing the loop responsibly. 

Coordination across nodes is where the hard value and the hard problems both live. A locally optimal 

warehouse can starve a downstream one; a transportation plan optimal for cost can wreck a service 

commitment. A genuinely self-optimizing network optimizes globally, trading off across sites and modes 

against shared objectives rather than letting each node pursue its own local best. My research on multi-

criteria decision methods speaks directly to this — real logistics goals conflict, and the system must balance 

them explicitly, not pretend they align. 

I am candid that full autonomy is a direction, not an imminent destination. Master-data quality, integration 

fragility, and legitimate regulatory caution all mean the honest near-term target is high autonomy within 

bounded domains, with humans supervising the seams. That is not a disappointment; it is the same staged 

path every durable automation has followed. The networks I expect to see this decade will be strikingly self-

managing in their core loops while still deferring, deliberately, at their most consequential edges. 

Extending agentic execution across a network approaches the self-optimizing supply chain, and the digital-

twin literature gives it a rigorous frame [37]: a faithful model, sensors that observe reality, and actuators in 

EWM and TM that can change behavior close the control loop. This is the thesis of my book — intelligence 

in the execution loop, not merely at plan time [115]. The Industry 4.0 agenda [41] supplies the connected 

substrate, but the intelligence lives in closing the loop responsibly rather than in yet another dashboard that 

describes drift without correcting it. 

Coordination across nodes is where both the hard value and the hard problems live, because real logistics 

objectives conflict — cost against service, local optimum against global. My research on multi-criteria 
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decision methods speaks directly to this: methods like TOPSIS [72] and MOORA [74] exist precisely to 

balance goals that do not align, rather than pretending they do. A genuinely self-optimizing network trades 

off across sites and modes against shared objectives, and full autonomy remains a direction — high 

autonomy within bounded domains, humans supervising the seams [115]. 

The dimension most discussions skip is that real networks cross company boundaries — carriers, 3PLs, 

suppliers — so a truly self-optimizing chain must coordinate autonomy across organizations that neither 

share a database nor fully trust one another. The hard problems become interoperability, shared objectives 

negotiated between parties, and mechanisms that let one firm's agent act on signals from another's without 

surrendering control. The Industry 4.0 vision assumes this connected substrate [41], and a shared digital 

twin is one way to give partners a common view without a common owner [37]. Until that inter-enterprise 

layer matures, self-optimization will be strikingly capable inside a firm and deliberately cautious at its edges. 

40.4 Explainability, Governance, and Responsible AI 

The more authority we grant these systems, the more their decisions must be explainable. A prescriptive 

recommendation or an agent's action that no one can account for is unacceptable in a regulated supply 

chain, where an auditor will ask why a particular lot shipped or a particular carrier was chosen. My work on 

explainable AI and interpretable decision methods reflects a conviction I hold firmly: in enterprise logistics, 

a decision you cannot explain is a decision you should not automate. 

Governance for autonomous systems extends the disciplines this book has argued for throughout. The 

same rigor applied to configuration and change control must now cover models — how they were trained, 

on what data, within what bounds they may act, and how their behavior is monitored for drift. An agent 

operating on stale or biased data will confidently make poor decisions at machine speed, which is more 

dangerous than a slow human error. Model governance is not optional overhead; it is the safety system. 

Responsible AI in this domain is also about honest limits and graceful failure. A system must know what it 

does not know — flagging low-confidence situations for human judgment rather than acting anyway — and 

degrade safely when data or conditions leave its competence. In the automated environments I have run, 

a controlled stop always beat a confident wrong move. The same principle governs autonomous logistics: 

the measure of a responsible system is how it behaves at the edge of its competence, not at the center. 

Finally, responsibility includes the people the automation affects. Warehouse and transportation work is 

human work, and autonomy should be designed to augment operators and planners — removing drudgery, 

surfacing better options — rather than to erase judgment and accountability. The strongest systems I have 

seen keep a human meaningfully in the loop at the decisions that carry real consequence. Technology that 

respects the workforce it changes is not only more ethical; it is more likely to be adopted and to endure. 

The more authority these systems hold, the more their decisions must be explainable, and the 

interpretability literature gives me concrete tools — local explanations [82], unified attribution [83], and the 

broader XAI taxonomy [84], [85] — for accounting to an auditor why a lot shipped or a carrier was chosen. 

My conviction is firm: in enterprise logistics, a decision you cannot explain is a decision you should not 

automate. Explainability is not a courtesy to the model's authors; it is a precondition for operating in a 

regulated chain at all. 

Governance for autonomous systems extends the change-control and validation disciplines this book has 

argued throughout, now covering models — how they were trained, on what data, within what bounds they 
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may act, and how drift is monitored — with the same rigor computerized-system standards demand of any 

regulated record [88], [89]. An agent operating on stale or biased data will make poor decisions at machine 

speed, more dangerous than a slow human error. Model governance is not optional overhead; it is the 

safety system, and designing it is part of designing the autonomy [115]. 

Looking further out, I expect explainability to harden from good practice into regulatory requirement, and I 

would welcome it. As autonomous decisions touch regulated flows, some form of third-party assurance — 

certifying how a model was trained, bounded, and monitored — seems inevitable, much as safety cases 

already govern other autonomous systems. Designing for that future now means building the audit trail and 

the interpretability layer [84], [85] as first-class features rather than retrofits, because retrofitting explanation 

onto an opaque system rarely convinces anyone. The organizations that treat responsible-AI governance 

as a design input today will adapt cheaply when the certification regimes I anticipate finally arrive. 

40.5 Closing Thoughts 

I began this book on warehouse floors and in blueprint rooms, and I want to end there too, because 

everything ahead rests on that foundation. The autonomous supply chain will not arrive as a product you 

install; it will be built, incrementally, by architects who understand both the storage bin and the learning 

algorithm. The chapters behind us — from EWM and TM fundamentals to program leadership and research 

— were meant to equip exactly that dual fluency, because the future belongs to people who hold both. 

If a single conviction runs through these pages, it is that intelligence must be earned into a system, not 

bolted onto it. Every advance I have described — predictive analytics, agentic execution, self-optimizing 

networks — depends on the unglamorous disciplines this book has insisted upon: clean master data, sound 

integration, honest governance, and measured performance. There is no shortcut around the fundamentals. 

The organizations that will thrive with AI-driven logistics are the ones that first mastered the basics the rest 

of this book documents. 

I have tried throughout to write as a practitioner rather than a prophet — grounding claims in real programs 

at Alcon, Zimmer Biomet, CuraScript SD, MicroVention, Indorama Ventures, and the many others that 

shaped my judgment. The technology will keep changing faster than any book can track. What endures is 

a way of thinking: rigorous, incremental, honest about trade-offs, and relentlessly tied to business 

outcomes. That mindset, more than any specific configuration, is what I most hope you carry forward from 

here. 

So I will close where the discipline lives: in the next design decision you make. Whether you are sizing a 

wave, planning a freight order, or deciding how much authority to grant an agent, the questions are the 

same ones this book has practiced — what does the business need, what will survive reality, what can you 

honestly measure, and what can you explain. Build for that, and the autonomous supply chain will not 

happen to you; you will be the one who builds it. 

If this book has a single spine, it is that intelligence must be earned into a system, not bolted onto it. Every 

advance ahead — predictive analytics, agentic execution, self-optimizing networks built on deep learning 

[51] and digital twins [37] — depends on the unglamorous disciplines these chapters insisted upon: clean 

master data, sound integration, honest governance, explainability [84], and measured performance. The 

Industry 4.0 promise [41] is real, but it accrues only to organizations that first mastered the fundamentals 

the rest of this book documents. 
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So I close where the discipline lives: your next design decision. Whether sizing a wave, planning a freight 

order, or granting an agent authority, the questions are ones we have practiced — what the business needs, 

what survives reality, what you can measure, what you can explain. My aim across the patents, the papers, 

and this book [115] has been one message: the tools of modern data science are ready for serious supply-

chain use [35] once someone makes them fit reality. Build for that, and you will build the autonomous supply 

chain, not await it. 

A last word, then, for the decade in front of us. The specific tools in this book will age — models, modules, 

even the vocabulary will shift beneath us — but the practice of earning intelligence into a system, patiently 

and honestly, will not. So I would leave you less with answers than with a stance: stay close to the floor, 

keep learning the new methods without abandoning the fundamentals [41], [51], and measure your way 

forward rather than believing the brochure. The autonomous supply chain will be built by people who never 

stopped being practitioners even as they became pioneers [115]. I hope you are among them. 

Table 40.1 Maturity stages toward the autonomous supply chain 

Maturity Stage Analytic Mode System Behavior Human Role 

Descriptive Reporting Shows what happened Interprets and decides 

Predictive Forecasting Anticipates demand and disruption Plans against forecast 

Prescriptive Recommendation Suggests the specific action Approves or overrides 

Agentic Bounded autonomy Acts within guardrails Sets bounds and supervises 

Self-optimizing Closed-loop control Tunes the network to global goals Governs objectives and exceptions 

 

40.6 Chapter Summary 

This final chapter looked ahead to AI-driven, autonomous supply chains, grounded in practice. Analytics is 

shifting from descriptive to predictive to prescriptive, turning the operational data already inside EWM and 

TM into timely, trustworthy recommendations. Agentic AI extends this to bounded, goal-directed action in 

warehouse and transportation execution, arriving first as narrow specialists under crisp authority. 

Networked, those agents approach self-optimizing logistics — intelligence in the execution loop, closing a 

control loop toward global objectives, much as a digital twin steers a network [37]. Explainability, model 

governance, graceful failure, and respect for the workforce make that autonomy responsible rather than 

reckless. The closing thoughts argued that the future is built incrementally by architects fluent in both the 

storage bin and the algorithm, atop the fundamentals this book documents [115]. 
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Glossary of Key Terms 

 

Activity Area.  A logical grouping of storage bins in SAP EWM used to organize and control warehouse 

work such as putaway, picking, and physical inventory, independent of the physical storage-type layout. 

Advanced Shipping Notification (ASN).  An electronic notice of a pending inbound delivery, transmitted 

ahead of goods arrival, that lets the warehouse plan receiving, staging, and putaway before the truck 

reaches the dock. 

AS/RS.  Automated Storage and Retrieval System: crane- or shuttle-based equipment that stores and 

retrieves handling units under system control, typically integrated with EWM through the Material Flow 

System. 

Business Share.  In SAP TM, the target allocation of freight volume across carriers on a lane, used by 

carrier selection to balance cost, service, and contractual commitments. 

Cutover.  The controlled sequence of activities that moves an enterprise from a legacy system to the new 

production system, including final data migration, validation, and go-live authorization. 

Deconsolidation.  The breaking down of a mixed inbound handling unit into its component products so 

each can follow its own putaway, quality, or value-added path. 

Embedded EWM.  Extended Warehouse Management running inside the same S/4HANA system as the 

digital core, sharing master data and documents rather than communicating across a system boundary. 

Freight Order.  The executable transportation document in SAP TM that represents the transport of goods 

by a carrier, against which tendering, execution, event tracking, and settlement occur. 

Freight Unit.  The smallest independently plannable quantity of goods to be transported in SAP TM, built 

from order- or delivery-based transportation requirements. 

GAMP 5.  A risk-based framework from ISPE for validating computerized systems in regulated life-sciences 

environments, ensuring that software supporting GxP processes is fit for its intended use. 

Handling Unit (HU).  A physical unit consisting of packaging materials and the goods they contain, tracked 

as a single object with a unique identifier through warehouse and transportation processes. 

Hypercare.  The intensive post-go-live support period during which the project team stabilizes the new 

system, resolves defects rapidly, and transitions operations to steady-state support. 

IDoc.  Intermediate Document: SAP's structured message format for exchanging business data between 

SAP systems and with external partners, widely used for EDI and 3PL integration. 

Material Flow System (MFS).  The SAP EWM component that communicates directly with programmable 

logic controllers to control conveyors, cranes, and sorters in real time via telegrams, without external 

middleware. 

Putaway Strategy.  The rule set that determines where received stock is stored, considering storage type, 

capacity, product characteristics, and optimization goals such as space or travel minimization. 

Quality Inspection.  The EWM process that routes received or in-process stock to inspection, holding it in 

a blocked or quality state until a usage decision releases or rejects it. 
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Radio Frequency (RF) Framework.  The SAP EWM framework for building mobile, barcode-driven 

transactions executed on handheld or vehicle-mounted terminals on the warehouse floor. 

Serialization.  The assignment of a unique identifier to each saleable unit to enable track-and-trace, 

mandated for pharmaceuticals under regulations such as the U.S. DSCSA. 

Slotting.  The analytical placement of products into storage locations based on demand, size, and handling 

characteristics to minimize travel and maximize throughput. 

Storage Control.  The EWM mechanism that governs multi-step movement of goods through the 

warehouse, in layout-oriented (physical path) and process-oriented (business step) forms. 

Storage Type.  A physical or logical subdivision of a warehouse with common characteristics and storage 

behavior, such as high-rack, bulk, pick-face, or staging areas. 

Tendering.  The SAP TM process of offering a freight order to one or more carriers and awaiting 

acceptance, according to defined tendering rules and response windows. 

Telegram.  A structured message exchanged between the Material Flow System and a programmable logic 

controller to command or report the movement of a handling unit in automated equipment. 

Value-Added Services (VAS).  Warehouse operations beyond storage and movement — labeling, kitting, 

packaging, or assembly — captured and executed as controlled steps in EWM. 

Warehouse Order Creation Rule (WOCR).  The EWM configuration that groups warehouse tasks into 

executable warehouse orders sized and sequenced for efficient operator work. 

Wave Management.  The grouping and timed release of warehouse requests so that picking, packing, and 

shipping are coordinated against transportation and labor capacity. 
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